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Abstract
Compliant robots have a bevy of benefits, particularly when interacting with humans or fragile objects as the maximum output force is limited by
the compliance. The relatively low inertia of a
parallel configuration, such as a Delta manipulator, complements this; however, compliance affects
precision and speed, two hallmark characteristics
of such a configuration. This may be compensated
for via adaptive control. Iterative Learning Control
(ILC) may be adopted to compensate for the flexibility by learning how the system reacts across the
workspace over time; but, this can lead to a latency
when the end-effector drags behind its ideal path
due to loading and inertia.
This paper introduces a two-stage ILC strategy that
corrects for this latency with a separate ILC controller. Thus, it is possible to converge to the desired output without the need for complex models,
which may be brittle to tuning, and without risking
the instabilities that may arise from a single controller with rigid-body assumptions. Limitations in
control due to frequency dependency of compliant
materials are also investigated.

1

Introduction

Human/robot interaction is becoming more common in domains ranging from manufacturing to assistive to medical applications [Goodrich and Schultz, 2007]. Compliant robots
intuit as a passive means to limit reaction forces to humans
and/or other assets surrounding the robot, as the maximum
force being output by a flexible limb is set by the compliance
(up to saturation) [Marchese et al., 2015].
Parallel robots, such as the Compliant Delta Manipulator
(Figure 1), are known for their comparatively high agility
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Figure 1: Compliant Delta Manipulator This arm uses thin
metal strips to introduce soft compliance in the upper limbs.
Its form is derived from conventional delta designs.
and low-effective inertia; hence their popularity for precision
tasks in limited workspaces (e.g. pick-and-place). While parallel compliance adds, directly giving higher-effective stiffness at the end-effector, the effect of compliance on the kinematics and dynamics can not be neglected as it affects link
motion. The kinematics of the tip are complex as the dynamic
terms are coupled and thus difficult to express in terms of independent generalized coordinates. A Newton-Euler formulation inevitability leads to simultaneous equations involving
link reaction forces and moments; whereas, a Lagrangian approach may be cumbersome due to the non-trivial kinematics
[Tsai, 1999].
One solution to overcome this is the use of Iterative Learning Control (ILC) to numerically learn a desired compensation as compared to adjusting for the compliance through explicit dynamic equations [Arimoto et al., 1984; 2007]. This
will allow the robot to learn how to move to the desired outcome without the need for high complexity models. This
would be particularly useful in complex, but repetitive environments, such as a patient’s hand or in workplace processes; as the controller would easily learn the environment
as a part of the system. However, if one is not careful, ILC approaches may have difficulties converging in compliant systems [Maeda et al., 2011]. The compliance in the limbs of
the robot can cause instabilities as the system varies from the

rigid assumptions of its operation. The friction between the
end-effector and the environment, as well as the inertia exerted, causes a “latency”. The end-effector drags behind the
desired position for the current time; this creates havoc in accuracy and reliability of future movements.
A secondary issue introduced is the frequency-dependent
nature of the compliance. Any movement of a robot arm,
exhibits multiple frequencies. However, the inertia and loading on a compliant member causes damping effects; this frequency dependence creates limitations to the possible outputs.
A third issue with compliance is that it is not possible to get
end-effector location directly (via forward kinematics) from
the joint encoders on the actuators alone. While it might
be possible to estimate the geometric state of the arm via a
model of the compliance [De Schutter et al., 1999], a motion capture approach [Moeslund and Granum, 2001] is initially taken to record the end-effector location. The system is
under-constrained, and thus, the controller needs to be able to
make assumptions to account for flexure in the upper limbs,
while not having enough information to accurate estimate the
overall state.

Contributions and Aims of Research
It was shown that the main issue in control with the compliance was the physical latency that occurred due to the contact
friction and inertia of the end-effector. The aim of this research was to show that the delay in this under-constrained
system could be corrected using a simple ILC controller, allowing the compliant delta manipulator to be controlled without the need for a complex controller or model. It also aims
to show how the fundamentals of vibrations in realistic materials limit the usages and outputs of a compliant robot design.

2

Iterative Learning Control

Iterative Learning Control (ILC) takes advantage of the fact
that past experience is encoded in the form of tracking error. Disturbances are mapped into control actions by some
learning rule that can completely eliminate the need for models. Despite the simplicity and effectiveness of ILC, strict
assumptions on repeatability give little hope of disturbance
compensation under non-repetitive exogenous signals.
Repeatability is often assumed in ILC for proving convergence [Arimoto et al., 1984]. Methods proposed to
deal directly with non-repetitive exogenous signals include
identifying and learning only the segments that are repeatable [Mishra et al., 2007] and using disturbance observers or
selecting the proper compensation signal through categorising the pattern of the disturbance [Chen and Moore, 2002].
The following analysis is based on the work in [Norrlöf
and Gunnarsson, 2001], except that here feedforward input
is added as actuator commands rather than by adjusting the
position reference. The errors ek = yd − yk to a constant

reference input yd over two consecutive iterations are related
to the outputs by
ek+1 = ek + yk − yk+1 ,

(1)

where the bold notation is used to indicate that, for example,
yk = [yk (1) yk (2) yk (3) ...

yk (N )]T

is a vector of N equi-spaced sampled output values at iteration k; this notation is used similarly for other variables.
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Figure 2: ILC with feedforward actuator input; C is the feedback gain, G is the plant transfer function, yd is the reference
input, y is the output, uk is the feedforward input updated by
ILC and d is the exogenous disturbance.
At iteration (k + 1) the controller in Figure 2 has outputs
yk+1 = T (dk+1 + uk+1 ) + Tyd yd ,

(2)

where
T

=

Tr

=

G
1 + CG
CG
.
1 + CG

(3)
(4)

Substituting the ILC learning rule on uk+1 , (2) becomes
yk+1 = T dk+1 + T (uk + Lek ) + Tyd yd ,

(5)

where L is the learning function. Substituting (5) into (1)
yields, after some manipulation,
ek+1 = (1 − T L) ek − T (dk+1 − dk ) .

(6)

Equation (6) shows that the error at the next iteration is
a function of the difference between the current disturbance
dk and the next disturbance dk+1 . Thus, when two consecutive disturbances are identical their contribution to the error
is zero. The disturbance fluctuation dk+1 − dk dictates the
“baseline error” [Chen and Moore, 2002] and the error does
not vanish if disturbances change between iterations.
High-order forms of ILC have been seen and give the ability to converge on more complex solutions with faster speeds
also shown in [Datta, 2012]. Regardless, in this study, it is to
be shown that the compliant limb can converge without the
need for these complex ILC models.

3

Design

Due to its low inertia and improved dynamics relative to a serial configuration, a Delta Manipulator is often used in applications requiring high-speed and high-precision [Tsai, 1999].
Thus, it might seem incongruous to add compliance. However, our interest is to not only support human-robot interaction, but to also compensate for compliance in applications
where a stiff Delta arm is not immediate, such as one constructed using novel (but soft) methods of fabrication [Marchese et al., 2015].

3.1

Delta Arm Limb Flexure

point (closed shapes) were chosen, to allow a simple settling
and reset process.

3.2

Inverse and Forward Kinematics

Firstly, the inverse and forward kinematics used in the rigid
case were characterised to find where the instability, in the
compliance, was arising.
The inverse and forward kinematics can be separated by
the assumption that each of the three arms on the delta robot
end at the same position (the end effector). Therefore each
arm can be solved individually [López et al., 2006]. Figure 4
shows the layout used for one arm.

It is important to note that due to the flexure of this limb, as
shown in Figure 3, the joint location between the upper and
lower limb will not be exactly known; this is shown in Figure 3, where aef f will vary depending on compliance and
loading. This joint mislocation will cause miscalculations in
the input angle and length of limb a to occur. Notice the rigid
assumption would imply θ1 is related to aef f , whereas the
input actually applies to the flexed limb a. The main ILC
controller needs to be able to focus on estimating a correction
for this miscalculation. Preferably this should be done without needing to consider the additional complexity of twisting
around the second axis, which causes the physical latency.

Figure 4: Kinematic layout of rigid Delta, Note: link length
a, and input angle θ1
From this, two equations can developed [López et al.,
2006]. Where ∆x, ∆y and ∆z is the displacement of the
end effector in each respective axis.

Figure 3: Warping of the upper limb causes the effective
length to change; miscalculations in actual positions and inputs result
Shapes requiring movement of different/multiple frequencies were used to test the arm. When testing, it was ensured
that the end effector was moving at a constant speed across
tests. This allowed the results of end-effector movements to
be linked to frequency dependency; shown by multiple frequencies within the individual tests. It was also assumed that
all of the compliance came from the upper limb due to the
largely increase relative flexibility.
After each iteration of correction from the controller, the
robot was given 3 attempts of drawing the shape before
recording began. This was done to allow the path to settle on
its output; compliance and loading meant path changes were
not instantaneous. Only shapes with the same start and end

∆x = a cos θ1 − b cos θ2 cos θ3

(7)

∆z = a sin θ1 + b sin θ2 cos θ3

(8)

The last terms in each of Equations (7) and (8) can be
reimagined using their relations to the vertical axis. In this
form these equations can be related together much easier,
shown by Equations (9) and (10).
p

b2 cos2 θ2 − ∆y 2
q
b sin θ2 cos θ3 = b2 sin2 θ2 − ∆y 2

b cos θ2 cos θ3 =

(9)
(10)

By substituting Equations (9) and (10) into (7) and (8), and
rearranging for easier manipulation we get:
p
b2 cos2 θ2 − ∆y 2 = ∆x − a cos θ1
q
b2 sin2 θ2 − ∆y 2 = a sin θ1 − ∆z

(11)
(12)

Finally, equations (11) and (12) are added, expanded, and
moved to one side to give an equation showing the relationship of variables in the flexible link, shown in Equation (13).
f (a, θ1 ) = a2 − 2a(∆x cos θ1 )
+∆z cos θ1 ) + ∆z 2 + ∆y 2 + ∆x2 − b2

(13)

Keep in mind, the top link will be compliant and the goal of
the controller is to react and adapt to this compliance. Equation (13) gives a relation between the two main changing variables; the link length a and input angle θ1 . From these equations, we can converge the ILC using only the position measurements (∆x, ∆y and ∆z), relating them back to the input
angles, similar to [Colbaugh and Glass, 1997]. The following
sections will describe how the ILC control variable is chosen
to achieve the goal of convergence.

3.3

ILC and Control Variables

To illustrate the principles and to make the problem simpler,
a simplified form of ILC, which we term “vanilla ILC”, was
taken from the basic definitions of ILC [Datta, 2012] using
discrete data and the methods from [Amann et al., 1996].
This will be used to refer to the simplest form of linear ILC,
mentioned in the previous section, summarized by equations
(14), (15):
uk+1 = uk + T ek ,

(14)

where

When we look at each equation, and control only one variable, we can see the sensitivities. For example equation (17)
we can see that with a constant length a, θ1 varies sinusoidally, whereas in equation (18) a varies linearly; θ1 is the
more sensitive variable. Therefore it can be assumed that by
estimating θ1 and assuming a to be constant, the radial control of the system should be able to compensate and settle.
This assumes the physical latency that causes instabilities is
accounted for which will be covered in Section 4.

3.4

Being that is it by design that the limb should be compliant,
the assumption of rigid dynamics no longer holds.
It is also important to remember that due to the complexity
of the coupling of the compliant limbs, this relationship becomes difficult to estimate. This is one of the reasons ILC is
being used.
It is known that with increased compliance there will be a
reduced yield to high frequency movements, due to Hooke’s
Law. Consider a shape such as a square. When approaching
the corners, the change of direction is instantaneous, ideally,
meaning that the shape is effectively constructed of infinitely
high frequencies. Obviously, due to the frequency response of
a compliant material, or any real material, these outcomes are
not possible to achieve, as higher frequencies are dampened
with increased compliance.
These higher frequency shapes were tested to give example
of the limitations of the proposed designs.

4
ek = yd − yk ,

(15)

which converges as
lim yk → yd .

k→∞

(16)

While higher orders or more complex form of ILC will
generally allow a faster convergence, the goal of this research
is not of a fast convergence, but of a stable convergence.
These methods can still cause instability due to errors in correction estimation.
It is noted by equation (13) that there are two variables that
could be controlled. The most sensitive variable is desired
to be controlled, removing the most potential for instabilities.
Controlling this variable can compensate for changes in the
less sensitive variable.
From equation (13) is it possible to find the sensitivities of
each variable in the equation. Taking the partial derivative
gives the following.
δf
= −2a(−∆x sin θ1 + ∆z cos θ1 )
δθ1
δf
= 2a − 2(∆x cos θ1 + ∆z sin θ1 )
δa

(17)
(18)

Frequency Dependence

4.1

Analysis
Rotation Around Compliant Limb

When looking at the compliant system it is important to consider that other changes in the kinematics of the delta robot
will occur that are not accounted for the in original rigid kinematics. While the flexure along and up the limb have been
taken into account (radial) through controlling θ1 , the final
critical DOF, around the compliant limb is not considered in
the calculations. This compliance is what causes the physical
latency in the output.
Figure 5 shows an example of one of the limbs being used
in the delta configuration. Here we label parts of the limb, a,
b and c to show their contribution to the output.
As previously mentioned, the torque that occurs around the
limbs axis will have an effect that relates to the value labelled
as c in Figure 5. In the rigid kinematics this c is assumed
not to exist, however when the compliant limb torques, this
assumption can no longer hold, creating a lever arm around a
and thus, a varying, unknown angle.
This affects the major assumption of the position of the end
of limb a. While it is expected that the end of the compliant
limb will be somewhere along the defined axis, due to the
torque, this is not necessarily the case.
The main goal of this research was the investigate how the
ILC controller can use the data of the previous iteration to

This can be shown in Figure 6, where the controller assumes the problem will be solved by compensating along (a);
however, what needs to occur is for the inputs to be shifted
along path (b). An attempt to move along (a) means that the
radial component will now try to increase, which in turn will
create the same state problem represented originally by Figure 6. This attempted error correction will repeat, causing
divergence. By shifting along (b) we can assure that each
component (radial and angular) is adjusted without affecting
the convergence of the other.

Figure 5: Image of limb to note limb variables
correct for this miscalculation, and remove the caused physical latency.
When again, referring to Figure 5, as the robot torques and
rotates around a, this will cause the vertical portion of the
vector from link c to move along the plane of θ3 (See Figure 4). When the controller estimates the system, the estimated θ3 will be larger than the actual value, as the system
has no way of seeing that the reference axis has shifted due
to the twist. This can be further explained if we introduce an
equation equating length c and how it effects the vertical displacement; as shown in equation (19). θt is the angle of twist
around a.
∆y = c sin (θt ) − b cos (θ2 ) cos (θ3 )

(19)

If we consider two cases, with and without θt , between
them ∆y is constant. The difference between these two cases
is that when θt is added, bcos(θ2 )cos(θ3 ) differs, in turn giving an invalid estimation of θ3 .

4.2

Correcting for Physical Latency

For a certain iteration we have three variables that can be
changed. Note that θt and θ3 are directly related to each other.
As θt increases the actual θ3 decreases vs. the estimated θ3 .
From equations (7) and (8) the system calculates θ3 which is
actually the combination of θt and θ3 . Note that there will be
some changes in θ2 as well, caused by θt , however these are
assumed to be corrected by the radial control component.
θ3est ≈ θt + θ3

Figure 6: Attempted correction of ILC (a) vs. shift of inputs
to account for latency (b)
To solve this problem, we remember that the misestimation of θ3 is causing a physical latency in the system.
Therefore, if the latency itself can be corrected, we can assume this will no longer cause instabilities in θ3 , as the compliance at each point is now accounted for in the controller
model.
When considering a circle, where latency will be constant,
this latency can be corrected by retrieving the value of the
latency from the previous iteration, and offsetting the input
shape; effectively rotating the input of the shape.
This decouples the two ILC components of the system,
breaking it into the control of separate polar coordinates.
Firstly it is offsetting the input to remove the latency in the
rotation, which allows the main controller to converge on the
desired radius. Without the latency (adding angular offset)
the main ILC problem becomes much more simple.
This method shows that investigating the problem can help
to reduce the complexity of the control problem.

(20)

The controller attempts to correct for the latency as if
the end-effector was just in the wrong position. The misestimation of θ3 is not recognized, so adjusting for this using
the vanilla ILC controller will only cause instability. This is
due to the fact that θt is not represented in the original kinematics, therefore the system fails to consider the effect of the
latency issue on the dynamics.

5

Results

The experiment was set up using a Delta Manipulator with
rigid limbs constructed of carbon fibre; the compliant limbs
were made from a thin metal to give a relatively large difference in compliance.
The position of the end-effector was tracked using motion
capture.

5.1

Convergence of general one frequency shape

The improved method of ILC for this problem was implemented. The initial test was to show that the controller could
converge on a one frequency shape, a circle, without instabilities.
Figure 7 shows the first 10 iterations of the ILC controller
when compared with its desired output. Experiments required
no additional tuning.

Figure 8: Comparison between the original and compensated
joint-angles. The compensated angle is the angle being input
into the system and the input angle for the desired outcome
(pre-adaptation).

will filter higher frequency movements. This can be tested
by showing the attempted convergence of shapes of multiple
frequencies, or a circle of a differing frequency than previous
tested.
Figure 9 shows a circle being drawn at twice the frequency
of the circle in Figure 7.

Figure 7: Corrected ILC showing desired convergence, Note:
’o’ is the start of each iteration.
The results show the initial iteration being much smaller
than needed; also exhibiting the expected delay. The second
iteration can be seen to be correcting for the size, as well as
offsetting the delay to ensure stability. The following iterations continue this trend.
The result was shown to be stable and not diverging from
the desired output. Figure 8 shows an input angle to one of
the arms.
The apparent angle is the angle calculated by the system
based on the output. It can be seen that the apparent angle is
the same as the original input angle, but offset; due to correction of delay. Notice that the compensated angle (being put
into the system) is much larger, compensating for the compliance, while having the same phase as the apparent angle.

5.2

Attempted Convergence of higher frequency
shapes

It was mentioned previously that due to the compliant properties of the materials being used, the flexible delta limbs

Figure 9: Original ILC assumptions showing attempted convergence at a higher frequency
It can be seen here that after 10 iterations, the circle still
fails to converge on the desired solution. It should be noted
that the system is not diverging, however, it has settled at a
non-desired trajectory.

5.3

Frequency limits

5.4

Multiple Frequency Shapes

A square was attempted, to test a combination of higher frequencies on the compliant system. Figure 10 shows the final
iteration compared with the desired of a square after 30 iterations. Notice the rounded corners of the square; the compliant arm acts as a filter to higher frequency movements. This
shows the frequency limits of this type of system.

It is important to show that single frequency shapes are not
the only capability of the system. A multiple frequency shape
was developed by running a square though a low-pass filter to
give a square with rounded corners, naturally removing high
frequencies. Figure 12 shows the first 15 iterations of the
convergence of this shape.

Figure 10: ILC attempted of an infinite frequency shape
(square)

Figure 12: ILC iterations showing convergence of a multiple
frequency shape

Figure 11 shows the input and compensated angles for the
square, similar as shown for the circle in Figure 8.

It can be seen here that the same issues that occured with
the circle are appearing and are being corrected effectively,
avoiding divergence. The size is corrected for and the rotational delay is corrected.
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Figure 11: Comparison between the input angles and apparent angles, effectively providing a low-pass filtering effect
Notice the difference between the original input angle and
the apparent angles. It can be seen that the shift for rotation
occurs, but most importantly, the high frequency changes in
the input are filtered.

Discussion

To overcome the problem of instability, firstly an analysis of
the system was needed to find the problem. It was found
that the instability was due to a torque around the compliant member causing a physical latency in the output due to
loading on the end-effector and inertia. This caused instabilities as the controller attempted to correct the output, neglecting the fact that due to the compliance, a latency will always
exist, which, in turn creates further loading and larger compliance/instabilities.
Instead of attempting to solve the problem by adjusting the
entire system’s output, it was solved by adjusting the input
to account for the latency that was being seen in the output,
effectively breaking the problem into two parts, radial correction (the original ILC algorithm), plus a rotation to account
for delay in the path (angular offset).
Therefore, the controller was decoupled into two parts. The
main controller converged the θ1 value to be the correct radial
position, while the second controller works to rotate the input,
to correct for the delay seen on the output. This meant that the
misestimation of θ3 was now accounted for by offsetting the

input, without the need of complex higher order controllers,
or models.
It could be seen that the ILC controller converged on the
desired solution. It was perhaps slow, and could be improved
by implementing a higher order controller, however the issue
being investigated was implementing convergence of a compliant manipulator, rather than the speed of convergence.
The other issue was the frequency dependence due to the
compliant properties of the robot links. Perhaps the most
important result was shown in Figure 11. The comparison
between the original input angles and the apparent angles,
clearly show the low-pass filter effect that is occurring due to
the compliance in the system, as the point of high frequency
changes in the input are filtered, shown by rounding of corners.
This frequency response we know will be affected due to
mass, and stiffness, by Hooke’s Law. This means two things,
firstly, a stiffer material will be able to trace higher frequency
inputs, or increase the low-pass filter cut-off, and secondly,
that a higher effective mass, or load, will lower the cut-off.
For example, if the end-effector were to exert a higher force,
the corners of the square would be even further rounded. This
can be shown by [Yurkovich et al., 1989] as it was found
that varying the loading affected the control output. However
[Yurkovich and Tzes, 1990] [Nelson and Mitra, 1986] have
results showing that the loading changes the effective natural frequency of the arm. These processes could be used to
compensate for different loadings using a higher complexity
controller. Keep in mind, there are different loading effects
at every point in the shape being drawn; as different radial
lengths and input angles will cause differing stress on each
arm and thus, the force vector will vary.
Figure 12, shows that multiple frequency shapes are capable of having a converging solution, which suggests that any
shape constructed of frequencies below the filter limit could
give a convergent solution. The second circle in Figure 1.
was drawn at a higher speed; we can see this is near the frequency cut-off, as it struggles with convergence, instead tracing a slightly smaller circle, exhibiting a lower frequency.
This further shows that the system was able to converge on
all of the given shapes that did not comprise of frequencies
above the cut-off. Further research with irregular shapes and
paths may further show limitations for this controller’s convergence on a wider range of outputs.

7

Conclusions and Future Research

The analysis showed that the compliance in the arm caused
a physical latency in the system, due to inertia and loading,
which the controller assumed it could correct for. This caused
instabilities as the original model was effectively blind to the
source of the physical latency. The analysis of the compliant system meant that an ILC controller was able to be implemented that adjusted for the compliance related latency,

and allowed system to converge without the need for complex controllers.
Further investigations showed limitations on maximum frequencies in movement, due to the fundamental laws of vibrations. It was shown however that multiple frequency shapes
within these bounds could still converge.
Further investigations needs to be done on paths that are
not symmetrical or closed, to test if the latency correction is
consistent in these examples. Research could also look into
limitations and effects of loading factors on the end effector.
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