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Abstract
This paper addresses the problem of multitarget tracking with multi-modal sensing systems for the purpose of robust and accurate localisation of personnel and vehicles. The ability to exploit the redundancy of multi-modal
sensing systems for the localisation of a varying
number of personnel and vehicles is important
for automated environments. In this paper,
we introduce the weighted maximum-likelihood
extended Kalman filter (WMLEKF) as a multitarget tracker with the aim of introducing a
real-time tracking solution with the ability to
fuse observations from multi-modal sensors.
The WMLEKF introduces a computationallyefficient tracking algorithm that can robustly
deal with target initiation and termination
while maintaining identity consistency. It relies on a data association method that naturally results in principled track initiation and
pruning. It also presents a method of fusion
between multi-modal sensors. The WMLEKF
was tested on real multi-modal sensor data with
results demonstrating its high tracking and
track initiation performance, its multi-modal
sensor data fusion capability and its ability to
maintain identity consistency and correct sensor handover.
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Introduction

The ability to exploit the redundancy of multi-modal
sensing systems for the robust and accurate localisation
of a varying number of personnel and vehicles is important for automated environments. An automated system
requires an accurate estimate of the environment with
which it is concerned so that the system can make the
correct actuation decisions.
A readily available solution to localisation can be
attained through the use of global positioning system

Figure 1: Autonomous ground vehicle used in the experiment. Each is equipped with three lidars and a highaccuracy GPS-INS module.
(GPS) devices. When attached to a vehicle or a person,
a GPS device can provide global absolute positioning information of that object. With the aid of inertial navigation system (INS) devices, increased localisation accuracy can be achieved. However, high-accuracy GPS-INS
solutions are usually expensive and physically large. On
the other hand, hand-held GPS devices are susceptible
to malfunctioning or misplacement. Therefore, there is
a need to resort to exteroceptive sensors such as lidars
and radars to supplement GPS localisation information.
To obtain useful localisation information, data from
sensors is usually fused into an estimator. In this case,
the problem of localising multiple objects is typically referred to as multi-target tracking [Mahler, 2007].
Multi-modal multi-target tracking combines the difficulty of multi-modal sensor fusion with the inherent
difficulty of multi-target tracking. Challenges in multitarget tracking include the ability to deal with track initiation and termination, the ability to accurately estimate the number of targets and the ability to maintain
identity consistently throughout a track lifetime. Meanwhile, fusion between data from sensors with different
modalities is a topic that has received considerable fo-

cus from researchers in robotics [Thorpe et al., 2001;
Brunner et al., 2011].
In this paper, we introduce the WMLEKF as a multitarget tracking solution with the ability to fuse observations from multi-modal sensors. The WMLEKF is a
computationally-efficient tracking algorithm that can robustly deal with target initiation and termination and
that provides improved identity consistency compared
with Gaussian mixture probability hypothesis density
(GMPHD) filter. The specific contributions of the paper
include:
• a data association method that naturally results in
principled track initiation and pruning.
• a principled method of fusion between multi-modal
sensors, in particular between sensors providing and
not providing identity information, e.g., GPS devices and lidars, respectively.
• experimental results of the WMLEKF evaluated on
multi-modal sensor data from autonomous ground
vehicles (shown in Fig. 1) demonstrating high tracking and track initiation performance, multi-modal
sensor data fusion capabilities, the ability to maintain identity consistency and correct sensor handover.
The remainder of the paper is organised as follows. In
Sec. 2, we provide a review of related multi-target tracking solutions. In Sec. 3, we formally pose the problem
to which we present a multi-sensor multi-target tracking
solution in Sec. 4. Finally, we present qualitative and
quantitative results of the filter in Sec. 5 and conclude
in Sec. 6.
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Related Work

The problem of multi-sensor fusion for the purposes
of tracking and localisation has been studied by many
researchers form different fields. Notable texts include [Blackman and Popoli, 1999; Maybeck, 1999;
Manyika and Durrant-Whyte, 1994]. Although traditional methods assume a known fixed number of targets,
recent texts have proposed various solutions that allow
a varying number of tracked objects.
The work in [Morefield, 1977; Poore et al., 1993] proposes an integer programming formulation of the data association method. This formulation leads to an NP-hard
problem; however, Lagrangian relaxation can be used to
obtain useful approximations. Despite that, these problem formulations still suffer from the need to set a scan
window for data association, a requirement that does not
appear for Bayesian methods.
Many recent methods [Ristic et al., 2012; Vo et al.,
2008; Whiteley et al., 2010] have been proposed based
on random finite sets (RFSs) [Mahler, 2007]. [Mahler,
2007] introduces a multi-target Bayes filter representing

the multi-target state and multi-target observation as
RFSs. Due to the intractability of the optimal multitarget Bayes filter, the probability hypothesis density
(PHD) filter is introduced as a first moment approximation. Implementations of the PHD filter include closedform solutions for the case of linear-Gaussian (LG) models and sequential Monte Carlo implementations [Sidenbladh, 2003]. More recently, the GMPHD filter, which is
a closed-form solution of the PHD filter based on a Gaussian mixture (GM) representation of the PHD, was proposed [Vo and Ma, 2006]. The closed-form solution was
also extended to a cardinalised probability hypothesis
density (CPHD) implementation [Vo et al., 2007]. One
major drawback of the RFS approach to target tracking
is the inherent inability to maintain track identities. Indeed, the ability of the RFS approach to avoid the data
association problem stems from the fact that tracks are
represented as sets. A set representation specifically dictates that the order and subsequently the identity are not
maintained. Nevertheless, extensions to the GMPHD
filter incorporating identity information have been suggested [Clark et al., 2006]. However, this implementation
still suffers from frequent identity switching due to the
lack of smoothing in identity estimation.
[Musicki and Evans, 2009] propose the integrated
track splitting (ITS) filter which allows for an unknown
varying number of targets. The essence of the approach
is to assign an existence random variable to each track.
When propagated with the track position estimate, the
existence variable allows the filter to infer the death of
targets. It also allows the filter to maintain more than
one hypothesis for a target with the erroneous tracks
dying out eventually. Due to the combinatorial size of
the number of associations as a function of the number
of tracks and observations, in [Musicki and La Scala,
2008], the linear multi-target integrated track splitting
(LMITS) filter was proposed as a linear multi-target approximation.
Evidently, another approach to the problem of
Bayesian filtering with unknown number of targets and
unknown data association is sequential Monte Carlo
(SMC) methods [Arulampalam et al., 2002]. Supported
by convergence proofs as the number of particles increases to infinity, SMC approaches can directly approximate the optimal Bayesian approach. However, they
usually require a prohibitively large number of particles
in order to avoid particle depletion problems.
Recently, variational methods [Jordan et al., 1999]
have been proposed for the purpose of tracking and classification [Romero-Cano et al., 2014]. This approach results in a variational approximation to the optimal Bayes
estimation solution for track positions and classes. However, it is mainly targeted for off-line processing with
on-line estimation requiring the specification of an esti-

mation window.
The multi-target tracking method we propose in this
paper combines the probabilistic existence model of the
ITS filter with a data association method which allows
for a mathematically justified track initiation and pruning procedure. Our method also allows for the multimodal sensor fusion between sensors with and without
identity information.

3

Problem Formulation

In this section, we describe the formulation of the multitarget tracking problem that we consider in this paper.
The formulation is based on the multi-target problem
described in [Musicki and Evans, 2009]. The model assumes an unknown finite number of targets. The existence of each target is a random variable to be estimated.
A target model similar to that in [Musicki and Evans,
2009] is adopted for both position uncertainty propagation and existence propagation.
At time k, the current state is given by a set of targets {tτk }N
τ =1 where the number of targets N is unknown.
Each target τ is given by the tuple (χτk , xτk , Tkτ ) where
• χτk ∈ {0, 1} is the discrete random variable representing the existence of target τ .

and a limited field of view which increases the challenge
of track initiation, track pruning and sensor handover.
In our implementation, we use GPS devices for the first
class of sensors and lidars for the second class.
For sensor observations, we assume a sequential model
in which we receive point observations from one sensor
at a time. To this end, denote by zk = {zk1 , · · · , zkmk }
the set of mk target observations at time-step k. The set
of all observations up to time k is denoted by Zk .
The association mapping σk is defined such that
σki = τ when observation zki is associated with track τ .
Throughout the paper, the time subscript k is dropped
when time is irrelevant.
Assuming a Bayesian estimation approach, the a posteriori probability of a target’s position and existence
is given by the Bayes update equation defined in (4)
assuming observation i is associated with target τ . If
the data association is unknown, the optimal Bayes update equation requires a weighted sum over all associations. For a Gaussian representation, this results in a
new Gaussian component for every association [Musicki
and Evans, 2009] resulting in a combinatorial increase in
the number of observations and the number of tracks.

• xτk is the position of the target τ .

p(xτk , χτk |Zk ) =

• Tkτ is the identity tag of target τ .
We assume that the position dynamics of an individual
target is given by (1).
xτk+1 = f (xτk , νkτ )

(1)

The process noise νkτ is assumed to be a zero mean, white
uncorrelated Gaussian noise sequence. For simplicity,
a typical assumption in tracking that we also employ
is a linear model in which case we obtain the standard
Kalman filter prediction equation.
The probability of existence evolves based on a Markov
model where we define the survival rate and birth rates
of targets. The survival rate is denoted by ps , defined in
(2), while the birth rate is denoted by pb , defined in (3).
p(χτk = 1|χτk = 1) = ps

(2)

p(χτk = 1|χτk = 0) = pb

(3)

For our multi-modal sensor system, we assume two
classes of sensors. The first class of sensors provides identity information. Examples of sensing that belongs to
this class include radio-frequency identification (RFID)
tags and GPS sensors. These sensors provide absolute
position information. The other class of sensors is relative position bearing sensors such as cameras, radar
and lidar sensors. These sensors do not provide identity. They typically possess a non-linear sensor model

p(zki |xτk , χτk )p(xτk , χτk |Zk−1 )
p(zki )

(4)

The problem addressed in this paper is to find the
a posteriori probabilities of existence and position,
p(xτk , χτk |Zk ), of a finite set of targets with an unknown
cardinality. The aim is to obtain the probabilities in a
real-time manner using multiple sensors with different
modalities.

4

Weighted Maximum-Likelihood EKF

In this section, we present the WMLEKF. The main contribution of the WMLEKF is a principled data association method that allows for the mathematical integration
with track initiation. This integration is straight-forward
due to the use of existence probabilities and due to the
fact that clutter is simply assumed to be tracks that
rapidly disappear. Another contribution is an identity
management policy that produces reliable data fusion
between sensors with and without identity information.
The success of the policy is also partially attributed to
the principled estimation of existence.
We begin by stating the main assumptions and approximations from the optimal Bayes filter. We then
present the probabilistic representation and prediction
equations of the filter in Secs. 4.1 and 4.2. We present
the main contribution represented by the data association approach coupled with track initiation in Secs. 4.3
and 4.4. Section 4.5 delineates the multi-modal identity

management process while Sec. 4.6 describes the fieldof-view sensor model for the lidar sensors.
The WMLEKF assumes linear models for both target
motion and sensor observations. For non-linear systems,
the typical linearisation approximation employed by the
extended Kalman filter (EKF) is assumed.
For data association, the WMLEKF fuses the most
likely association instead of all possible associations [Musicki and Evans, 2009] whose size is combinatorial in the
number of tracks and observations. This approximation
is not as disadvantageous as it may seem at first, mainly
due to the robust existence estimation and track initiation process.
An important assumption of the WMLEKF is the
equal treatment of new tracks and clutter. Clutter usually refers to the detection of an unwanted target. With
existence estimation, clutter is simply assumed to represent tracks that appear and disappear rapidly. This key
assumption allows for the simple yet principled data association and track initiation processes employed in the
WMLEKF.
To address the issue of the unknown number of targets, the track initiation and pruning procedures in the
WMLEKF rely on the approximation that tracks with
existence probabilities below a certain threshold are ignored. Intuitively, the filter can be viewed as tracking
a finite set of targets with existence probabilities above
the threshold in addition to another infinite number of
tracks with existence probabilities below the threshold.
For the tracks below the threshold, their identity and
position are simply ignored.

4.1

Representation

At time k, the current multi-target estimate is given by
a set of tracks {t̂τk }N̂
τ =1 . Each track τ is given by the
tuple (χτk , xτk , Στk , Tkτ ) where:
• χ̂τk is the existence weight of track τ .
•
•
•

x̂τk
Στk
T̂kτ

is the mean position of track τ .
is the covariance matrix of track τ
is the tag, or identity, of track τ .

• N̂ is the current number of tracks maintained in the
filter.

4.2

Prediction

For each track, the position prediction of an individual
target is given by the standard EKF prediction equation. Although the existence of a track is dominated by
the survival rate and birth rates of targets as defined in
(2) and (3), the WMLEKF ignores the birth rate. Instead, track initiation takes place at the update step.
This approximation corresponds to the assumption that
targets do not spontaneously appear. Instead the existence probability of the tracks determine the number of

targets with the approximation being that tracks below
a certain threshold are not maintained.

4.3

Data Association and Update

The main contribution introduced by the filter, is a data
association method that results in a principled track initiation method. The details of the association method
are explained below while the track initiation is described in the section that follows.
In the WMLEKF, the most likely association is chosen
after a scan of observations taking into account both the
possibility of new targets and no-detection. In addition
to maintained tracks, observations may be associated to
tracks that are not maintained. In the filter, we treat
new tracks and clutter in an equal manner since the assumption is that clutter simply represents tracks that
disappear rapidly.
Using the Hungarian algorithm [Munkres, 1957], the
most likely association set can be obtained in an efficient
manner without the need for iterating through all possible associations. This is possible because the likelihood
of each association set is just the product of the likelihoods for each individual observation-target association
as long as the target estimates are independent and the
observations depend on a single target. When we consider the log-likelihood instead, we obtain a sum of loglikelihoods rendering the Hungarian algorithm directly
applicable. Hence, to find the most likely association we
compute the association matrix whose rows correspond
to tracks while columns correspond to observations. For
each element (i, j) in the column we compute the value of
p(z i |σ i = j). Recall that σ i = τ denotes that observation
z i is associated to target τ .
For completeness, the association needs to consider
three possibilities. The first possibility corresponds to
the condition that observation z i is associated with a
maintained track τ . In this case, the observation probability is given by (5) where pd is the probability of detection. The second possibility corresponds to the condition
that an observation z i is associated with a new target in
which the observation probability is given by κ as stated
explicitly in (6) where σ i = 0 represents the event that
observation i is associated with a non-maintained track.
The term κ is a real number representing the likelihood
of an observation being produced from an untracked target. This term is somewhat analogous to the birth rate.
It can also be associated with the clutter rate since clutter and new targets are treated equally. The third possibility corresponds to the condition that target τ does
not have any observation assigned to it, for which the
no-detection probability is given by (7).

Table 1: An example of an association matrix that is formed when the number of current tracks is two and the
number of received observations is three. The top left section of the matrix corresponds to an association between
an existing track and an observation. The bottom left section corresponds to the association of an observation with
a new track and the top right section corresponds to the no-detection case of an existing track.
Observations

No Detections

z1

z2

z3

x̄1

x̄2

x1

p(z 1 |σ 1 =1)

p(z 2 |σ 2 =1)

p(z 3 |σ 3 =1)

1 − p1d p(χ1 )

0

x2

p(z 1 |σ 1 =2)

p(z 2 |σ 2 =2)

p(z 3 |σ 3 =2)

0

1 − p2d p(χ2 )

z̄ 1

κ

0

0

1

1

z̄ 2

0

κ

0

1

1

z̄ 3

0

0

κ

1

1

Tracks

New Targets

p(z i |σ i = τ ) =p(χτ )pτd

Z

p(xτ )p(z i |xτ , σ i = τ )

xτ

+ p(χτ = 0)p(z i |χτ = 0)
Z
=p(χτ )pτd
p(xτ )p(z i |xτ , σ i = τ )

(5)

xτ

p(z i |σ i = 0) = κ

(6)

p(x̄τ ) =p(x̄τ |χτ )p(χτ ) + p(x̄τ |χ̄τ )p(χ̄τ )
=(1 − pτd )p(χτ ) + (1 − p(χτ ))
=1 −

(7)

pτd p(χτ )

Considering the association possibilities, we need to
include entries for the possibilities of new targets and
no-detection into the association matrix in addition to
the current sets of tracks and observations. We add to
the rows of tracks a set of new-target rows. The number
of new-target rows is chosen to be equal to the number of observations. Meanwhile, we add to the columns
of observations a set of no-detection columns where the
number on no-detection columns is equal to the number of tracks. These additional rows and columns added
to the matrix take care of all possible associations. An
association matrix for the case of two tracks and three
observations will look like that shown in Table 1.
The top left section of the matrix corresponds to an
association between an existing track and an observation. The value for the entries in that section are given
by (5). The entries of the bottom left section correspond
to the association of an observation with a new track and
the values are given by (6). The top right section corresponds to the no-detection case of an existing track and
the values of its entries are given by (7).

The bottom right section of the matrix is set to ones
so they do not affect the association likelihood. They
will result in zeros when the logarithm is taken. There
is a one-to-one relationship between each of these entries
and the entries associating an existing track to an observation; hence, these entries should not add any value to
the association likelihood.
Once the association matrix is obtained, the Hungarian algorithm can be run on the matrix to obtain
the most likely association. The association obtained is
then used to update the position and existence estimates
of current tracks or initiate new tracks as described in
Sec. 4.4.
The update step in the WMLEKF consists of two
equations. The position update equation is the standard
EKF equation. The existence update equation, on the
other hand, is simplified by the assumption of no clutter.
The assumption of no clutter makes the update of the
existence state independent of the position state. The
existence update equation when a target is not detected
is given by (8).
p(χτk |Zk ) =

4.4

(1 − pτd )p(χτk |Zk−1 )
1 − pτd p(χτk |Zk−1 )

(8)

Track Initiation and Pruning

In the WMLEKF, track initiation and pruning are based
on the approximation being that tracks below a certain
existence threshold are ignored. An observation is associated with this set of tracks when it is associated with
the new-targets possibility outlined in Sec. 4.3, which
also means that it is not associated with an existing
track. In that case, a new track is initiated. This signals that the existence probability of a dropped track has
now gone above the threshold and can hence be reintroduced into the list of tracked targets. Similarly, tracks

Sensor type

Table 2: Identity management rules of the WMLEKF.
Track initiation
Observation fusion

Provides identity

No identity information

• Label the new track with the
provided identity.

• Label the associated track
with the provided identity.

• Label existing tracks with
the same identity as unknown.

• Label existing tracks with
the same identity as unknown.

• Label the new track as unknown.

• Maintain the previous identity of the associated track.

are pruned when their existence probability goes below
the specified threshold.

4.5

Identity Management for Multi-Modal
Sensing

A key contribution introduced by the WMLEKF is the
fusion of observations from sensors with and without
identity information. This fusion is important since it
can combine the position accuracy of a sensor without
identity information with the identity observation of a
sensor with poor position accuracy.
The explicitness of the data association step means
that unique identities are assigned to tracks. On the
other hand, the reliable existence estimation means that
erroneous identity assignments are rapidly corrected.
In the filter, identity is managed by the policy listed
below. This policy is also summarised in Table 2 for
convenience.
1. If a sensor has identity information, then the track
associated with an observation from that sensor acquires that identity. Any other track with the same
identity has its identity replaced with an unknown
identity.
2. If a sensor does not have identity information, then
the track associated with an observation from that
sensor retains its previous identity.
3. If a sensor has identity information, then a newly
initiated track takes the obtained identity. Any
other track with the same identity has its identity
replaced with an unknown identity.
4. If a sensor does not have identity information, then
the identity of a newly initiated track is set as unknown.
This set of rules has several implications. The first
rule dictates that only one track can be maintained when
we have a known identity. However, it also means that
a spurious track may be left over. This track however
will later either be dropped or associated with future
observations. The second rule simply states that a sensor
without identity information cannot change identities of

Figure 2: Image from a camera on-board the second vehicle.
existing tracks. The implications of the third and fourth
rules follow analogously from the first and second rules.

4.6

Sensor Models

In addition to absolute position observations, the
WMLEKF can also handle relative observations. Relative observations allow for both the sensor platform and
detected object to be localised inside the filter simultaneously. However, relative observations require retaining
of cross-covariance terms, increasing the computational
complexity of the filter as a function of the number of
tracks.
An accurate model of the field of view of a sensor in
the construction of a sensor model is essential for the successful handover of targets from one sensor to another.
In our implementation, we employ a smooth field-of-view
model. Sigmoid functions are applied to the boundaries
of the field of view of a sensor.

5

Results

To evaluate the performance of the WMLEKF, we conducted an experiment involving multiple targets and
multi-modal sensing. The aim of the experiment is
to demonstrate the performance of the WMLEKF and
highlight its stated contributions and features.

Tracker
GMPHD
LMITS
WMLEKF

Table 3: Tracking performance results of the WMLEKF and the GMPHD and ITS filters.
MOTP Miss rate False positives Mismatches MOTA
Pruning required ID/non-ID fusion
0.228
8.640%
125.031%
368
-80.432%
Yes
No
0.228
12.336%
27.876%
255
29.537%
Yes
No
0.230
6.830%
102.732%
264
-45.628%
No
Yes
the experiment, the second AGV was parked facing the
experiment area. A driver in the first AGV then began driving in random patterns in front of the second
vehicle while the two persons also commenced random
movement patterns in the same area. The experiment
also involved several instances of unknown people temporarily entering the experiment area. The experiment
progressed over a time-span of 5 minutes. For the results shown in this section, lidar data was exclusive to
that sourced from the two front lidars of the stationary
vehicle, sufficient to cover the relevant tracking region.

5.2
Figure 3: GPS identity augments lidar tracking using
the WMLEKF. Green dots are GPS observations while
yellow dots are lidar observations. Tracks are shown in
red ellipses with their corresponding identities. Identities above 1000 represent unknown identities. The track
labelled person1 corresponds to the hand-held GPS estimates while the yellow dot to the left corresponds to the
lidar observation of that person. The filter manages to
fuse the position accuracy of the lidar with the identity
information of the GPS (person1 was assigned identity
3).

5.1

Experiment Setting

The experiment was run in front of the Great Hall at
The University of Sydney. It involved two autonomous
ground vehicles (AGVs) which are specifically modified
Toyota Hilux utility vehicles, two GPS-equipped moving
persons and other moving people without GPS devices.
An image of the experiment is shown in Fig. 2.
The vehicles are equipped with three SICK LMS151
lidars each with a 270◦ field of view. The lidars are
mounted at the two front corners of the vehicle in addition to the rear right corner resulting in a 360◦ overlap. The vehicles are also equipped with a high-accuracy
Applanix POSLV GPS-INS module for localisation. Lidar observations were treated as absolute observations
with accurate sensor platform localisation provided by
the GPS-INS module.
The experiment setting required the first AGV and
the two GPS-tracked persons to move randomly while
the second AGV remained stationary. At the onset of

Tracking Performance

The tracking performance of the WMLEKF was quantitatively compared against that of the GMPHD and ITS
filters. This section shows its competitive tracking results in comparison to these well-established algorithms.
Performance is measured using the classification of
events, activities and relationships (CLEAR) multiple
object tracking (MOT) metrics [Bernardin and Stiefelhagen, 2008]. The metrics require ground-truth tracks
which were obtained through manual tagging. Laser
data was played back scan-by-scan at a reduced resolution and tracks were manually selected.
The results are shown in Table 3. The first metric, multiple object tracking precision (MOTP), measures the position accuracy of a tracking algorithm while
the second metric, multiple object tracking accuracy
(MOTA), measures track consistency. MOTA is a function of the miss rate, false positives and mismatches.
Therefore, all three were included in our reporting of
the results. In addition to the WMLEKF, Table 3 also
reports the performance of two other tracking methods,
the GMPHD filter and the LMITS filter. The results
shown are based on our implementation of these filters
guided by the presentation of these algorithms in [Vo and
Ma, 2006] and [Musicki and Evans, 2009] respectively.
The performance of the WMLEKF relative to the
other filters is as follows. The WMLEKF achieves the
best performance for MOTP and miss rate. It obtains
a MOTP value of 0.23054 and a miss rate of 6.8306%.
It also outperforms the GMPHD filter in terms of false
positives, mismatches and hence MOTA. However, it
is outperformed by the LMITS in terms of false positives and mismatches. The performance advantage of the
LMITS, however, comes at the expense of higher computational complexity. The LMITS filter, like the GMPHD

(a) Time 1

(a) Time 1

(b) Time 2

(b) Time 2

Figure 4: Identity switching in the GMPHD filter. Green
dots are GPS observations while yellow dots are lidar
observations. Tracks are shown in red ellipses with their
corresponding identities. As seen in the figure, besides
the vehicles and static targets, only one track maintained
the same identity.

Figure 5: Identity consistency of the WMLEKF. Green
dots are GPS observations while yellow dots are lidar
observations. Tracks are shown in red ellipses with their
corresponding identities. Identities above 1000 represent
unknown identities. As shown in the figure, four of the
moving targets maintained the same, although unknown,
identity.

5.3
filter, introduces a new track component for every trackobservation pair. This results in an exponential increase
in the number of components that necessitates continuous component pruning.
A key advantage the WMLEKF possesses over the
other methods is the absence of the exponential increase
in the number of track components. This property of the
WMLEKF means that the filter can provide real-time
performance with a much larger number of tracks. Another advantage, due to the explicit data association, is
the successful identity multi-modal fusion demonstrated
in Sec. 5.3.

Identity Multi-Modal Fusion

Figure 3 illustrates the success of the WMLEKF in the
multi-modal fusion between lidar observations with GPS
observations from the hand-held devices. The green dots
labelled person1 correspond to the GPS observations of
the hand-held device. The yellow dot to the left of these
observations corresponds to the same person with the
shown offset due to the error from the hand-held device.
Since the observations from both sensors are associated
with the same track, the track obtains the correct known
identity (3) from the GPS device in addition to the position accuracy from the lidar. The success of this fusion,
in comparison to the case of the GMPHD filter for example, is due to the explicit assignment approach coupled

with the robust track existence estimation.

5.4

Identity Consistency

By comparing Fig. 4 with Fig. 5, the advantage of
WMLEKF in maintaining correct identity can be inspected qualitatively. Fig. 4 shows the state of the
GMPHD filter at two time steps several seconds apart.
From the figure it can be seen that many of the recorded
identities have switched between time steps with the
exception of the fixed poles. In Fig. 5, on the other
hand, it can be clearly observed that most of the moving tracks maintain a correct identity in addition to the
static tracks.

5.5

Sensor Handover

(a) Time 1

The ability of the WMLEKF to handle the handover of
target tracking form one sensor to another is shown in
Fig. 6. The figure shows the state of the filter output
at two instances. The first instance occurred when the
target was under the coverage of a single sensor while
the other occurred when the target was under the coverage of two sensors. As the figures show, the track 1006
transitioned smoothly without any identity or position
switching. The success of the handover is mainly due to
the use of a soft field-of-view model described in Sec. 4.6.

6

Conclusion and Future Work

This paper introduced the WMLEKF as a real-time
multi-target tracking algorithm. The filter includes a
principled integration of data association with track initiation. In addition, it presents the ability to fuse data
from sensors with different modalities, especially between sensors with and without identity information.
The features and tracking performance of the
WMLEKF were demonstrated through experimental results. The results showed the ability of the filter to fuse
identity information from an inaccurate hand-held GPS
device with the position accuracy of a lidar. The results
also demonstrated the ability of the filter to maintain
consistent identities in addition to the successful track
handover from one sensor to another.
Experimental results have suggested several future improvements to the perception system employed by the
WMLEKF. Large vehicles are currently seen as multiple objects by the filter. An important advancement
would be the ability to recognise large objects as single
objects. Another improvement would be the incorporation of occlusion in the sensor model of lidar sensors.
This ensures that occluded tracks are not suppressed.
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