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Abstract

Information gathering at large spatial scales
can be addressed with teams of decentralised
robots. Many existing methods search over a
limited time horizon and do not provide strong
performance guarantees. Near-optimal meth-
ods that exploit submodular objective func-
tions have been proposed, given a fixed time
budget. We propose a revised problem formu-
lation that seeks to near-optimally maximise
information gain quickly. We present a novel,
near-optimal polynomial-time decentralised al-
gorithm for multiple robots and analyse the ex-
pected path length with respect to the number
of robots, the size of the area, and the number
of observations. Our approach is based on area
partitioning and is practically beneficial in that
it allows for superlinear speedup in the time re-
quired to maximise the submodular objective
function, is decentralised, and is easy to im-
plement. We show extensive simulation results
that compare the performance of our algorithm
to existing sequential allocation methods.

1 Introduction

Decentralised information gathering with multiple mo-
bile robots has broad and established significance in en-
vironmental monitoring applications [Singh et al., 2010].
Because such applications often comprise time-varying
phenomena over large geographic areas, it is important
to consider methods appropriate for large spatial and
small time scales. A team of mobile robots is advanta-
geous in this case because multiple robots can perform
observations in parallel at many locations. In order to
harness this parallelism and ensure accurate global esti-
mates, it is critical to understand the theoretical perfor-
mance guarantees of decentralised information gathering
algorithms.

One class of decentralised coordination algorithms is
myopic in that robots act to maximise information gain

over a limited time horizon [Gan et al., 2012]. Unfor-
tunately, myopic methods offer no general performance
guarantees and can produce arbitrarily poor information
utility in the general case. Recently, analysis of sub-
modular functions has shown that a near-optimal set of
observation locations can be computed greedily in poly-
nomial time [Golovin and Krause, 2011]. These approx-
imation results have led to considerable interest in their
application to information gathering with mobile agents.

Although greedy approximation of submodular ob-
jective functions is powerful theoretically, critical chal-
lenges remain in the practical exploitation of these re-
sults for robotics. In the pioneering work of Nemhauser
et. al. [Nemhauser et al., 1978], observations are not
constrained by physical travel time. Since this “omni-
scient” sensor model is not feasible for robots with lim-
ited sensing range, recent work has investigated the re-
lated problem of maximising information utility within a
fixed resource budget. This budget can model the travel
time required to make an observation. Singh et al. [Singh
et al., 2009a; 2009b] propose an algorithm to solve this
problem in the multi-robot case based on the idea of
sequential allocation, where the path of each robot is
chosen in sequential fashion. Sequential allocation is a
naturally centralised approach, since robots do not plan
their paths simultaneously [Stranders et al., 2010].

In this paper, we propose an alternative approach that
is decentralised. We propose an algorithm and analysis
for decentralised multi-robot information gathering with
near-optimal information quality guarantees, polynomial
computation time, and known travel time bounds.

Instead of specifying a fixed budget as input, we in-
stead specify the number of desired observations as in-
put. This problem variation is useful for several reasons.
By removing the fixed time budget, it is possible to par-
tition the workspace and efficiently distribute workload.
This reduces the search space of individual robots and
thus leads to a superlinear speedup in the computation
time required to maximise the objective function. Even
with lazy evaluation [Krause et al., 2008], this maximisa-
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tion operation can be prohibitively expensive given the
large number of possible observation locations involved
in gathering information over wide geographical areas.
Practically, our approach provides a mechanism to re-
duce the overall problem size by increasing the number
of robots.

Our approach also considers two properties not pro-
vided by the existing sequential allocation algorithms.
First, we can consider non-zero “service time” in making
an observation, which models the time spent in process-
ing a sensor observation. Second, partitioning obviates
the need for inter-robot collision avoidance during infor-
mation gathering. Robots are spatially segregated via
partitioning and thus are not subject to inter-robot col-
lisions as they make observations.

In this work, we consider a class of submodular ob-
jective functions called (r,γ)-local [Singh et al., 2009b].
This class is known to include useful objectives such as
mutual information [Guestrin et al., 2005]. After review-
ing known performance guarantees, we present a new de-
centralised algorithm based on area partitioning. This
algorithm is inspired by work in Dynamic Vehicle Rout-
ing (DVR) [Bullo et al., 2011], which leads to our anal-
ysis of time bounds. Instead of fixing a time budget, we
provide both quality and time guarantees.

Finally, we present extensive evaluation in simulation
in two information gathering scenarios. This evaluation
1) empirically validates our theoretical claims, 2) shows
the practical benefit of using multiple robots in large
environments with up to 1000 observed locations, and 3)
compares the performance of our method to sequential
allocation.

2 Related Work

The problem of selecting a near-optimal subset of obser-
vations has been the studied in [Guestrin et al., 2005]

and [Krause et al., 2006] for the purpose of monitoring a
spatial phenomenon with wireless sensors. This work
shows that selecting sensing locations based on max-
imising mutual information has strong theoretical guar-
antees due to the submodularity property [Nemhauser
et al., 1978]. These ideas were extended to informa-
tive path planning for mobile robots [Binney et al.,
2013] and multiple mobile robots [Singh et al., 2007;
2009a; 2009b] where a greedy selection of observations
combined with sequential allocation was proven to be
near-optimal. In particular, an adaptive algorithm was
presented in [Singh et al., 2009b] where robots re-plan
after every observation. Recent work by Hollinger et
al. [Hollinger et al., 2012] implemented these ideas for an
autonomous underwater vehicle inspecting an underwa-
ter surface. Collectively, this results give guarantees in
terms of the information gain due to their maximisation
of a submodular function. However, they do not provide

explicit time bounds for a given number of observations.

In the area of combinatorial optimisation, the study
of the Vehicle Routing Problem has led to the develop-
ment of time-optimal routing policies. The static vehi-
cle routing problem is to determine the optimal set of
routes to be performed by a fleet of vehicles to serve a
given set of customers [Toth and Vigo, 2001]. The Dy-
namic Vehicle Routing Problem is an extension to this
where the problem is to plan routes through demands
that arrive during mission execution [Bullo et al., 2011].
Early work by Bertsimas and van Ryzin [Bertsimas and
Van Ryzin, 1991; 1993a] introduced what is now known
as the Dynamic Traveling Repairman Problem (DTRP)
or the Multiple-Vehicle Dynamic Traveling Repairman
Problem (m-DTRP) [Bertsimas and Van Ryzin, 1993b]

for the case of multiple servicing vehicles. For this prob-
lem, theoretical lower bounds are derived for the aver-
age time that any demand must wait in the system be-
fore being serviced [Bertsimas and Van Ryzin, 1993b;
Xu, 1995]. Policies that achieve near optimal perfor-
mance were presented in [Pavone et al., 2011], along with
several extensions to the general problem such as includ-
ing time windows and customer constraints [Pavone et
al., 2009], team forming [Smith and Bullo, 2009] and
priority classes [Smith et al., 2010]. Our work applies
analysis inspired by this area of literature in deriving
time bounds for near-optimal information gathering.

3 Problem Statement

We consider the task of choosing informative observa-
tions for a team of m mobile robots that cooperatively
reduces the estimate uncertainty with respect to a par-
ticular environment state. Consider a bounded convex
region Q that is gridded into N cells C ⊂ R2 where each
cell is a possible sensing location for a robot. We are
interested in the situation where only a limited number
of observations can be made, thus the task at hand is
to select the most informative set of sensing locations
of size K < N . The uncertainty at each cell location
c ∈ C is represented by a random variable. When a
robot visits a location it makes a noisy observation z
which updates the belief about the state of the world
X. A prior probability distribution, φ(x), represents
the uncertainty about the environment and we assume
that

∫
Q
φ(x)dx = 1. This could be generated from prior

knowledge about the task at hand, for example, when
searching for a lost target, the last known location could
serve as an initial estimate. If no such information is
available, then a uniform probability distribution is suf-
ficient. Mutual information is used to quantify the re-
duction of uncertainty with each observation. Given X,
the information gained by making a sequence of obser-
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vations ZK = {z1, z2, ..., zK} is defined as

FX(ZK) = I(X;ZK) = H(X)−H(X|ZK), (1)

where H is the conditional entropy. Therefore the prob-
lem of minimising the uncertainty about the state of the
world is to determine the set of locations ZK which max-
imises the mutual information

argmax
ZK∈Z

FX(ZK), (2)

where Z is the set of all possible collections of K ob-
servations. Once the locations are known the problem
is to then coordinate the group of robots along optimal
routes such that the total time to visit and make the
observations is minimised.

4 Information Gathering

The challenge of computing the optimal subset of ob-
servations is intractable for large problems because it
requires an exhaustive search through all

(
n
k

)
combina-

tions. This is clearly infeasible for any real world applica-
tion where there are constraints on processing resources
and it is not ideal for on-line applications which need
quick solutions. The problem that we investigate has
been shown to satisfy the intuitive property of diminish-
ing returns, also known as submodularity [Krause et al.,
2006], which states that adding an element e to a smaller
set S has more advantage than adding that element to
a larger set T . Formally, a set function f is submodular
if for any two subsets S and T and element e:

f(e ∪ S)− f(S) ≥ f(e ∪ T )− f(T ) ∀S ⊆ T. (3)

In addition to this, a function f is monotonic if

f(e ∪ S) ≥ f(S), (4)

which is the “information never hurts” property. The re-
sult by Nemhauser et al. [Nemhauser et al., 1978] states
that greedily selecting elements to maximise a submod-
ular function is within a factor (1− 1/e) of the optimal
set of elements. That is, for a submodular function f ,
greedily choosing a set of elements Z is guaranteed qual-
ity

f(Z) ≥
(

1− 1

e

)
f(Z∗), (5)

where Z∗ is the optimal set of elements. Guestrin et al.
[Guestrin et al., 2005] showed that mutual information
is a submodular and monotonic function. Thus, solving
the problem of (2) by choosing each sensing location zi
greedily

zi = argmax
c∈C\Zi−1

FX({c} ∪ Zi−1), (6)

is guaranteed to achieve a near-optimal solution.

5 Decentralised Algorithm

Our decentralised algorithm for information gathering is
presented in Alg. 1. The robots initially partition the
environment into m regions, each having a subset of lo-
cations to observe Cr for r = 1, ...,m which can be done
using a decentralised CoverageControl algorithm [Schwa-
ger et al., 2007] that takes as input parameters the loca-
tions of the robots L and the state of the environment
X. An important modification is that the partitions are
equalised according to the square root of the underlying
density function as denoted by X1/2. The motivation
for this weighted partitioning is to balance the expected
distance that each robot travels between observation lo-
cations, which has been shown to be proportional to
the square root of the distribution of points along the
path [Beardwood et al., 1959]. Once the robots are in
their partitions they can work simultaneously and inde-
pendently. They each greedily select observations within
their own region and compute a TSP tour through the
locations as described in Alg. 2. TSP tours can be com-
puted optimally for small problem sizes, and efficient ap-
proximation algorithms exist. After all robots have made
their observations, standard decentralised data fusion
techniques can be used to build a synchronised global
estimate.

Algorithm 1 Decentralised Information Gathering

INPUT: L, K, X
1: Robots configure into equal partitions
2: C1:m ← CoverageControl(X1/2, L)
3: Then each robot performs simultaneously:

4: Pr ← FindPath
(
K
|L| , Cr, X

)
5: Traverse(Pr)

Algorithm 2 FindPath

INPUT: K, C, X
OUTPUT: P the path of way points for the robot
1: ZK = ∅
2: for i = 1→ K do
3: e← argmaxc∈C FX({c} ∪ ZK(i− 1))
4: ZK(i)← ZK(i− 1) ∪ e
5: C ← C \ e
6: end for
7: P ← TSP (ZK)
8: return P

The algorithm we have proposed has the following per-
formance guarantees.

Theorem 1 (Performance of Decentralised Algorithm).
Suppose we have a bounded convex region Q with area
A that is discretised to a resolution of δ. Given a team
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of m robots moving within it at constant velocity v and
spending an average time of s when making an observa-
tion, then the set of K observations, ZK , made by the
robots implementing the decentralised algorithm will re-
duce the uncertainty of the environment state X by an
amount

FX(ZK)

FX(Z∗K)
≥ 1

m

(
1− 1

e

)
, (7)

within a time of

T ≤ diam(Q)

v
+
K

m

(
β

vδ

√
A

Km
+ s

)
, (8)

where Z∗K is the optimal set of K observations that could
have been selected.

Proof. The procedure for selecting observations in line 3
of Alg. 2 maximises the mutual information with every
selection. Guestrin et al. [Guestrin et al., 2005] state
that the information that will be achieved by the greedy
selection is guaranteed to be at least (1− 1/e) as infor-
mative as the optimal selection. That is,

FX(ZKglobal) ≥
(

1− 1

e

)
FX(Z∗K), (9)

where ZKglobal is the subset of locations selected from
the entire environment Q. Now consider that the robots
partition the environment into m areas q1, q2, ..., qm
where each area has a particular subset of sensing lo-
cations C = {C1, C2, ..., Cm} according to line 2 in Alg. 1.
Each robot makes γ = K/m observations such that the
set Zr = {Z1, Z2, ..., Zm} is the collection of all the
sensing locations that are chosen individually. Assum-
ing that these are selected independently then the worst
case performance is when the globally greedy best sub-
set, ZKglobal, happens to be located in a single partition.
In this partition the value of the γ observations will be

FX(Zγ) =
1

m
FX(ZKglobal). (10)

Given that this partition has the highest value, the total
information gain is bounded by

FX(ZK) ≥ 1

m
FX(ZKglobal)

≥ 1

m

(
1− 1

e

)
FX(Z∗K), (11)

which proves (7).
The time for a single robot to make a set of observa-

tions is

Tr = travel time + observation time. (12)

Given a set of n points, it was shown in [Beardwood et
al., 1959] that the expected length of the shortest closed
path through the points, L(n), is

lim
n→+∞

n−(d−1)/dL(n) = βTSP,d

∫
Q

ψ(d−1)/d(x)dx, (13)

where d is the dimension of the environment and ψ is
the density of the point distribution. We assume the
robots only travel in the 2D Euclidean plane, thus d = 2 .
βTSP,2 is a constant that has been estimated numerically
as 0.7120± 0.0002 [Percus and Martin, 1996] and we let
β = βTSP,2 for simplicity. Each robot is in a partition
qr and computes a TSP through its γ observations. The
length of this tour is bounded by (13) since it gives the
shortest path and so the total time for a single robot to
make γ observations is

Tr ≤
diam(Q)

v
+
√
γβ

∫
qr
φ1/2(x)dx

v
+ γs. (14)

We have upper bounded the travel time during the parti-
tioning by diam(Q)/v where diam(·) denotes the longest
distance within a given bounded environment. The
CoverageControl algorithm takes as input the square
root of the density function φ1/2(x) and equalises the
partitions according to this such that

∫
q1
φ1/2(x)dx =∫

q2
φ1/2(x)dx = ... =

∫
qm
φ1/2(x)dx. This means that∫

qr
φ1/2(x)dx =

∫
Q
φ1/2(x))dx/m and so the time can

be re-written as

Tr ≤
diam(Q)

v
+
√
γβ

∫
Q
φ1/2(x)dx

mv
+ γs. (15)

From the theory of Lp spaces and p-norms we have that

‖ u ‖1≤
√
n ‖ u ‖2, (16)

where ‖ u ‖p=
(∫
S
| u |p dµ

)1/p
< ∞ for 1 ≤ p < ∞

and u is a measurable function over a measurable space
(S,Σ, µ). Using this property with u = φ1/2(x) we have∫

Q

φ1/2(x)dx ≤
√
n

(∫
Q

(
φ1/2(x)

)2
dx

)
=
√
n

(∫
Q

φ(x)dx

)
=
√
n, (17)

since
∫
Q
φ(x)dx = 1 for the probability density function.

The total time of operation for a single robot can be
bounded by

Tr ≤
diam(Q)

v
+
√
γβ

√
n

mv
+ γs, (18)

where n represents the number of potential sensing lo-
cations | Cr | in its region qr. If the environment has an
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area of A and is discretised into cells with resolution δ
we have

Tr ≤ diam(Q)

v
+
√
γβ

√
A/δ2

mv
+ γs

=
diam(Q)

v
+
√
γβ

√
A

mvδ
+ γs. (19)

The robots work in parallel so the time for one robot is
the same as the total time for m robots. Thus the total
time for all the robots to collect K observations is

T = Tr

≤ diam(Q)

v
+
√
γβ

√
A

mvδ
+ γs

=
diam(Q)

v
+
K

m

(
β

vδ

√
A

Km
+ s

)
. (20)

For the case where the partitioning and observation
times are negligible, the mission time is approximately

T . 1
m3/2

√
K β
√
A

vδ , which is a reduction by a factor of

m3/2 of the time to travel through K points in an en-
vironment of area A. The lower bound given for the
information gain is considered near-optimal since it is
a constant factor approximation of the optimal solution
in terms of the number of observations. Although it is
clear that the performance is reduced as the number of
robots is increased, we show empirically in our results
that the performance of the algorithm often exceeds this
lower bound.

5.1 Analysis

In this section we analyse the computational complexity
of our algorithm. The dominant computational step in
the CoverageControl algorithm is the formation of the
Voronoi cells. We use the implementation of Cortes et
al. [Cortes et al., 2004], which is a modified version of
Lloyd’s algorithm. This algorithm is known to run very
fast in practice, and the worst case bound has recently
been shown to be polynomial in the number of Voronoi
cells (in our case, the number of robots m) [Arthur et
al., 2009]. In FindPath, the operation for solving (6)
in line 3 searches through all N cells and is done K
times, thus the for loop runs in O(NK) time. Line 7
invokes a TSP solver, but although the TSP problem
is NP-hard, many polynomial-time algorithms that ap-
proximate it exist. For example, Christophide’s algo-
rithm [Christofides, 1976] runs in O(n3) time, which for
K observations as in our case is O(K3). Thus, the total
time complexity is polynomial in N , m, and K.

We also show that increasing the number of robots
leads to a decrease in total (parallel) computation time.

First, the search space for each robot is reduced by a
factor of m since each robot only needs to perform N/m
operations within each iteration of the for loop in Find-
Path. Second, the work is performed in parallel, so in-
stead of solving one problem for K observations we solve
m simultaneous subproblems of size K/m. This leads to
a (superlinear) speedup of m2 time. In contrast, the
running time of sequential allocation increases linearly
in the number of robots [Singh et al., 2009b].

5.2 Relation to Dynamic Vehicle Routing

One of the strategies for dealing with the challenges of
the DVR problem is to divide the environment between
the vehicles such that each agent is responsible for the
work in one localised region. In [Pavone et al., 2011]

it was proved that if an optimal single vehicle routing
policy is performed by each vehicle in each region then an
equitable partition of the environment yields an optimal
multi-vehicle routing policy. They also extended this to
show that if the single vehicle policy is within a constant
factor π of optimal then an equitable partitioning yields
a multi-vehicle routing policy that is also within π of
optimal. The problem we have presented here is similar
in nature to DVR and it is an open question whether
our method of partitioning can be extended to show the
same time-optimal performance.

6 Results

Simulations were performed to verify the performance
of our proposed algorithm. For an initial experiment
we measured the running time for computing the best
1000 sensing locations for problems of different sizes. We
compared the time to compute a centralised solution for
the entire environment with the time taken by multiple
robots to compute the solution in parallel. As shown in
Fig. 1 the computation time for the centralised algorithm
grows rapidly as the size of the world increases. We
performed the simulation with 2 and 10 robots and even
with 2 robots the performance is dramatically improved.
This supports our motivation to divide the work between
multiple distributed robots because it massively reduces
the computation effort for any single robot.

6.1 Search

The first application to which we applied our algorithm
is searching for a static target. We performed the search
within a 100m × 100m square grid for different proba-
bility density functions. An example is shown in Fig. 2.
The sensor model in the search problem is a Gaussian
function

S(x0) = 1− e−
(x−x0)2

2σ2 , (21)

where x0 is the location of the robot making the ob-
servation and we used σ = 0.5. The probability of
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Figure 1: Running time of complete and distributed
computation of 1000 sensing locations.

Figure 2: An example of a prior probability distribution
of the target used in the search task.

detection of the target is a useful metric to quantify
the performance of search. Initially, the uncertainty is
at its maximum and so the probability of detection is
0. The relationship between the probability of detec-
tion and information gain is ProbabilityOfDetection =
1 − InformationGain. For all simulations the robots
are homogeneous and move with a constant velocity of
0.5m/s, and the time it takes for each observation is 1s.
An illustrative example of a search mission with three
robots is shown in Fig. 3.

Figure 4 shows the total time for 100 observations to
be made by robot teams of different sizes and the results
are averaged over 10 different randomly generated proba-
bility density functions. For comparison we have plotted
the time for sequential allocation [Singh et al., 2009b]

and a centralised algorithm which was implemented by
choosing sensing locations from the entire environment,
solving a k-TSP and then allocating tours to robots with
a Hungarian algorithm. The plot shows that the decen-
tralised solution obtains the fastest result as compared

(a) t = 0. (b) t = 150.

(c) t = 300. (d) t = 444.

Figure 3: Simulation of the algorithm shown at four dif-
ferent time instances. The squares are the selected ob-
servations and the circles are the robots. The density
function is shown in the background and the partitions
are highlighted by the thick blue lines.

Figure 4: Time taken to make 100 observations, averaged
over 10 probability density functions in the search task.
The thin black line is the theoretical upper bound of our
algorithm.

to the other two methods for all team sizes.

Figure 5a compares the performance of our decen-
tralised algorithm with its theoretical lower bound on in-
formation gain, which in this case is probability of detec-
tion. The dashed line represents the lower bound claimed
in Theorem 7. We report observed information gain nor-
malised with respect to this bound. The observed results
clearly respect this bound. Figure 5b plots the average
rate of increase in information gain (probability of de-
tection), computed as the final probability of detection
divided by the time taken to make 100 observations.
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(a) Probability of detection, normalised with
respect to our claimed lower bound.

(b) Average rate of increase in information
gain (probability of detection).

Figure 5: The average normalised probability of detec-
tion and average rate of increase in the probability of
detection (probability/time) for 100 observations. The
average is performed over 10 different probability density
functions in the search task.

6.2 Estimating a spatial phenomenon

The second task to which we applied our algorithm is es-
timating a spatial phenomenon. This phenomenon is ar-
bitrary and could represent tasks in environmental mon-
itoring where samples are taken in order to estimate an
environmental process. We used a Gaussian process to
estimate the field to be sampled as well as to represent
the uncertainty. An example of a spatial phenomenon is
shown in Fig. 6.

Mutual information is computed from the covariance
matrix using methods from [Singh et al., 2010] and we
quantify the performance by the error between the esti-
mate and the true field. The simulations were performed
for 100 observations with teams of different sizes, aver-
aged over 10 randomly generated spatial fields. Figure 7a
shows the reduction in error as compared to the theoret-
ical lower bound (similar to Fig. 5a), and Fig. 7b shows
the average rate of error reduction for our algorithm in
comparison to the centralised and sequential allocation
implementations. Larger error reduction indicates better

Figure 6: An example contour plot of a spatial phe-
nomenon to be estimated by multiple robots.

(a) Error reduction, normalised with respect
to our claimed lower bound.

(b) Average rate of error reduction.

Figure 7: The average normalised error reduction and
average rate of error reduction (error reduction/time)
for 100 observations. The average is performed over 10
different spatial fields in the estimation task.
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performance in terms of information gain. The results
demonstrate that our decentralised algorithm respects
its lower bound on information gain.

7 Conclusion

The problem of information gathering is ubiquitous in
robotics and it has a variety of applications. As the
size of the problem grows, however, the computation
becomes intensive and current implementations which
rely on a central processor cannot cope with the de-
mands. In this paper we have presented a fully decen-
tralised algorithm for information gathering by multiple
robots. The decentralised nature allows the workload to
be shared which dramatically reduces the load for any
one agent. We perform a greedy search to select ob-
servations based on maximising the mutual information.
This technique has been shown to satisfy the conditions
for submodularity and so we proved that our method
achieves near-optimal information gain. Furthermore,
we analysed the time performance and gave an upper
bound on the mission time. As a consequence, our imple-
mentation achieves near-optimal quality within a guar-
anteed amount of time.

Our technique was tested in simulation for the prob-
lems of searching for a static target and estimating a
spatial phenomenon with a Gaussian process. The re-
sults showed empirically that our algorithm satisfies the
claimed guarantees on mission time and information
gain. We also compared our algorithm to a fully cen-
tralised implementation and a sequential allocation im-
plementation. These experiments showed that our al-
gorithm performed better in terms of information gain
rate. One possible interpretation is that our algorithm
results in shorter paths between observations, and thus
makes more observations in a given time interval as com-
pared to the other algorithms. The main advantage,
however, is that for all instances of the problem our ap-
proach distributes the workload and so it can be applied
to problems which may not be feasibly solved by existing
methods.

Avenues for future work include extending our time
bounds to consider robots moving in a 3D workspace.
Another direction is to investigate information gather-
ing tasks for non-submodular functions. In [Golovin
and Krause, 2011] it was shown that there are still
performance guarantees for problems maximising non-
submodular functions at the expense of making a slightly
larger selection of elements. We are currently investigat-
ing ways to incorporate this.
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