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Abstract
Robust descriptor matching across varying
lighting conditions is important for vision-based
robotics. We present a novel strategy for
quantifying the lighting variance of descriptors.
The strategy works by utilising recovered low
dimensional mappings from Isomap and our
measure of the lighting variance of each of these
mappings. The resultant metric allows different
descriptors to be compared given a dataset and a
set of keypoints. We demonstrate that the SIFT
descriptor typically has lower lighting variance
than other descriptors, although the result
depends on semantic class and lighting
conditions.

1

Introduction

Many vision-based robot systems rely on robust descriptor
matching for place recognition and object classification.
Typical descriptors are lighting dependent to varying
degrees [Valgren and Lilienthal, 2007; Mikulík et al.,
2010; Ranganathan et al., 2013]. While indoor
environments give relatively small variations in the
descriptor, and hence make for more robust matching,
outdoor environments pose a significant problem in
robotics due to the large changes in lighting experienced
during normal operation over the diurnal cycle. The higher
degrees of lighting variation experienced in outdoor
environments make lighting invariance an important facet
of descriptor design for robust operation in these
environments.
Many descriptors have been designed for robust
matching, such as the Scale Invariant Feature Transform
(SIFT) [Lowe, 2004], and more recently Speeded-Up
Robust Features (SURF) [Bay et al., 2006]. SIFT is
considered to be a baseline for robust matching
performance. While SIFT and SURF are, by design,
partially lighting invariant to global brightness changes,
they still exhibit varying degrees of lighting variance in
real outdoor environments, where lighting is often
complex and varies locally as well as globally.
In this work, we present a novel strategy for
quantitatively analysing the lighting variance of
descriptors. The method requires minimal initialisation
from a human operator. The variance is quantified in terms
of different image features. By introducing a generic,

quantitative measure of lighting variance, we enable the
new descriptors to be compared to the existing descriptors
in terms of their lighting variance. This will allow for the
design of more lighting invariant descriptors.
Additionally, we demonstrate that the lighting
invariance of descriptors is dependent on the semantic
class and locations, hence the choice of the most invariant
descriptor varies based on the application and
environment. In this situation, our method is applicable to
choosing the most lighting robust descriptor.
There has been little work in quantifying the lighting
variance of descriptors. Valgren [Valgren and Lilienthal,
2007] performed an analysis to attempt to quantify the
robustness of various descriptors for location recognition
to lighting changes and seasonal variation in appearance.
Their analysis partially separated the effect of both of these
sources, however it is unclear in their results whether the
variance is due to variations in the actual descriptor, or in
the keypoint location. Their analysis was heavily
qualitative, and required modest human intervention.
Ranganathan [Ranganathan et al., 2013] demonstrated that
the vast bulk of the matching variance indoors is associated
with changes in the keypoint location, however they did
not provide a comparison of different descriptors.
The remainder of this paper is laid out as follows.
Section 2 describes our strategy for determining the
lighting variance of a descriptor. Section 3 describes the
descriptors analysed in this paper. We then present our
datasets and the keypoint choices from these datasets in
section 4. Section 5 presents the results for our datasets and
section 6 concludes the paper.

2 Lighting variance analysis
Our strategy for analysing lighting variance is to recover
the amount of variance in a descriptor for a given timelapse
dataset. We separate variance that is dependent on the time
of day and other variance. The assumption here is that the
global lighting variables change approximately smoothly
over the dataset, and so the time of day should give an
approximation of the global lighting variables. This is also
true for local lighting variations due to shadows cast from
static objects. Our method makes no assumptions about the
type of variation. It applies equally well to simple types of
variation and complex, nonlinear variation. Our method
should filter out changes due to moving objects such as
cloud cover, when these changes occur only briefly.
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We use Isomap [Tenenbaum et al., 2000] to recover
the nonlinear dimensions which the descriptors vary in.
Isomap is a variant of Multi-Dimensional Scaling (MDS),
which utilises geodesic distances instead of Euclidean
distance. It is built on the assumption that for nearby
samples in feature space, Euclidean distance is a good
approximation, and utilises sample neighbourhoods to
build a connectivity graph of the data and hence determine
geodesic distances. Since it makes no assumption about the
shape of the manifold, unlike standard MDS, it is capable
of recovering highly nonlinear low dimensional mappings,
and is guaranteed to asymptotically recover the true low
dimensional mappings as the amount of data increases.
We utilise Isomap to recover these low dimensional
mappings of the data for the descriptors. The results were
found to be largely independent of the choice of
neighbours (values between 10 and 500 were tested),
however this number needs to be varied if the number of
samples in the dataset changes.
Isomap provides the residual variance (
, where
is the dimensionality in question) associated with the
lower dimensional mappings, as well as the descriptors in
this lower dimensional space.
The residual
is given as:
Where
is the geodesic distance matrix from the
is the distance matrix for the lower
original data,
dimensional mapping produced by Isomap for
dimensionality , and is the standard linear correlation
coefficient taken over all entries. Based on this definition,
we have:
This residual is based on the cumulative effect of the
dimensions up to and including . Since the first
dimensions of the th dimensional mapping are identical
to that of the th dimensional mapping, we can recover
the reduction in the residual gained by the addition of a
single dimension by:
Where
is the relative variance of a single
dimension,
. The dimensionality of the various
descriptors is typically in similar ranges (as demonstrated
in the result section), and so the dimensionality of the
descriptor itself isn't directly an indication of lighting
variance.
To quantify the lighting variance of each of these low
dimensional mappings, we have developed a lighting
variance measure for a particular dimension of the Isomap
mapping. For each non-overlapping moving window (in
this case samples are grouped into 10 minute blocks), the
variance of the samples and their mean is determined,
denoted
and
respectively, where is the
Isomap mapping dimension. The dimensional lighting
variance,
of the Isomap mapping dimension is given
by:

This measure is only possible because we assume that
all of the lighting variance is associated with the time of
day, and changes smoothly over the course of the day.
Higher frequency variations, such as those from cloud
cover are largely filtered out by this, subject to the choice
of the local window size. In practice, we found that moving

cloud cover does affect the quality of the result somewhat,
but not enough to skew the results. Longer term variations
due to the change in weather (transitions from overcast to
sunny, for example) will be recovered as lighting changes.
We then integrate this effect over all of the Isomap
dimensions, to provide an aggregate estimate of the
lighting variance of the descriptor:

This value includes both the variance of the dimension
( ) and the lighting variance of that dimension ( ). Note
that the value of
begins decreasing once the
minimum residual variance is reached. After this point
since the residual is increasing the weighting becomes
negative. Based on this, we choose the lighting variance of
the descriptor to be:

3 Feature descriptors
In this work we compare and contrast the standard SIFT
and SURF descriptors, along with their variants, which we
will discuss in more detail below. This is compared to a
descriptor taken as the RGB values from an 11x11 block
around the sample point. This produces a 363 dimensional
descriptor, which is expected to provide an indication of
the lighting variance of the local image data. This provides
a point of comparison to show the lighting invariance of
the various descriptors.
Both SIFT and SURF were forced to be detected at
pre-specified image locations and scales. This ensured that
the results were consistent for all the descriptors, since they
are operating on the image data. It also removes the
variance due to feature detection location evident in the
work of Valgren [Valgren and Lilienthal, 2007].
The standard SURF descriptor is 128 dimensional,
however there is also a 64 dimensional descriptor. This 64
dimensional descriptor is expected to provide most of the
information encoded in the 128 dimensional descriptor,
however it has other benefits in terms of computation and
comparison speed. We compare both of these descriptors.
Additionally, for both SIFT and SURF we compare
their upright variants. In standard SIFT and SURF, the
rotation of the descriptor is detected from the image itself.
Since this detection process isn't perfect, for many robotics
applications upright descriptors are used, where the
descriptor rotation is assumed to always be zero. This
removes additional variance in the descriptor due to image
noise, and is expected to increase the lighting invariance of
the descriptor.
Descriptor

Dimensionality

Block RGB
U-SURF
SURF-64
SURF-128
U-SIFT
SIFT

363
64
64
128
128
128

Rotation
invariant
No
No
Yes
Yes
No
Yes

Table 1: Summary of the descriptors analysed. Rotation invariant
descriptors are those that detect the local image rotation, and are
normalised with respect to this.
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Figure 1: Samples from the datasets analysed, demonstrating the large lighting variations experienced over the dataset. From top to
bottom, the datasets are: 19th June, 20th June, 25th July and 26th July. From left to right, the images are from dawn, morning, afternoon
and dusk. The crosses indicate the locations of the keypoints for each of our tests. Green: grass, blue: tree, red: sky, white: dirt. Note that
not all semantic classes are in each dataset.

Table 1 summarises the descriptors that will be
analysed in this work. Note that since our strategy for
analysis is generic any descriptors may be analysed in the
same way, and compared to our results.
We utilised a modified version of the OpenSURF
MATLAB implementation1 for the SURF descriptors, and
the VLFeat MATLAB library2 for the SIFT descriptors.

4

Datasets and sample choice

Our analysis requires timelapse imagery and a set of
keypoints from the image. We choose sets of keypoints
which are of the same semantic class. In all our
experiments, four keypoints were chosen of the same
semantic class in the same scene (over the timelapse
dataset). Figure 1 shows the significant changes in lighting
in the datasets and the location of the keypoints. Note that
in each of the sky samples there were some clouds, and
since these clouds aren't static, this is expected to corrupt
the result somewhat for sky lighting variance.
Since the timelapse data is stationary, there is no need
1

Available from
http://www.chrisevansdev.com/computer-vision-opensurf.html
2
Available from http://www.vlfeat.org/

to match points to each other over the different images,
rather we just assume that the same point in the image is
the same real-world location over the entire timelapse
dataset. This allows us to remove artefacts due to keypoint
location from our result.
We expect that the lighting variance of the descriptors
is dependent on the environment and the class in question,
so we repeat the analysis of the lighting variance of
descriptor for a number of different timelapse datasets and
semantic classes.
A total of four datasets were gathered for analysis; two
in mid-June and two in mid-July. In each dataset an image
was taken every 30 seconds. Images were captured using a
GoPro 3 Hero, with a resolution of 4000x3000 (12MP).
Each of the 19th June, 20th June and 26th July datasets
covered similar lighting conditions from complete
darkness prior to dawn, to complete darkness after dusk.
The 25th July dataset was started shortly after midnight,
and so contains significantly more night-time imagery.
This night-time imagery is almost entirely noise as there
were no light sources present, and this is expected to be
reflected in the results for these datasets. Analysis on this
data should provide some insights into the noise rejection
capabilities of the descriptors.
Table 2 below summarises the four different datasets
that we analysed in this work, and the semantic classes in
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Figure 2: The Isomap residual variance
and change in variance
for each of the descriptors based on the grass samples for
the 20th June dataset. In most cases the optimal Isomap dimensionality appears to be less than 5, however it is unclear in some cases,
especially the SIFT descriptor.

each of them. This provided a measure of the descriptor
variance for each of the descriptors in 10 different
scene/class pairs.
Dataset
19 June
20 June
25 July
26 July

Duration
(hh:mm, frames)
13:07 (1573)
12:43 (1526)
19:15 (2309)
12:52 (1543)

Weather
Sunny
Overcast
Sunny
Sunny

Semantic
classes
Grass, tree, sky
Grass, tree, sky
Dirt, sky
Dirt, sky

Table 2: Summary of the datasets, their weather conditions and
the semantic classes present in the scene. Durations are in hours
and minutes, with the number of frames in brackets.

Our strategy first computes and stores the descriptors
for each of these locations for each of the frames in the
timelapse dataset. This provides sufficient data to
investigate the variance of these descriptors with respect to
lighting. In our experiments, the connectivity graph of the
descriptors for Isomap was constructed using the 100
nearest neighbours.

5

Results

Figure 2 demonstrates the residual and differences for each
of the descriptors. The typical dimensionality appears to be
less than 5 for most descriptors, however it is unclear in
some cases. The U-SURF descriptor provides the cleanest
estimate of dimensionality, at 3. This indicates that the
residual alone is insufficient to characterise the lighting
variance of the descriptor, based on further results which

indicate that the block RGB descriptor is by far the most
lighting variant descriptor, while its dimensionality is one
of the lowest.
Many of the descriptors (block RGB, U-SURF and
SURF-128) indicate that most of the variance is accounted
for by the first dimension.
Figure 3 shows the local mean, and three standard
deviations within local windows of each of the first low
dimensional mapping for each descriptor. This measure of
the local variance compared to the global variance gives an
important measure of how much the variable depends on
the time of day, and hence its lighting variance.
Consider for example in Figure 3 the first low
dimensional mapping of the block RGB descriptor. In this
case there is a strong relationship between time of day and
the variable itself, evidenced by the fact that the local
variance is small compared to the global variance, and
hence the value of
for this dimension is large.
Similarly, the first dimensional mapping of the U-SURF
descriptor has a weak relationship to the time of day,
evidenced by the fact that the local variance is large
compared to the global variance, and hence the value of
is small.
Each of the descriptors exhibits more local variation in
Figure 4. These descriptors are for the semantic class sky,
and so this is likely due to the fact that this dataset had large
amounts of cloud cover, and hence there are fast local
variations. The values of
are typically larger due to
this, however the effect is minimal, since the overall
estimate of lighting variance remains largely unchanged
for this dataset compared to other samples of the semantic
class sky.
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Figure 3: The variance
of the first Isomap dimension for each of the descriptors for the semantic class grass versus time of day for
the 20th June dataset. The solid line is the average of the non-overlapping sliding window, the region indicates 3 standard deviations
within the same window. Each window is 10 minutes. Most of the descriptors other than Block RGB have very little dependence on the
time of day, hence they have a small value of
.

Figure 4: The variance
of the first Isomap dimension for each of the descriptors for the semantic class sky versus time of day for the
20th June dataset. The solid line is the average of the non-overlapping sliding window, the region indicates 3 standard deviations within
the same window. Each window is 10 minutes. Most of the descriptors have some degree of dependence on the time of day compared to
the grass samples, hence they provide a larger value for
. Since for this dataset there is more variation in the sky due to moving
clouds, this is likely what these variables are capturing.
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Figure 5: Cumulative lighting variance,
for each of the
descriptors for the semantic class grass for the 20th June dataset.
The cumulative lighting variance appears to reach an asymptotic
maximum at the dimensionality of the descriptors.

Figure 6: Cumulative lighting variance,
for each of the
descriptors for the semantic class sky for the 20th June dataset.
There is little variation in the cumulative lighting variance,
indicating that the first dimension encodes most of the lighting
variance.

Class
Sky

Tree
Grass
Dirt

Dataset
19 June
20 June
25 July
26 July
19 June
20 June
19 June
20 June
25 July
26 July

Table 3: Lighting variance
highlighted.

Block RGB
8.6971
9.8792
41.984
12.210
1.0833
0.74223
2.8997
12.104
27.372
7.5310

U-SURF
4.1884
0.52234
40.135
2.0657
0.13389
0.012152
0.39811
0.016629
0.21611
3.2659

Figure 3 and Figure 4 provide an annotation of
for each of the low dimensional mappings for each of the
descriptors. We can see empirically that this corresponds
well with the dependence of the variable on the time of
day.
In Figure 5 it can be seen that for the semantic class
grass in the 20th June dataset, the relative lighting variance
of the descriptors is partially dependent on the Isomap
dimensionality, . This is expected since each of the
descriptors has a different dimensionality.
Conversely, Figure 6 shows that the relative lighting
variance for the semantic class sky in the 20th June dataset
was entirely independent of the dimensionality. This was
largely due to the fact that the variation of the data was
very simple, and so the first dimension of the Isomap
mapping accounted for the vast bulk of the lighting
variation.
In Figure 5 and Figure 6 it can be seen that the relative
invariance of the different descriptors is largely
independent of the dimensionality,
for values of
at
least equal to the dimensionality of the data. Each of the
values for the lighting variance tends towards an
asymptotic limit which is first reached at the
dimensionality of the descriptor, hence the maximum of
provides a good indication of the asymptotic lighting
variance of the descriptor as it implicitly encodes the
dimensionality of the data.
Table 3 summarises the lighting variance for each of
the investigated descriptors for our datasets. These results
are illustrated in Figures 7-10. For most of the data the
SIFT descriptor is consistently the most lighting invariant
descriptor. Upright SIFT performed better in only a single
test case, while U-SURF was also occasionally more
lighting invariant.
The results suggest that the SIFT descriptor is the best
at dealing simple types of variation, as present in the
semantic class sky, however it should be noted that it is
also better for the semantic class sky for the more complex
types of variation in the cloudy dataset and the night data.
The fact that SIFT was less lighting variant that
U-SIFT indicates that SIFT's method for choosing the
rotation of the descriptor is capable of removing some of
the lighting variance, however since the rotation of the
descriptor should not be changing over time, the cause of
this is unclear. It is possible that the rotation invariance of
SIFT actually decreases the encoded information in the
descriptor.

SURF-64
3.3161
0.23920
69.110
2.6408
0.18518
0.047978
0.57664
0.072054
0.20772
2.5042

SURF-128
1.5141
0.38923
14.291
0.62570
0.33511
0.080561
0.84116
0.40588
0.68472
2.1158

U-SIFT
0.25917
0.10751
3.3545
0.17302
0.14035
0.18136
0.27186
0.33788
0.12249
0.25733

SIFT
0.056877
0.081199
0.12824
0.056678
0.085040
0.091967
0.13298
0.18617
0.16972
0.15066

of the descriptors for each of the datasets and semantic classes. The lowest lighting variance for each is
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Figure 7: Lighting variance of the descriptors for the semantic
class tree.

Conversely, the SURF upright variant typically
performed better for non-sky classes, while it performed
worse for the sky. This suggests that method for rotation
detection utilised by SURF performs poorly in regions with
low textures, such as the sky.
Figure 9 shows that all of the SURF variants were
more lighting variant that all of the SIFT variants for the
semantic class sky, while the results were much more
varied for other semantic classes. This suggests that the
SURF descriptor and its variants encode more lighting
variance in low texture regions.
In the cloudy dataset (20 June) U-SURF was the most
lighting invariant descriptor for non-sky classes,
suggesting that the result of lighting variance is dependent
on both the semantic class and the global lighting variables
(in this case, weather). This supports the conclusion that
the choice of descriptor in terms of lighting invariance is
non-trivial, and needs to be taken on a situational basis.
In the extended dataset (25 July) the SURF descriptor
variants actually increased the lighting variance of the
descriptor with respect to the baseline from the image data
for the semantic class sky. This suggests that SURF is more
susceptible to noise than SIFT, which provided little
lighting variance degradation for this dataset.

6

Figure 8: Lighting variance of the descriptors for the semantic
class grass.

Figure 9: Lighting variance of the descriptors for the semantic
class dirt.

Conclusion

We have presented a novel method to analyse the lighting
variance of descriptors for a given environment and set of
image keypoints. This method utilises recovered
low-dimensional mappings from Isomap to identify the
most variant dimensions of the descriptors.
We use a novel metric for the lighting variance of the
dimension, based on the assumption that the lighting
variables change smoothly with time, to identify the
maximum lighting variance of the descriptor for this data.
This metric is useful for choosing the most appropriate
descriptor for different applications in terms of lighting
invariance. It also enables a quantitative comparison of the
lighting variance of different descriptors.
For our data, SIFT typically out-performs other
descriptors in terms of lighting invariance. We show that
this result is dependent on the scene and semantic class
analysed, meaning that the optimal choice of the descriptor
with respect to lighting invariance needs to be considered
on a situational basis, however in the absence of the ability
to make this comparison, SIFT gives consistently good
results.

Figure 10: Lighting variance of the descriptors for the semantic class sky. The higher lighting variance observed in the 25 July dataset is
due to the noisy night-time imagery in this dataset which isn't present in the other datasets.
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These results are largely what is expected from these
descriptors given the fact that they are designed to be
lighting invariant, however there has been to date no
quantitative measure of the lighting variance of
descriptors.
Our work only analyses the lighting variance of the
descriptors. When choosing a descriptor for an application
it is important to also consider the discriminative power of
the descriptors.
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