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Abstract

The Haptic Autonomous Vortex Cannon
project investigates the design and build of a
vortex cannon that is capable of detecting humans, via computer based vision, and ring
poloidal vortex rings towards them. This device will be used to demonstrate various areas of engineering and computer science such
as uid mechanics, control theory and human
detection in an entertaining manner. Formation and propagation of vortex rings was thoroughly investigated through a series of experiments, simulations and mathematical models.
The results of this investigation were used in
the design and optimisation of the cannon geometry. Human detection was also investigated
and implemented using both natural interaction and computer vision.
1

• Cannon Assembly: A convergent nozzle connected
via duct to a chamber containing four 1500W 15"
subwoofers.
• Gimbal Assembly: A two stage pan-tilt gimbal upon
which the the nozzle is situated and orientated.
• Hit Sensor: A collection of free hanging piezoelectric
lm strips situated around the cannon assembly.

Introduction

Computer vision based human identication and vortex
ring creation have been broadly studied independently,
however, few systems combining these technologies have
been investigated. The aim of this project was to design
and build a vortex ring producing cannon that utilises
computer vision (specically RGB and depth sensory
data from a Microsoft Kinect) to detect, track and re
upon human targets. The project was motivated by the
increasing popularity of interactive gaming and the recent aordability of sophisticated recognition technologies.
The Haptic Autonomous Vortex Cannon (HAVoC) consists of three main components coupled together via National Instruments CompactRIO (cRIO). HAVoC is pictured in Figure 1.

• Human Detection System: Uses data from Kinect
sensors fed to a laptop, running Ubuntu Linux, to
identify human-like objects and determine their locations.

Figure 1: HAVoC System

(a)

(b)

Figure 2: Vortex ring propagating in air (a) and direction
of uid circulation (Jeodesic, 2010)(b)
Vortex rings (Figure 2a and 2b) are a uid dynamics
phenomenon formed due to variation in the velocity pro-
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le across the diameter of a uid jet exiting an orice.
The uid recirculates upon itself, due to this velocity
variation, and forms a toroidal ring (Figure 2b). The
ring propagates through the surrounding uid until it is
dissipated by viscous frictional losses.
HAVoC uses subwoofers as a volume velocity source to
generate vortex rings and a gimbal assembly system is
used to direct them at human targets providing players with haptic feedback. Targets are identied using
a natural interaction device. Natural interaction is a
term used to describe the use of human actions such as
speech, gestures, and facial expressions as inputs to devices. HAVoC uses a Kinect in conjunction with multiple human detection algorithms to identify these targets
based on their motion and geometric prole.
This paper details the design and implementation of
HAVoC's computer vision and mechanical systems. Related works are presented in Section 2 which also outlines
recent haptic technologies that utilise vortex rings. The
design of the human detection/targeting and ring generation systems are examined in Section 3. The results of
the integrated system are examined in Section 4. Finally,
future work is discussed in Section 5.
2

Related Work

Interactive and gesture based gaming has seen a surge in
popularity in recent years; as of 2013, Nintendo's 'Wii'
and Microsoft's Kinect have achieved total unit sales
of 100 and 24 million respectively (Nintendo Co., Ltd
(2013) and Makuch (2013)). The success of these technologies in the gaming industry has motivated research
into broader applications for their use (e.g. Li et al.
(2012)).
Sodhi et al. (2013), as part of Disney's research division,
successfully demonstrated a combined gaming technology of vortex rings and depth sensors known as AIREAL.
A PMD Camboard Nano depth sensor was used in conjunction with small vortex cannons to target specic areas of a player's skin providing them with haptic feedback in response to in-game occurrences for example,
simulating the sensation of a seagull apping around a
player's head as seen in Figure 3 (Sodhi et al., 2013).
Despite the dierences in its application and size,
the design of AIREAL contains several similarities to
HAVoC. AIREAL's method of vortex ring generation
utilises ve 2-inch 15W WhisperTM subwoofers. These
are mounted in a cubic enclosure and displace air to
a nozzle actuated by a pan-tilt gimbal system. This
is essentially the method of ring generation employed
by HAVoC, albeit on a signicantly smaller scale, and
is consistent with Sodhi et al. (2013)'s statement "By
choosing dierent speaker models, larger or smaller haptic devices can be easily produced according to application requirements".

Figure 3: Continuous free air tactile sensations around
the user. The user who is playing a game can feel virtual
seagulls y continuously around him. (Sodhi et al., 2013)

Human identication and vortex rings have also been
combined in non-gaming applications. A vortex cannon
was used by Yu et al. (2003) to project perfumes over
a short distance towards a person's nose. This system
identied noses by using the distinct shape of human
eyes and was only eective over a small range.
3

Design

This section details the design of HAVoC, including specications and implementation.
3.1

System Overview

HAVoC, shown in Figure 1, consists of a human detection
system that targets people within its eld of view and
transmits this information to the control system that
orients the cannon nozzle toward the target. The control
system then sends the pulse signal to the speakers to
create the vortex rings.
The human detection system runs on an Ubuntu Linux
based laptop, utilising the Kinect camera for vision and
depth based detection, and is capable of detecting people
in real time. For the human detection system, real time
means the system is able to process the scene "on-they" and convey this information in sucient time for the
control system to react to the threat. The details of the
human detection system are discussed in Section 3.2.
The control system runs on a National Instruments
Compact RIO, running LabView Real Time and LabView FPGA. For the control system, Real Time, as de-
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ned by National Instruments, means that each operation running in the Real Time environment is guaranteed
to be processed in a bounded time (NI, 2009). The control system uses a Digital IO (DIO) module to communicate commands to two Maxon EPOS 2 Motor controllers
for position control, an Analogue Out (AO) module to
transmit the speaker pulse to the speaker ampliers, and
an Analogue In (AI) module to read information from
the hit sensors.
The human detection and control systems are connected to each other via a router and communicate target
information and other critical information via Transmission Control Protocol over Internet Protocol (TCP/IP).
3.2

Figure 4: NiTE 2 Detection

Human Detection

The Human Detection subsystem was required to be able
to detect people, in real time, that were upright and undergoing pedestrian motion, at distances ranging from
one to eight metres. Based on these parameters, a detection system was developed that allowed for detection
of both close and long range targets, and give their coordinates in 3-dimensions.
Ubuntu Linux was chosen as the development platform,
with C++ being used as the program language. Several
C++ code libraries were available for Linux that provided useful functions for detecting people in the specied orientation and motion. Available libraries included
NiTE 2 from Primesense, which provides proprietary detection functions based on the Kinect depth sensor, and
OpenCV, which provides an open source implementation of the Histogram of Oriented Gradients (HOGs)
method described by Dalal and Triggs (2005). Additionally, OpenNI 2, an unocial open source standard
for Natural Interaction devices, was used as the framework for accessing the Kinect as a Natural Interaction
device, and the open source Freenect driver to allow lowlevel USB communication with the Kinect on the Linux
platform. The software layers are shown in Figure 7.
Preliminary testing of the NiTE 2 libraries proved to
be very eective at detecting humanoid targets based on
their depth outline. Detections were processed in excess
of 30 frames per second, exceeding the refresh rate of the
Kinect. The maximum eective detection range of NiTE
2 was approximately four metres; with people within this
range being detected even while partially obscured or in
non-upright poses. However, in excess of four metres,
detections became less reliable as the resolution of the
depth image decreased and non-human objects, such as
poles and columns, began to be detected in preference to
people. NiTE 2 was also able to give the location of the
target in 3-dimensions: x- and y-coordinates in pixels,
and a distance from the Kinect in millimetres.
The OpenCV libraries were also eective at detecting
humanoid targets, by processing the colour image, and

giving target coordinates in 2-dimensional pixel space.
OpenCV uses a scaling window technique to detect people in the scene, with the detection window size increasing for each pass of the image. Detections were shown
to work up to a range of 14 metres (Figures 5a and 5b,
with longer range detections requiring increased contrast
between the background and the person being detected
as shown in Figures 5b and 6.

(a)

(b)

Figure 5: Long range detection at 10 metres (a) and long
range detection at 13.6 metres with good contrast (b)
At closer ranges, within four metres, the detections
were less successful because the target occupied too
much of the scene to be detected by the limited sizes
of the OpenCV detection windows, or because a small,
non-human object was detected in preference, such as
in Figure 6. The process can also be time intensive, as
described by Enzweiler and Gavrila (2009), so was not
suitable for real time use without nding a way of decreasing the time for each detection. In order to improve
detection speed, OpenCL was used to move the detection
code from the CPU to the GPU to take advantage of the
parallel processing capabilities oered by a GPU. This
transition improved the detection speed to 4-5 frames
per second.
The nal design for HAVoC utilises both NiTE 2 and
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Figure 6: Failed detection due to poor contrast, with
small, non-human, false positive
OpenCV as detection methods, with NiTE 2 used to detect users within four metres of the Kinect, and OpenCV
used to detect users at longer ranges. Detected targets
are then given a threat level based on their proximity
to the Kinect, with closer targets having a higher threat
level than targets further away.

targets at longer ranges, false positive detections can be
avoided. The combined NiTE 2 and OpenCV process is
shown in Figure 7.
Using the OpenCV mode, the location of a person can
be determined in the horizontal and vertical coordinates
of the colour image, however no information is given
about the depth position of the target. In order to determine the depth coordinate, the corresponding depth
image is used. An estimate of the depth coordinate is
then calculated from the depth frame by taking the average value of all the valid depth pixels within the detection window. Invalid pixels are represented by a value
of -1 in the depth frame, and are caused by the Kinect
being unable to determine the depth of an object at that
pixel's location because the object is either too close or
too far away.
The average depth is used to improve upon OpenCV
detections. If the average depth is greater than four
metres then the target is validated, but if the average
depth is less than four metres then this represents an
object that triggered a false positive response, such as
the water bottle in Figure 8. Additional validation was
then conducted to ensure that a trigger window is in a
reasonable vertical location. Any detections that have
the lowest point of the detection window above the centreline of the frame are determined to be false positives
as all the players are expected to be on the ground plane.

Figure 8: False positive of close range object, and undetectable person at close range
Figure 7: Program ow diagram
In order to improve the speed of the nal design, targets are prioritised based on threat level. As higher
threat targets are found at closer proximities, the NiTE
2 method, which is better at detecting close range targets, is used on every frame. If one or more targets are
detected using the NiTE 2 method then the OpenCV
method is skipped. However, if no threats have been detected using NiTE 2, then threats are assumed to be at
longer range and so the OpenCV method is used. Targets detected by the NiTE 2 method are also ltered by
their depth coordinate, with targets that are further than
four metres away being ignored. By ignoring NiTE 2

The coordinates provided by the NiTE 2 and OpenCV
detection methods are given in x- and y-Cartesian pixel
space with an additional depth coordinate, and must be
converted to spherical polar coordinates to be used by
the control system, which positions the gimbal such that
the nozzle faces the target. The angular position from
the centre of the Kinect's eld of view can be approximated simply by using similar triangles, and this can
then be used to determine the angle from the centre of
rotation.
In Figure 9, point P is the location of the person being
detected, K is the location of the Kinect, and C is the
centre of rotation of the pan disc. Additionally, x is
the horizontal distance from the centre of the view, z
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rC =

Figure 9: Pan coordinate conversion diagram
is the Cartesian z-distance from the Kinect, xpx is the
x-pixel distance from the centre of the eld of view, f is
the focal length of the Kinect, rK is the reported depth
distance, rC is the distance from the centre of rotation to
the target, θK is the angle from the centre of the Kinect's
eld of view to the target, and θ is the required angle.
For the Kinect, the focal length is 5.453 mm for the infrared (depth) camera and 4.884 mm for the colour camera,
and the pixel size, px , is 9.3 µm/pix (Khoshelham and
Elberink, 2012). For simplicity, an approximate average
focal length of 5.2 mm is used for both cameras in this
analysis. From this, θK can be determined as shown by

xpx px
)
f
xpx × 9.3 × 10−6
= arctan(
).
5.2 × 10−3

θK = arctan (

(1)

Thus, θ can be found using

θ = arctan(

x
),
z + zC

(2)

where

x = rK sin(θK ),
z = rK cos(θK ).

(3)

Substituting (3) into (2) gives the required pan angle

rK sin(θK )
).
θ = arctan(
rK cos(θK ) + zC

(4)

Analysis for the tilt angle correction is similar, with y
and φ replacing x and θ respectively. There is also a
y-oset, yC in addition to the z-oset, zC . Using this
approach, the tilt angle is given by

rK sin(φK ) + yC
φ = arctan(
).
rK cos(φK ) + zC

p
x2 + (z + zC )2 .

(6)

Note that this approximation does not take into account the warping of the image due to lens distortion,
however, the approximation is sucient without such a
correction.
As an extension to position detection, a position prediction system was developed to determine the location
a target would be in at a time, t, based on the target's
velocity, vp , thus allowing the cannon to be oriented to
re on the target's future location.
For close range targets, NiTE 2 provides functionality
for matching and enumerating targets frame by frame.
From this, vp is then calculated from the dierence between its current position, xp , and its previous position,
xp−1 , divided by the refresh rate, 1/30 s. The ring velocity, vr is then assumed to be constant, thus allowing
the position of intersection to be calculated.

Figure 10: Predicted point of intersection between the
target and the vortex ring
In Figure 10, P is the current location of the target, C
is the centre of rotation of the pan disc, I is the location of intersection, and θ is the angular dierence from
the cannon's current facing to the required facing. The
location of intersection is then as follows

I = P + tvp ,

(7)

I = C + tvr .

(8)

Equating (7) and (8), and crossing with vr gives

(P + tvp ) × vr = (C + tvr ) × vr ,
∴ (P + tvp ) × vr = C,

(9)

noting that vr × vr = 0. By the same process, except
by crossing with vp , gives

P = (C + tvr ) × vp .

(10)

Rearranging (9) and (10) for t and equating

(5)

The radial component in the spherical coordinate system is then simply given by

([P − C] × vp )/(vr × vp ) = ([P − C] × vr )/(vr × vp ),
∴ [P − C] × vp = [P − C] × vr .
(11)
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Letting C = (0, 0) and vr = (|vr | sin(θ), |vr | cos(θ)),
and expanding 11

Px vp,z − Pz vp,x = Px |vr | cos(θ) − Pz |vr | sin(θ).

(12)

Equation 12 can then be solved for θ.
OpenCV does not include functionality for matching
targets between frames, so a matching algorithm will
have to be developed, as discussed in Section 5.
3.3

Vortex Generation

Experiments showed that increasing the compression
changed the quality of the rings. For very small compression, no rings were produced; for small compression,
wispy rings, matching the characteristics of laminar rings
as dened by Akhmetov (2009), were formed. For larger
compression, the rings produced were fast and focused.
This corresponded to Akhmentov's (2009) description of
turbulent rings. For very large displacement, no rings
were formed and instead the air was forced out as a jet.
These observations reected the results of Gharib et al.
(1998) and Akhmetov (2009).

The vortex generation system was required to produce
stable, observable vortex rings capable of being aimed
and red at a target. Experimental and theoretical research was carried out to aid the design of an optimal
cannon outlet. Similarly, loudspeaker voltage pulse proles were investigated to determine an optimal pressure
wave for vortex ring creation.

Research and Experiments

Gharib et al. (1998) and Akhmetov (2009) suggest the
formation, size, circulation, velocity and range of a vortex ring is dependant on a non-dimensional parameter
L∗ . This parameter is dened as the equivalent displacement of the uid (the piston displacement required
to displace an equivalent volume of uid) divided by the
radius of the outlet orice. Akhmetov (2009) and Gharib
et al. (1998) both suggested an optimal value of L∗ ≈ 8.
In order to validate and further understand the research
of Akhmetov (2009) and Gharib et al. (1998), a series of
qualitative experiments and Computational Fluid Dynamics (CFD) analyses were conducted. Experiments
were initially carried out using cardboard boxes (as mock
cannons, see Figure 11) containing single circular cutouts. These were manually struck to produce vortex
rings, which were visualised using smoke.

Figure 11: A mock cannon used for experiments
The experiments carried out investigated the eect of
various parameters on the quality of vortex rings produced. The parameters investigated were: the amount
of compression of the boxes, the size of the outlet, the
eect of pipe bends leading to the orice, and the nozzle
prole.

Figure 12: CFX domain plot of quarter ring from simulation
A similar experiment was carried out in the computational domain using ANSYS 14.0 CFX. The model, as
shown in Figure 12, used a 147,000 node mesh. A transient simulation was conducted with a step size of 0.05
seconds, and SST was used for the turbulence model.
This experiment varied the value of L∗ by altering the
velocity of the input pulse to the box, whilst maintaining
a constant pulse time. From this, the non-dimensional
propagation velocity, U∗ , was calculated. U∗ is a ratio of ring propagation velocity to equivalent jet velocity
(Akhmetov, 2009). The calculated values were observed
to follow the results of Akhmetov (2009) qualitatively,
however diered signicantly quantitatively (see Figure
13). This variation was most obvious for higher speeds
that produced turbulent rings. Although not undertaken
in this study, further investigation could possibly identify if there are dierent formation criteria for laminar
and turbulent vortex rings.
The size of the outlet was also varied experimentally in
order to test the conclusions of Gharib et al. (1998) and
Akhmetov (2009). As the area of the outlet increased,
the resulting rings followed the same quality pattern as
increasing the compression, which reects previous work.
The area of the outlet was also investigated using CFD.
A constant pulse was used to initiate vortex formation
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highest point, then displacing them to their lowest point,
and allowing a short loiter time to compensate for the response time, before ramping them rapidly back to their
resting location the highest quality rings for the least
noise were produced. A modied saw tooth shown in
Figure 14 was found to produce the best combination of
range and propagation speed, and hence was chosen for
the project.
The prole was given by the following function
∞

f=

Figure 13: Non-dimensional propagation velocity, U∗
with changing L∗
at an outlet of varying size. As with the results from different pulse characteristics, the CFD results were qualitatively similar with regard to ring formation and propagation speed to the experimental and theoretical results presented by Akhmetov (2009). These results, however, varied considerably quantitatively in the turbulent
regime (see Figure 13). Further investigation both computationally and numerically could be used to determine
more accurately the relationship between L∗ and the
quality of turbulent vortex rings formed.
The eect of losses due to bends were investigated to
determine if vortex rings could form at the outlet of a
bent pipe. It was observed that despite the crude bends
and the losses in the pipe tested, rings could still be produced, albeit at a poorer quality than the rings produced
by straight pipes.
A variety of outlet nozzle proles were tested both experimentally and computationally to determine their effects of vortex quality. The nozzles tested were converging, diverging, and straight with and without an orice
lip. The CFD and experimental results both suggested
that a higher quality ring was formed if an orice was
used. A diverging nozzle was observed not to produce
rings under any circumstances. The eect of a converging nozzle was inconclusive.
Upon manufacture of the cannon, several dierent
speaker pulse proles were investigated theoretically and
experimentally. Akhmetov (2009) suggests that the
sharpest pulse possible would produce the highest quality vortex rings. However, high speed pulses through
this system were found to produce high frequency noise,
which was considered too loud and annoying for practical
use. Further tests were carried out on a variety of pulse
characteristics to identify the pulse that produced the
lowest "loudness" and the highest quality vortex rings.
Experiments showed that the speaker response time was
the limiting factor. By ramping the speakers to their

nπt
−20 X 1
sin(
)
π n=1 n
0.05

(13)

This prole, with an amplitude roll-o at -20
dB/decade was found to have a smaller "loudness" than
a short duration pulse, with energy up to 1 pulse duration.

Figure 14: The modied saw tooth prole used for the
pulse

Vortex Cannon Design

The vortex generation system was designed using the
knowledge discussed in Section 3.3 Background Research. A convergent nozzle with an orice, shown in
Figure 15, was used as the outlet for the vortex rings.

Figure 15: Rendered CAD image of convergent nozzle
with orice and tilt stage support
Four 1500W 15" BeymaTM subwoofers were mounted
in a cubic chamber. These were controllable using a
single voltage signal from the cRIO with the voltage
pulse prole dened in Figure 14. This voltage pulse
was passed through a modied response 4 X 50 WRMS
DC amplier. The chamber was connected to the nozzle using exible air-conditioning duct. The expected
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performance was calculated using experimental results
from Akhmetov (2009) based on an L∗ value of 8 and
are summarised in Table 1.
Table 1: Important Vortex Ring Parameters
Parameter
Initial Radius of Formed Ring
Ring Propagation Velocity
Maximum Range

Figure 17: Piezoelectric lm hit sensor

Expected Value
11.25 cm
6.57 m/s
17.5 m

The results obtained from the vortex generation system
are found in Section 4.
3.4

Pan-Tilt Gimbal System

A pan-tilt gimbal was designed to rotate the cannon vertically and horizontally for the purpose of target tracking. A minimum yaw turn-rate of 15 ◦s was required for
useful operation. The pan disc, situated on a turntable
bearing, is actuated using a Maxon 250W EC45 motor
as shown in Figure 16a. The tilt system (Figure 16b)is
mounted atop the pan disc and uses a Maxon EC32 15W
motor to actuate a cradle housing the cannon nozzle.

(a)

(b)

Figure 16: Pan System (a) and Tilt System with inclined
cradle (b)

Figure 18: Typical sensor response
to hang freely in front of the cannon system; wires connect the electrodes of the lm to the AI module on the
cRIO.
The piezoelectric sensor was tested with the handheld
cannon to determine the voltage response to being hit
by the small vortex rings. Using an oscilloscope, the
response was found to peak at between 250 mV and 1000
mV, as shown in Figure 18, and had an average response
time of 100 ms. This was determined to be sucient for
the AI module to measure.
The hit sensor has yet to be fully integrated into the
system, as is discussed in Section 5.

Both motors are controlled using two Maxon EPOS2
controllers. Position data is fed to the controller via the
cRIO. The controllers are set to behave as stepper motor
servo drives; a step pulse and direction signal are used
to produce the desired position.

4

3.5

4.1

Hit Sensor

The hit detection system was required to be able to detect a small vortex ring (red by the opponent) colliding
with the cannon system. The small vortex rings are produced by small, handheld personal vortex cannons that
are carried by players in the game. A hit sensor, shown
in Figure 17, was designed from piezoelectric lm that
generates a voltage when it exes.
The piezoelectric sensor was designed to be 40 mm by
155 mm in size, made from Scotch Brand PVDF 52 µm
lm. The sensor is clamped at the top allowing the ends

Results

The HAVoC system was constructed according to the
design specications in Section 3. Testing was then performed on the subsystems to evaluate performance, and
to determine the limits of the system.
Cannon Performance Tests

The cannon subsystem was tested to ensure that the vortex rings produced had sucient visibility, propagation
distance, propagation speed, and L∗ values. The cannon
was also tested to determine the maximum rate of re
achievable. All the tests were performed with the full
system operational, but with some initialisation parameters changed to allow for greater control during certain
tests.
Vortex ring visibility was tested by repeatedly ring the
cannon in a well lit room and measuring the distance
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the rings travelled before they could no longer be clearly
seen. Using this method, the maximum vortex ring visibility distance was determined to be approximately 9.5
metres. The method only gives very rough values for
visibility distance as the visibility of the ring is highly
dependent on the amount of smoke in the ring which was
very dicult to control with the smoke machine that was
available. However, as the test was intended to be more
qualitative than quantitative, the results were deemed
adequate.
Vortex ring propagation distance was tested by again
ring the cannon repeatedly, but with a test subject in
the cannon's line of re. The tester would start close
to the cannon (approximately one metre from the cannon), and slowly move away until rings could no longer
be felt. The maximum range at which rings could be felt
by this method was approximately 13 metres. Similar to
the visibility test, this test only gives approximate values for propagation distance as the rings tend to deviate
from their original path as they move further away from
the cannon due to small disturbances in the surrounding
air. Again, as this test was intended to be more qualitative than quantitative the results were deemed to be
adequate.
The radial expansion and propagation prole of the
rings over time were tested. The radii of the rings were
determined at two separate distances from the cannon.
These experiments found the initial ring radius was 11
cm, and the rings expanded at 1 cm per metre propagated from the cannon outlet. This agrees with the
expected values from the design process, despite a small
dierence in the design value of L∗ . The propagation
of rings from the cannon were then recorded using an
iPhone camera, at 30fps, to accurately determine the
time to propagate a specic distance. After three tests
the results were used to determine the initial propagation
velocity, and thus, the propagation prole. These results
suggest an initial velocity of 7.08 m/s. The ring propagation prole, L(t), as described by Akhmetov (2009),
was then tted from the experimental data.
1

L(t) = 11[(1 + 2.57t) 4 − 1]

ection of the speakers during ring. The deections
of the loudspeakers were measured to be 2.4 cm, which
gives a corresponding L∗ value of 6.37 for an outlet radius of 7.5 cm. This L∗ value is close to the optimum
design value of L∗ = 8.
4.2

The human detection system was tested to ensure frame
processing time was low enough for real time detection,
and to determine the maximum range at which a person
could be detected.
The processing time of the NiTE 2 and OpenCV human detection methods were tested by measuring the
execution time of the processing code with the system
clock. This found that the NiTE 2 method was capable
of processing at a speed of 30 frames per second, capped
by the frame rate of the Kinect. The OpenCV method
processed frames at approximately four frames per second. These speeds were sucient to satisfy real time
detection.
The range of the NiTE 2 and OpenCV detection methods were also tested. The tests were carried out in a well
lit, obstacle free environment for optimal performance of
the detection methods. NiTE 2 identied a human target up to a range of 4.4 metres, although the target was
detected at closer range rst before moving away from
the camera. The OpenCV method identied a human
target up to a range of 14 metres.
4.3

Results Summary

A summary of the results obtained can be found below,
in Table 2.
Table 2: Summary of System Performance
Quantity
Visual Range
Impulse Range
Propagation Speed
Fire Rate
L∗
NiTE 2 Frame Processing Rate
OpenCV Frame Processing Rate
NiTE 2 Detection Range
OpenCV Detection Range

(14)

The rate of re of the cannon was tested to determine
the maximum rate at which the ring pulse could be
triggered and still produce stable vortex rings. This was
then tested by slowly increasing the pulse rate until stable rings were no longer formed. From these tests, the
maximum rate of re achieved was four shots per second,
at which point testing was ceased to prevent damage to
the speakers from overheating. As vortex rings were still
being produced at this rate of re the test was inconclusive, and the maximum re rate was not found.
In order to measure L∗ , a Wenglor CP36MHT80 laser
sensor (accurate to 50 µm) was used to measure the de-

Human Detection Performance Tests

5

Anticipated Value
8m
17.5 m
6.57 m/s
1 Shots / Second
8
4m
10 m

Value Achieved
9.5 m
13 m
7.03 m/s
4 Shots / second
6.37
30+ Fps
4+ Fps
4.4 m
14 m

Future Work

Future work for HAVoC includes adding a Light Detection and Ranging (LIDAR) unit to aid with human detection, development of a matching algorithm
for OpenCV and LIDAR modes, fully integrating the
hit sensor, further developing the game and rules, and
adding a Graphical User Interface (GUI) that can be
controlled via hand gestures from the user.
The addition of a LIDAR unit should allow for the human detection system to have further increased range,
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with the aim to reach at least 20 metres. The unit
would be incorporated into the current detection system
as additional validation for the NiTE 2 and OpenCV detected targets, as well as having its own detection mode
for ranges in exceeding the OpenCV detection range. A
Kalman lter would be designed for the NiTE2, OpenCV
and LIDAR detection modes to improve velocity and
position prediction. For the Kalman lter to work, a
matching algorithm would have to be designed for the
OpenCV and LIDAR modes. The matching algorithm
would match targets based on proximity across frames
and would have to be robust enough to allow for sporadic
inclusion of false positive and failed detections.
Further integration of the hit sensor will enable HAVoC
to be "disabled" by players of the game. This will allow
the game rules to be expanded and create a more engaging experience.
Development of the game and rules is a large area that
will be looked into thoroughly upon hit sensor integration. The game rules will be developed through player
testing and from feedback already obtained at various
demonstrations of the partially complete system.
A GUI controllable via Natural Interaction, specically
hand gestures is also an area being investigated. NiTE 2
already provides functionality for reading hand gestures,
so this would need to be integrated into the GUI environment. Players would then be able to control various
settings, such as re rate, to modify the diculty of the
game.
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Conclusion

A haptic, autonomous vortex cannon utilizing human
identication technology was designed, manufactured
and tested. The human detection was carried out using OpenCV and NiTE2 middleware through a Microsoft
Kinect. Vortex ring formation and propagation was investigated, and used to produce high quality rings capable of a large propagation distance. The system was
tested extensively and found to accurately identify, target and shoot at human targets over a range of 13 metres.
Further optimization could be carried out to improve the
accuracy and speed of the system.
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