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Abstract
Many state of the art vision-based Simultaneous Localisation And Mapping (SLAM) and
place recognition systems compute the salience
of visual features in their environment. As computing salience can be problematic in radically
changing environments new low resolution featureless systems have been introduced, such as
SeqSLAM, all of which consider the whole image. In this paper, we implement a supervised
classifier system (UCS) to learn the salience of
image regions for place recognition by featureless systems. SeqSLAM only slightly benefits
from the results of training, on the challenging
real world Eynsham dataset, as it already appears to filter less useful regions of a panoramic
image. However, when recognition is limited
to specific image regions performance improves
by more than an order of magnitude by utilising the learnt image region saliency. We then
investigate whether the region salience generated from the Eynsham dataset generalizes to
another car-based dataset using a perspective
camera. The results suggest the general applicability of an image region salience mask for optimizing route-based navigation applications.

1

Introduction

Vision-based Simultaneous Localisation And Mapping
(SLAM) is an important method for autonomous robotic
navigation. The need for fast and efficient place recognition is central to facilitating accurate visual based localisation. This paper1 assesses whether particular regions
of an image are more informative for appearance-based
place recognition method SeqSLAM, (section 2.3). Identifying the most informative regions is particularly important for applications with limited field of view cam1
This work was supported by an Australian Research
Council Fellowship DE120100995 to MM.

eras, and it is critical that the camera be placed in a
highly salient direction. Previous work done by Milford
resulted in qualitative observations that certain regions
within an image appear to be more useful than others
for place recognition in low resolution images [Milford,
2012]. This paper conducts a formal study. Intuitively
certain aspects of an environment will be more informative for place recognition within certain environments,
e.g. forward facing rather than looking down at the road.
From a biological view point, an animal’s eye does not
focus on an entire scene but instead saccades to salient or
visually transient stimulus [Jainta et al., 2011]. Saccades
are rapid eye movements that move the line of sight between successive points of fixation. Saccades contribute
to a variety of ocular motor behaviours that range from
reflexive movements towards novel stimuli (e.g. a passing
object) to remembered sequences of gaze shifts made as
part of learned tasks (e.g. while playing a sport) [Leigh
and Kennard, 2004]. The ability of an animal to learn to
saccade indicates that it is worth investigating whether
machine learning can find similar saliences.
There are two distinct benefits to finding salient regions
within a scene. From a computer science perspective
it reduces the computational and memory requirements
for image processing. By reducing these aspects image
analysis can be run on lower scale hardware and cameras
with limited fields of view. From a robotic perspective
the potential benefits include the improvement of place
recognition and reduction in false positives.
The aim of this paper is to assess whether a sUpervised
Classifier System (UCS), section 2.5, can select salient
regions within an image that are generally more useful
for place recognition. UCS has the features of; generalisation, good abstraction and feature extraction [Bacardit et al., 2008]. Utilising a classifier system also improves performance by reducing the overall search space
and providing an improved measure of region weighting. These features make UCS both a good candidate
for finding salient regions and generalising the regions
across similar environments.
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We will train and test the UCS on the 70 km Eynsham
dataset which uses a full panoramic camera, (Section
3.1). The Eynsham dataset is good for prototyping due
to its wide range of environments, e.g. urban to country
settings. The place recognition performance of the UCS
identified salient regions will then be compared with that
of the entire scene when used in a trial of SeqSLAM. Finally, we will test the generality of the salient regions
on a secondary dataset, the Pike’s Peak Dataset, which
only contains a forward facing perspective camera.
This work presents a new image salience analysis very
different from FAB-MAP salience or other existing systems definitions of salience. Other visual SLAM methods, FAB-MAP [Glover et al., 2010], focus on extraction
of salient features/words for uniquely identifying places,
e.g. tree leaf is poor and a stop sign is salient (without introducing explicit semantic definitions for them).
In our approach salience is the fitness of a region in an
image, within a certain setting, to consistently provide
unique information for place recognition.
This paper begins with an overview of feature selection and its abilities to remove redundant and irrelevant features, see Section 2.1. Following this we present
an overview of SLAM with an explanation behind the
benefits of using visual based approaches, see Section
2.2. Included is a brief description of SeqSLAM, see
Section 2.3. A description of learning classifier systems
and the operation of UCS is then given in Section 2.4.
Section 3 presents the experimental methodology and
datasets. In Section 4 the results comparing the use of
a full image with the UCS regions are presented and
discussed, including template recognition graphs, sample image matches, and accuracy comparisons. We then
conclude and give plans for future work, Section 5.

2

Background

This section starts with a review of feature selection and
its importance in machine learning for reducing the complexities of large models. SLAM and the importance of
visual based localisation methods is then reviewed, with
details on SeqSLAM being provided. The field of learning classifier systems, in particular UCS is described,
detailing their use and effectiveness for solving problems
with large and complex search spaces.

2.1

Feature Selection

In machine learning, feature selection is the technique of
selecting a subset consisting of the salient features for
building robust learning models [Guyon and Elisseeff,
2003], [Dy and Brodley, 2004]. Feature selection improves the performance of a learning model by removing
the most irrelevant and redundant features from a data
set. The learning model is thus improved through alleviating the effect of the curse of dimensionality, enhanc-

ing generalization and improving model interpretability. Feature selection also helps to better understand
the data itself by showing which are the most important
features. These properties make it a suitable method of
approach for selecting salient regions within an image.

2.2

Simultaneous Localisation And
Mapping

The SLAM problem asks if it is possible for a mobile
robot to incrementally build a consistent map of an unknown environment from an unknown location while simultaneously determining its location within this map.
Currently there are two main sensor morphologies being
used in order to fulfil the mapping side of the problem.
The first utilises a laser scanner to extract landmarks
from the environment. These methods then commonly
utilise an Extended Kalman Filter to process differences
in readings between the landmark locations and the
odometry readings [Sim and Roy, 2005], [Dissanayake
et al., 2000]. The primary downside of these methods
is that they are incapable of explicitly associating the
current state with any already known states [Gutmann
and Konolige, 1999] as landmark extraction and comparison relies upon the robot’s position estimate. This
is an issue when large odometry error is present and the
robot becomes lost as it can no longer match landmarks
correctly.
The second sensor morphology utilises a camera for
appearance-based matches between images.
Visual
based methods create a set of learned templates of an environment and attempt to accurately match current visual input to previously learned templates. Visual based
approaches allow for more accurate landmark recognition over laser based methods as it eliminates the reliance
on the odometer. This means that landmarks can be
explicitly associated without any reliance on the robot’s
position estimate, improving loop closure [Gutmann and
Konolige, 1999].
The downside to appearance-based methods is that their
performance relies on the ability to make a high number place recalls with little false positives. This is especially challenging as varying lighting conditions and
dynamic environments can affect the accuracy of appearance matches. Many place recognition methods rely
on finding salient features within a scene, with featurefinding methods, such as SIFT [Lowe, 1999] or SURF
[Bay et al., 2006], for image comparison, e.g. FAB-MAP
[Glover et al., 2010]. These methods however suffer
greatly when dealing with extreme perceptual changes
[Nuske et al., 2009], such as clear weather to rain or day
time to night time (see [Milford and Wyeth, 2012] for
more details).
SeqSLAM utilises low resolution images and does not
perform feature extraction. Instead this method relies
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upon salient regions within an image that are *generally*
more informative for correct place recognition. This
method has been shown to succeed in extreme dynamic
environments where feature-based methods have failed
[Milford and Wyeth, 2012]. In order to help improve SeqSLAM/RatSLAM type approaches, a study into finding
accurate and general salient regions is required.

2.3

SeqSLAM

SeqSLAM is a recently developed route recognition algorithm [Milford, 2012] that provides localization performance by recognizing sequences of images. The algorithm comprises two components - an individual image
comparison algorithm and a sequence recognition algorithm. We provide a brief overview of the algorithm here.
Further details can be found in [Milford, 2012].
Image Comparison
Image comparison is performed by calculating the mean
Sum of Absolute Differences (SAD) between the current
image i and all previously learned images j (Figure 1).
For panoramic images the comparison is performed at
two discrete horizontal offsets of 0 and 180 degrees, to
provide the ability to recognize reverse traverses of a
route. The image difference Dj is calculated by:
Dj = min g (∆x, i, j)
∆xσ

(1)

2.4

where σ is the offset range, and g() is given by:
g (∆x, i, j) =

1 XX i
p
− pjx,y
s x=0 y=0 x+∆x

Figure 1: The 5 individual images from the array of cameras are stitched together, down sampled and compared
pixel by pixel to all stored images at a rotational offset
of 0 and 180 degrees. The difference images obtained
are then masked with the weighted region image to provide a set of weighted difference images which are then
summed to provide the image difference vector. Over
time these image difference vectors are accumulated to
form an image difference matrix, shown in Figure 2.

(2)

where s is the area of the image measured in pixels. For
the panoramic images in this paper, σ was set to 0 and
180 degrees.
Sequence Matching
The image comparison process compares the current image to all past images to produce a vector of image difference scores D. Over time, these image difference score
vectors are accumulated to create an image difference
matrix (Figure 2). The sequence recognition algorithm
searches for low scoring linear paths through the image difference matrix using a simplified version of the
Dynamic Time Warping (DTW) method by Sakoe and
Chiba [Sakoe and Chiba, 1978]. Linear paths through
the matrix with a mean difference score below a threshold are considered route matches.
This current approach is very time intensive. Using the
image as a whole incorporates any redundant and irrelevant regions within the image, which also potentially
increases the chances of creating false positives, which
are detrimental to robot localisation accuracy. Finding
salient regions within the image and removing the redundant and irrelevant regions will improve the processing
time and potentially reduce the number of false positives.

Learning Classifier Systems

A Learning Classifier System (LCS) is a machine learning technique with close links to reinforcement learning
and genetic algorithms (GA). LCSs are adaptive systems
that learn a population of rules with an associated reward for carrying out an action on an environment [Bull,
2004], where each rule has a fitness measure based on
a reinforcement learning technique. The most common
form of LCS is the Michigan-style accuracy based approach, XCS. XCS definition of accuracy based fitness
allows the evolution of classifiers that are both maximally general and accurate in their prediction of payoff
[Wilson, 1999].
The basic operation of a LCS commonly has five stages.
The first stage is the matching stage, which takes an input and matches it to the current population of rules to
extract the match set [M]. The covering stage will create
new rules within in [M] if its size is below a set threshold. The third stage will then select from [M] the rule cl
to action. This can be done either through exploitation,
rule with the best performance measure, or exploration,
randomly selected rule. The final stage is the update
stage, which takes feedback from the environment after
cl has been used and updates the population’s associated parameters. These stages are iterated until a desired performance level or number of training iterations
is reached.
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test mode, a new input example x is provided and UCS
predicts the associated class. First [M] is generated. All
classifiers in [M] emit a vote, weighted by their fitness,
for the class it predicts. The most voted class is then
selected. All update and search mechanisms are turned
off during test mode.
Parameter Update
Each time a classifier is in [M], its experience, accuracy
and fitness is updated. The experience is updated
first when being added to [M]. Then the accuracy is
calculated as the percentage of correct classifications:

acc =

Figure 2: Trajectories through the image difference matrix with low difference scores are identified as possible
route matches. The shaded area shows the search range
that allows for some variation in the speed of repeated
traverses of a route. The bold red line shows the lowest
scoring search line for this image difference matrix.

2.5

number of correct classif ications
experience

(3)

Thus, accuracy is a cumulative average of correct
classifications over all matches of the classifier.
Next fitness is updated. The fitness update is shared
across all the classifiers within [M]. First a new accuracy
κ is calculated in order to discriminate between accurate and inaccurate classifiers. For classifiers belonging
to ![C], κcl∈![C] = 0. For classifiers within [C], κ is
calculated as followed:

UCS

UCS is an accuracy based learning classifier system that
is specifically designed for supervised learning problems
[Bernado-mansilla and Salle, 2003], where as XCS is designed for reinforcement learning. Supervised learning
requires that the system knows the true class associated
with each training instance (reinforcement learning only
knows the utility of the action, not the correct action).
Hence direct update can be applied to the enacted classifier as the system knows whether or not it is correct.
UCS differs from XCS in two ways. Firstly, each new example is given with its associated class, UCS only considers the correct class, which implies that UCS only evolves
high-rewarded classifiers in order to create a best action
map. Secondly, accuracy is computed as the percentage
of correct classifications instead of computing it from
the prediction error as in XCS [Orriols and BernadoMansilla, 2005] [Bacardit et al., 2008].
Performance
UCS is an online learner that receives a new input,
x = (x1 , x2 , ...xn ), with associated class every learning
iteration. UCS will generate the match set [M] that contains all the classifiers in the population [P] that match
condition x. From [M] the classifiers that predict the correct class are put into the correct set [C]. If [C] is empty
the covering operator is activated, creating a new classifier with a condition matching x and predicting class a.
The remaining classifiers form the incorrect set ![C]. In

κcl∈[C]

(
1
=
(acc/acco )ν

acc > acco
otherwise

(4)

Then a relative accuracy κ0 is calculated:

κ0 = P

κcl ∗ numcl
cli∈[M ] κcli ∗ numcl

(5)

Fitness is then updated from κ0 :

F = F + β ∗ (κ0 − F )

(6)

Where β is the learning rate, ν and acco scale the
accuracy (typical values ν = 10, acco = 0.99).
Discovery
A genetic algorithm (GA) is used as the primary discovery method for new potentially promising classifiers.
The GA is applied to [C]. Two parents are selected from
[C] depending on the classifiers fitness, e.g. roulette selection or tournament selection. The two parents are
copied then crossed over and mutated to produce two
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new children. Each child is then checked for subsumption by its parents decide if it is a less general form of
its accurate parents. If the child is not subsumed, it is
inserted into the population if it is not full. If the population is full another classifier will be deleted based on
the XCS deletion method, (see [Kovacs, 1999]).
Parameter Initialisation
UCS is robust to parameter initialisation as the initial
values of most of the parameters are lost the first time
the classifier is updated in the match set. When a classifier is created through the GA: experience = 0, num = 1,
acc = 1, and F = 1. If a classifier is created through covering: experience = 1, num = 1, acc = 1, and F = 1.

3

Experimental Setup

This section starts by presenting the datasets that were
used for this paper. A description of how the learned
regions were applied to SeqSLAM as weighting masks
is then given. Last the implementation of the UCS is
provided, detailing how it was applied for region analysis.

3.1

Datasets

The SeqSLAM algorithm with weighting masks was applied to two datasets with both videos at a resolution
of 8x4 pixels. The first was the Eynsham dataset provided by the Oxford mobile robotics group. The dataset
consists of two traverses of a 35 km road in the United
Kingdom, (see figure 3) [Cummins and Newman, 2010].
The data itself comprises high resolution image captures
from a Ladybug2 camera (circular array of five cameras)
at 9575 locations along the traverse, approximately (median) 6.7 meters between frames.
The second dataset was obtained from two YouTube
videos of rally cars racing up Pike’s Peak in the United
States. The two videos were cropped to approximately
corresponding fields of view, and are perspective, rather
than panoramic videos.

3.2

Weighting Masks

Six different weighting masks were used to analyze the
Eynsham dataset. Visual representations of the image
weighting masks are given in Figure 4. Table 1 provides
a description of each of the weighting masks. Based on
the analysis of the Eynsham dataset, three weighting
masks were applied to the Pike’s Peak dataset, shown in
Figure 6. This second set of weighting masks were based
on uniform, best and worst performing UCS regions from
the Eynsham dataset, but adapted to the limited field of
view of the Pike’s Peak dataset.

3.3

UCS implementation

The UCS algorithm was implemented following the description in section 2.5. Each classifier is defined as an
array of binary values that correspond to a set of regions

Figure 3: 35 km Eynsham Traverse, repeated twice.
Copyright DigitalGlobe, GeoEye, Getmapping plc, The
GeoInformation Group, USDA Farm Service Agency, Infoterra Ltd & Bluesky, Map data (c) 2012 Google. [Cummins and Newman, 2010]

within a scene with associated parameters. Classifier:
Cn = (R1 , R2 ,...Rn , correct matches, experience, accuracy, fitness, correct size, numerosity). For training the
image was divided into 18 equal size regions, three along
the y-axis and six along the x-axis. The output of the
UCS training is a population of rules, each with their
own set of regions, with a learned definition of their fitness for place recognition.
There are two stages to training the learning algorithm.
The first stage runs through the first loop of the Eynsham dataset and generates visual templates of the
route. Each scene is loaded and compared to previous
scenes. Each scene is compared by averaging the pixel by
pixel difference. If the difference is below a set threshold
then the scenes are considered to be the same and no
new template is created. If the new scene has no match
then it is saved as a new template.
The second stage uses UCS to learn classifiers that can
match each subsequent loop to the templates generated
in stage one. For a classifier to correctly match a scene
to a template it must individually match each of its defined regions successfully to a template. If a classifier
makes a successful match to a template it is added to the
match set [M]. The classifiers in [M] will each select the
template with lowest average difference. If the selected
template correctly matches with the current frame, from
ground truth, then it is added to the correct set [C]. Finally the classifiers in [C] are updated, see section 2.5.
In both UCS stages, every frame from the dataset is
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Table 1: Weighting mask terminology
Weighing Mask
Description
Non-weighted
Uniform weighting of difference scores over all pixels
UCS weighted
Weighting applied as dictated by the output of the
UCS
Inverse UCS weighted
The inverse of the weighting applied to the UCS, to
test whether the remaining region had any utility
in place recognition
Binary
inverse
UCS Equally weighted version
weighted
of the inverse UCS weighting scheme
Single top performing Weighting only the topUCS region
rated region output by the
UCS, comprising 5.5% of
the total image area.
Single worst performing Weighting
only
the
UCS region
bottom-rated
region
output by the UCS, comprising 5.5% of the total
image area.
down sampled from its original size to a set size (48x16
pixel resolution) before processing and then converted to
greyscale. Each image is then put through patch normalization to reduce local variation, which has been shown
to enable robust scene recognition in varying illuminations [Zhang and Kleeman, 2009].
UCS parameter values were set to the common values
of: acc0 = 0.99, ν = 10, beta = 0.2 [Orriols and BernadoMansilla, 2005].

4

Results

This section first presents and discusses the results from
applying each weighted mask to the Eynsham dataset
using the SeqSLAM algorithm. We then present results
from applying the generalized weighting mask produced
by the UCS to a second dataset, comprising video from
two rally car races up Pike’s Peak.

4.1

Eynsham Dataset

Table 2 shows the maximum recall rate achieved at a
100% precision level for six different weighting masks,
(shown in Figure 4).
The first four weighting scenarios - no weighting, UCS
weighted, inverse UCS weighted and binary inverse UCS
weighted all display remarkably similar recognition performance. The first point of interest is that there is

Algorithm 1: UCS algorithmic description
Data: F: dataset; f : current frame ∈ F ; T: learned
templates; t: matched template; P:
population of rules; M: matched set; cl :
classifier ∈ P ; C: correct set
1 foreach f in F do
2
processFrame(f );
3
foreach cl in P do
4
t = cl .findBestMatchingTemplate(T );
5
if t != Null then
6
M .add(cl );
7
end
8
end
9
if !M .size() ≤ M IN SIZE then
10
P .add(createClassifier(s,a));
11
end
12
foreach cl in M do
13
if cl .groundT ruth == f.groundT ruth then
14
C.add(cl );
15
end
16
end
17
foreach cl in C do
18
cl .correct++;
19
end
20
foreach cl in M do
21
cl .updateParameters();
22
end
23
runGA();
24 end

no performance difference between a non-weighted approach and using the image region weighting output by
the UCS. Secondly, there is very little performance difference between any of the weighting schemes that positively weight a significant fraction of the image.
The results suggest that, while individual image regions may be relatively poor at matching for any one
image, by combining multiple weak performing image regions together and performing matching over a sequence
of frames, the SeqSLAM algorithm is able to effectively
ignore the noise of poor regions and provide good recognition performance.
There is however a very marked difference in performance when a weighting mask using only the single image regions most and least heavily weighted by the UCS
algorithm. The best weighted region, which comprises
only 5.5% of the total image, is able to provide a recall level of 43%, while the least weighted region only
achieves a recall level of 2.5%. This performance improvement by a factor of 17 is especially illuminating in
the context of applications where a full panoramic field
of view may not be possible, such as an in car camera-
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Table 2: Recall results on Eynsham Dataset
Weighting Matrix Recall at 100%
Precision
Non-weighted 68%
UCS weighted 68%
Inverse UCS weighted 66%
Binary inverse UCS weighted 64%
Single top performing UCS region 43%
Single worst performing UCS region 2.5%

Figure 4: Template recognition graphs for Eynsham
Dataset (a) no weighting (b) UCS weighted (c) inverse
UCS weighted (d) binary inverse UCS weighted (e) single top performing UCS region and (f) single worst performing UCS region. The graph insets show the applied
weighting mask, while the main plot shows the all the
frames from the second traverse of the dataset that correctly matched back to frames from the first traverse.
based GPS system (envisaged in [Milford, 2012]). The
large variance in performance is intuitively confirmed in
Figure 5, which shows that the forward facing horizon
component of the image contains much useful visual information, whereas the sky region is mostly ‘washed out’
and uninformative.

4.2

Pike’s Peak Dataset

The template recall at a 100% precision level is shown in
Figure 7. Weighting only the central region of the image

Figure 5: Eynsham Dataset (a) Sample frames from a
frame sequence that was correctly matched using the top
weighted (as given by the UCS) single region but not
the most lowly weighted region. The original resolution
images are shown for clarity, but the algorithm only had
access to 8x4 pixel images. Intuitively the results make
sense - the forward facing horizon section of the dataset
as shown by the cropped inset in (b) provides much more
information than the mostly washed out sky region in
(c).
results in a 94% reduction in the area of the image, but
only a 16% decrease in the recall rate at 100% precision.
Using the worst UCS region however fails to produce any
correct route recognitions at all, resulting in a 0% recall
rate. Increasing the recall rate results in false positive
route matches.

5

Conclusion

In conclusion it has been shown that UCS can be used to
learn salient regions within a scene and that these regions
are promising for use in similar environments, in this
case driving on a road. The identified regions support
that intuition is correct, with the most salient regions
being straight forward and straight behind. Tests indi-
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Table 3: Recall results on Pike’s Peak Dataset
Weighting Matrix Recall at 100%
Precision
Non-weighted 14.1%
Best UCS Region 11.8%
Worst UCS Region 0%

Figure 6: Template recognition graphs for the Pike’s
Peak dataset using the (a) no weighting (b) best
weighted region and (c) least weighted region generalized from the Eynsham dataset UCS results (Compare
with the image weighting masks in Figure 4).
cate that these regions perform as well as utilising the
entire image for place recognition, giving insight into the
best placement for limited field of view cameras. It has
also been shown that these regions potentially generalise
with results on a secondary dataset showing only a 16%
decrease in place recognition performance, whilst using
only 6% of the entire image.

5.1

Future work

Future work will address expanded testing to see how
well the results generalize beyond road-based datasets.
It is expected that the results will not generalize to completely unconstrained motion in 6 degrees of freedom,
but there are a wide range of intermediate applications
in mobile robotics where robot trajectories tend to be
somewhat constrained to path-like environments, such
as an indoor office environment mobile robot.
Further work will seek to develop online salience learning during a run, i.e. identifying salient regions with
no prior training, using loop closure information as it
becomes available. This will allow a system to learn
the salient regions within an environment while actively
traversing the area. We will also investigate combin-

Figure 7: Pike’s Peak Dataset (a) Sample frames from
a frame sequence that was correctly matched using the
top weighted (as given by the UCS) single region but
not the most lowly weighted region. Like the Eynsham
dataset, the results make intuitive sense. The forward
facing horizon section (b) of the dataset contains recognizable imagery, whereas the sideways top region (c)
contains only sparse sky.

ing image region salience with the feature-based salience
(such as FAB-MAP uses). This is possible due to the
flexible encoding and online nature of LCS, which are
only now being applied to the SLAM problem [Williams
and Browne, 2012].

Proceedings of Australasian Conference on Robotics and Automation, 3-5 Dec 2012, Victoria University of Wellington, New Zealand.

References
[Bacardit et al., 2008] J. Bacardit,
E. BernadoMansilla, M.V. Butz, T. Kovacs, X. Llorà, and
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