Terrain Toe and Crest Feature Detection and Labelling for
Autonomous Mining
Johan Norberg
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Abstract
This paper is concerned with the development of
a method to detect and label specific features in
terrain models for applications in autonomous
mining. In the context of mining, the key features of interest are edges known as toes and
crests. These are important features in open-pit
mining since they provide a way to verify the
current shape of the mines. A combination of
clustering and classification is used to detect and
label these regions. k -means clustering is used
to group similar regions together with respect
to the inclination. The edges to these regions
are then located. Finally, the located regions
are classified using a support vector machine
trained with a number of manually classified
edges to belong to the correct class. Data gathered from a production iron ore mine in Western
Australia is used to demonstrate the proposed
method for detecting features of interest. The
results show that most edges are successfully
found and the classifier is able to identify the
toes and crests correctly.
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Figure 1: An overview of the terminology used in openpit mining. θs is the overall pit slope angle, hb is the
bench height and hw is the bench width.

Introduction

This paper is concerned with the development of a method
to detect and label specific features, known as toes and
crests, in terrain models of open-pit mines. These features
are important in open-pit mining since they provide a
high level description of the terrain and provide a way to
verify the correct and safe shape of the mine geometry.
This paper contributes towards research in the automation of information processing and flows in large scale
autonomous mining. It is anticipated that significant
benefits may be obtained by automating information processes and information flows such as terrain and resource
surveying and mine and vehicle planning. This includes
the integration of both existing and new information systems and processes and the embedding of best practices

Figure 2: Photo from an iron-ore mine in Australia’s
Pilbara region showing parts of a typical open-pit mine
with benches, crests and toes.
in autonomous systems. This automation of the information processing is complementary to automation in
physical domains such as drilling, blasting, excavation
and transport.
Our previous research addressed the modelling and
analysis of the mining environment and terrain [Vasudevan et al., 2009]. Many different methods exist today to
perform this. Traditionally, this has been done by the

surveyors who manually measure the mine. However, the
introduction of new technology and sensors has potential
to improve this process.
This paper addresses the detection and labelling of important features after the environment has been modelled.
The ability to automatically detect specific features in
the terrain allows faster and more accurate labelling than
is possible by manual labelling. One such feature which
is of great importance in mining environments are mine
benches and especially the edges to these regions known
as toes and crests.
Toes and crests are important features in open-pit
mining as they provide a high-level description of the
terrain. This then provides a way to verify the current
shape of the mine with a predefined plan. In particular,
they can be used to verify that the pit and face slopes meet
safety specifications. This is important since a wrong
shape of the walls could potentially result in a dangerous
collapse of the slope. Identification of the benches can
also assist with tasks such as vehicle guidance, drilling
and blasting.
The goal is to detect and classify the parts of a mine
known as toes and crests. An overview of the terminology
used in open-pit mining is provided in Figure 1. A bench
is a horizontal surface between two bench faces. The toes
and crests are the edges where the bench and the bench
face meet. In reality, the benches are not necessarily
flat, but can be both uneven and vague. ‘Edge’ is used
throughout the paper as a general term for crest and
toe. Figure 2 shows a view of a typical open-pit mine.
The benches are in this case very distinctive with clear
indications of where the toes and the crests are located.

1.1

Related Work

The toe and crest features which are detected in this paper are superficially related to edge detectors commonly
employed in image processing. Edge detectors cannot
however, be directly applied to the problem in this work,
since the toes and the crests are not located in the positions found by general edge detectors. The toes and
the crests are more closely related to changes in gradient
rather than changes in value. The toes and crests are also
often vague which would make edge detection methods
hard to adapt for the case here. A review of the basics behind edge detection as well as descriptions of the different
methods can be found in [Marr and Hildreth, 1980], [Peli
and Malah, 1982] and [Jain et al., 1995]. One popular
algorithm is the so called Canny edge detector, [Canny,
1986].
An alternative approach, which is used in this paper,
is to segment the field into different regions with similar
properties. [Ramos and Muge, 2000] used k -means clustering together with genetic algorithms to group areas
with similar colour. For grey scale images, the gradient

can be used for segmentation. This is used for example by
the watershed algorithm, [Mangan and Whitaker, 1999].
[Pradeep et al., 2008] uses a similar method as in this
work, but to locate steps in staircases. The normals to
an estimated surface are calculated from data gathered
by a stereo camera. Clustering is then performed on the
normals to locate the steps.
After interesting features are detected, they often need
to be classified. Classification is a machine learning
technique in which objects are classified to belong to a
specific class. The different classification methods can
be divided into two categories: non-learning based and
learning based.
Learning based classifiers, also called supervised classifiers, require a set of training data to learn the classifier’s
parameters. One popular learning based classifier used
in this work is support vector machines, and it has for
example been used by [Wang and Hu, 2002] and [Bosch
et al., 2007] to classify images. [Song and Civco, 2004]
used support vector machines to classify extracted regions from satellite images as either road or not road.
A comparison between different methods, both learning
and non-learning based, and their performance on different datasets has been performed by [Walt and Barnard,
2007].

2

Toe and Crest Detection

This paper addresses the detection and labelling of important features after the terrain environment has been
estimated, as described for example in [Vasudevan et al.,
2009]. A height map is input, given as a 2D-grid with
the elevation provided at each grid point. A measure of
uncertainty of the elevation is also provided.
The objective for the method described here is to mark
labelled curves corresponding to the toes and crests on
the terrain. This paper refers to the toe and crest features
collectively as edges. The edges should be marked in such
a way that they are independent of the underlying surface
representation and scale.
For this problem, two approaches are possible. The first
approach is to create and train a classifier that operates
on the estimated terrain surface and classifies every point
as toe, crest or neither. It would then group the classified
locations together so they build up continuous regions.
The second approach works in reverse by first trying to
extract all edges that are of interest and then classify
only these regions.
In this work, the second approach is used. The first
approach would require a classifier that is very good
at separating the three classes, especially the non-edges
since this class would be in the majority. Classified edges
and toes must then somehow be connected so they form
continuous regions. The second approach would, on the
other hand, require a relatively simple classifier since
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(a) An example of a wall segment in one dimension. The
arrows are the calculated normals that are used together
with the position to group the different regions together by
clustering.
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(a) The gradients of the located edges used for classification
of the toes and crests.
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(b) View over “cluster space” after the angle of the normals θ
and positions x have been clustered together. The flat regions
can be distinguished since they have a low value of |θ|.

Figure 3: An example of an ideal mine segment in one
dimension. The normals are calculated and used with
the position to group the different regions together.
it does not need to be able to filter out regions that
obviously are not edges.
The implementation in this paper uses segmentation
together with an edge detector and a line tracing algorithm to detect all possible toes and crests found in the
estimated surface. The traced lines are then classified
using a supervised classifier that is trained with manually
classified edges. An overview of the algorithm can be seen
in Figure 5 and further details on the implementation
can be found in Section 3.
The idea is to cluster the data using the surface normals
and positions to extract flat regions. The contour to these
regions can then be found by an edge detector which in
turn is traced into lines. An ideal region of a mine in a
one dimensional case can be seen in Figure 3 where the
flat regions can be found by clustering on the angle of
the normal and position.
To classify the detected edges, the gradient to the
possible edges is used as input to the classifier. Figure

1
s1

2

(b) Gradients plotted against each other in a “classification
space”. The toes and the crests become separable which makes
it possible to use support vector machines for classification.

Figure 4: Classification on the detected edges. The
gradient is used to classify the detected edges since toes
and crests are separable in “classification space”.
4 continues the previous example in one dimension by
classifying the detected edges as a toe or crest using the
gradient.
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Implementation

The toe and crest detection is split into two different
steps: locating all possible edge lines and then classifying
them as toe, crest or neither. The process of locating the
possible edge lines consists in turn of a number of sub
steps. An overview of the different steps in the algorithm
can be seen in Figure 5.
The first step in detecting possible edge lines is to find
the benches of the mine. This is done by segmenting the
model into a number of regions with similar properties
and then extracting the flat areas. These flat areas are
smoothed to remove possible gaps or uneven edges and
then the edges are detected using the Canny edge detector.
After the edges are located, they are traced into lines.
The last step is to classify the located lines as either
crest, toe or neither. This is done using support vector

Calculate normals

Cluster data and
group regions
Detection

location p̄i and the surface normal n̄i . Both of these
vectors are calculated at all locations in the input grid
and a stacked and scaled vector v̄i , becomes the input
to the clustering algorithm. Since the Euclidean norm is
used, the relative scale of the vector components matters
and therefore the components of the input vector need
to be scaled,
v̄i = [α pxi , α pyi , α pzi , β nxi , β nyi , β nzi ]T .

Extract edges
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Figure 5: An overview of the toe and crest detection
method. The estimated surface is segmentated to extract
all flat areas and these flat areas are then used to detect
possible edges. The detected edges are finally classified
as a toe crest or neither.

The clustering outputs a set of clusters, where all
points in a cluster have similar terrain inclination and
location. The algorithm next seeks the relatively flat
‘bench’ regions, since the toes are crests are located on
the borders of the benches. These bench regions are identified as having a horizontal inclination, which is found
using cos(θc ), the average cosine of the angle between the
surface normal and the vertical z-axis. This is calculated
for each cluster c using the dot product between the
surface normal and the z-axis unit vector:
avrc = cos(θc )
avrc =

machines [Lee and Verri, 2002; Burges, 1998] that are
first trained with a number of manually classified lines.
This work uses a terrain model estimated by using
Gaussian Processes, but any representation for the terrain estimation could be used, providing it can output
a regular grid of elevation estimates and uncertainty.
Gaussian Processes are a non-parametric probabilistic
approach to regression that incorporate the properties
of the sensors used in collecting the data into the model
[Vasudevan et al., 2009].

3.1

Segmentation

In order to locate flat areas in the estimated surface, areas
with similar inclination are grouped together by performing clustering on the input data. Clustering [MacKay,
2002] is a method to partition n vectors into k different
subsets or clusters so that similar objects belong to the
same cluster. The similarity of the objects is determined
by some kind of distance measure. A clustering algorithm
tries to group the different objects so that the similarity
of object in different cluster is minimized and the similarity of objects in the same cluster is maximized. In this
application, k -means clustering is used which is is one of
the more popular clustering techniques, mainly due to
its simplicity and ability to handle large datasets [Larose,
2005].
The input is the terrain estimate, a grid in the xyplane with the corresponding elevation and uncertainty
estimated at each grid point. This data is clustered
into areas that are similar based on two properties: the
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where Nc are the number of data points in cluster c. The
bench regions are defined by a large mean cos(θc ) which
are extracted by thresholding on the values avrc .
The flat bench regions are then formed into white
regions in a grayscale image for the subsequent edge
detection processing.

3.2

Edge Detection

The located flat bench regions from the segmentation are
often not very smooth. In order to make them smoother
and remove missing areas inside the regions they are
blurred by a Gaussian filter [Jain et al., 1995]. This
output is a smoothed map of the bench areas found in
the segmentation step.
The edges of the filtered regions are then detected using
the Canny edge detector [Jain et al., 1995; Canny, 1986].
The canny edge detector locates edges in four different
directions to determine the edge gradient and direction.
It assumes that edges should be a series of continuous
pixels. Non-maximum suppression is performed after
possible edges are located and edge tracing is done to
discard pixels that have produced large gradients but are
not part of an edge line.
This gives a binary pixelmap where all the possible
edges are marked. In order to further process the data
and classify the edges, they are formed into lines. The
edges are traced using an edge tracing algorithm, which
is further explained below, and line segments are located
and fitted for later classification.

Edge Tracing
The output from the Canny edge detector gives a binary
image, where possible edges have the value 1 and the
other pixels have the value 0. An edge tracing algorithm
is used to connect the possible edges from this image into
a set of lists where each list consists of the pixels in that
line. This is summarised in Algorithm 1. The operator
neighbour(p) in the pseudo-code checks all pixels adjacent
to p and returns one neighbour pixel.
First, all pixels in the input image are marked as ‘not
visited’. The input pixels are then looped though and if
an edge that is not visited is found, a neighbour list is
created and the current pixel is marked as ‘visited’. From
the initial pixel, a non-visited edge pixel is located and if
found, that pixel is set as the current pixel and added to
the list. The next non-visited pixel is then located and
the process is repeated until no more pixels can be found
and the current neighbour list is returned.
The output of the edge tracing is a set of lists where
each list consists of pixels that are neighbours on an edge.
Algorithm 1 Edge tracing
Require: Binary input image M
1: Mark all pixels in M as not visited
2: Initialise an empty set of pixel neighbour lists, R.
3: for every pixel p ∈ M do
4: if p not visited and p is edge then
5:
Create new neighbour list G
6:
Store p in G and mark p as visited
7:
while neighbour(p) not visited and neighbour(p)
is edge do
8:
p ← neighbour(p)
9:
Store p in G and mark p as visited
10:
end while
11:
Store current list G in R
12: end if
13: end for
14: return set of pixel neighbour lists R

Line Fitting
After the edges are found and traced, lines are fitted to
them with a minimum length δl . Each pixel neighbour
list that is longer than δl is looped through and a line is
calculated between every δl coordinates and then saved.
If the angle between the newly created line segment and
the first line segment differs by more than αd degrees,
then a new line list is created. This is to prevent lines
that contain both crests and toes from being created.
This is summarised in Algorithm 2.
A value of αd that worked well on the data set used in
the experiment was 70◦ . The parameter δl can be used to
control the smoothness of the fitted lines. δl = 2 is used

for the experiments as it gives a line with short segments
that follows the edge closely.
Algorithm 2 Fit lines to pixel neighbour lists
Require: Set of pixel neighbour lists R = {G1 ,· · ·, Gr }
1: Initialise an empty set of line lists S
2: for i = 1 to r do
3: if length(Gi ) ≥ δl then
4:
Create new line list L
5:
for j=1 to length(Gi ) − δl step δl do
6:
Create line, l, between element j and j + δl in
Gi
7:
if j == 1 then
8:
lfirst ← l
9:
else
10:
if angle between lfirst and l is bigger than αd
then
11:
Store current line list L in set S
12:
Create new line list L
13:
Store l in L
14:
lfirst ← l
15:
else
16:
Store l in L
17:
end if
18:
end if
19:
end for
20:
Store current line list L in set S
21: end if
22: end for
23: return set of line lists S
The output of the line fitting is a set of lists of line
segments.

3.3

Classification

The classification stage uses support vector machines to
classify the line lists into one of three classes: toe, crest
or neither. The data points used for classifying a line to
its corresponding class is a five-dimensional vector.
For each line segment l in the xy-plane, an orthogonal vector ¯l⊥ is calculated and sampled at four points
p̄−2 , p̄−1 , p̄1 , p̄2 , two on each side of the line segment.
They are calculated on the projected xy-plane according
to
p̄i = ¯lend + i δ ¯l⊥ ∀ i ∈ {−2, −1, 1, 2},
(4)
where the end point on the line l is denoted ¯lend and δ is
a constant that determines the distance from l that the
points are sampled at.
The segments in 3D-space between the points: p̄−2
and p̄−1 , p̄−1 and ¯lend , and the corresponding segments
for p̄1 and p̄2 are calculated, as shown in Figure 6. The
derivatives, k−2 , k−1 , k1 , k2 , of these four segments together with the uncertainty u from the Gaussian Process

regression at the point lend , are five values that are used
as the input, t̄, to the SVM model.
t̄ = [k−2 , k−1 , k1 , k2 , u]

T

(5)

p̄1 p̄2

¯lend

k1 k2

k−1

Figure 7: The point cloud from an Australian iron ore
mine.

p̄−1
k−2
p̄−2

Segmentation
Clustering and extraction of interesting regions is first
performed and then the edges are located. Line segments
are then traced from the edges and the result overlaid on
the previously estimated surface can be seen in Figure 8.

Figure 6: The values used for calculating the input
to the classifier shown on a section view. ¯lend is one
end point to the traced line segment found at a possible
location for a toe or crest.
Each end of each line segment in the line list is classified
independently and a voting strategy is used to classify
the whole line list. Each classification increases the vote
by one for the corresponding class. The class with the
most votes is chosen as the class for the whole line list.

4

Mining Applications

To verify the toe and crest detection algorithm described
above, a dataset from an Australian iron ore mine was
used. This data set was gathered by a single scan consisting of roughly 530 000 points spread over an area of
1860x511 m2 . The difference in elevation between the
lowest and the highest point is around 200 metres.
The dataset has many different features such as walls
with benches of different sizes and both small and large
scale regions. A large part of the dataset only contains
sparse data. The scan was taken in the bottom of the
mine and a plot of the point cloud can be seen in Figure
7.

4.1

Experiments

A surface was first created using Gaussian Process estimation using the method described by Vasudevan et al.
[2009]. The output from the estimation is a height map
consisting of a grid with 800x800 points.

Figure 8: The extracted lines from the edges found in
the height map. The lines are drawn on the estimated
surface.
By visually inspecting the images, we can note that
almost all interesting edges are correctly identified and
most of them have a correct position. Some exceptions
are found in the right side of the image on the wall, where
some edges are not found. A possible explanation is that
the input data is very sparse in this area and therefore,
the estimated surface has a high degree of smoothing
which makes the benches very unclear. A lot of edges are

also erroneously found in areas with high uncertainties.
In Figure 8 this can for example be seen in the upper
parts. This is mostly due to the discontinuities located
in these areas since this creates many flat regions with
sharp edges. The discontinuities are caused by a local
windowing approximation in preceding terrain estimation
step, as described in [Vasudevan et al., 2009]. However,
the uncertainty of the underlying terrain is available, so
it is possible to reject edges found in highly uncertain
terrain. Overall, the relevant edges in well observed
terrain are correctly identified and located. The edges
are next subjected to classification.
Classification
To test the classification of the lines found, a number
of random lines were first classified manually as either
crest, toe or neither. The resulting training data is 1174
five-dimensional vectors that are used to train the SVM.
Different parameters were iterated through and evaluated
by using 10-fold cross validation during training to estimate the parameters in the SVM model. The parameters
with the best cross validation fit were selected for use on
the whole dataset.
Two kernel functions were evaluated: a linear and a
radial basis kernel. Results from training the SVM can
be seen in Table 3. A polynomial kernel of order 3 was
evaluated as well, but it was neither the simplest nor the
most accurate.
Predicted
Neither Crest
Actual

Neither
Crest
Toe

337
43
9

55
212
4

Toe
12
19
483

Table 1: Confusion matrix from cross validating the
training data using a linear kernel.

Predicted
Neither Crest
Actual

Neither
Crest
Toe

387
16
2

14
251
8

Toe
3
7
486

Table 2: Confusion matrix from cross validating the
training data using a radial basis kernel.

with 92 % and 88 % cross validation fit respectively. Confusion matrices for the linear and radial basis kernels are
provided in Tables 1 and 2. The confusion matrices show
information about the predicted and actual classifications
done by the SVM.
The output of the trained model when classifying the
whole dataset consisting of 6944 data points can be seen in
Figure 9. The performance is similar among the different
kernels as even the linear kernel provides very good results
and most crest and toes are correctly identified. Since the
final output is similar among the three kernels, the linear
kernel is chosen as the final choice due to the simplicity
of the model. Some lines, especially in the upper parts
of the figures, are classified as toe or crest when they in
fact should be neither.

5

Conclusion

This paper has described a method to detect and label
specific features in a mining environment; in this work the
features are toes and crests commonly found in open-pit
mines.
The edge detection method proposed also performs well
on the terrain, especially in areas where a lot of sensor
data is available. In regions where only sparse sensor
data is collected, edges can be detected erroneously.
The classifier is able to identify most toes and crests
correctly, but some are labelled incorrectly. This is once
again mostly in areas where only sparse sensor data
is available, and it is possible that a future real world
system would have a more complete representation of the
terrain before the edge detection is performed. To use
this algorithm as a replacement for manual classification
would probably need some more work, mostly since the
number of false positives is quite high in uncertain areas.
Further work could thus be to improve the detection
steps to further reduce the number of false positives.
This method also requires a few parameters to be
chosen, and in the current implementation they require
some manual input. A future study could investigate the
possibilities to learn these parameters from the data to
produce a fully automatic system.
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