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Abstract
Loop closing is a vital component for mobile
robot navigation without a priori information
of the environment, since the mobile robot has
to explore, build and at the same time maintain a globally consistent map. Moreover, it
allows the mobile robot to recover from positional drifts due to errors associated with
sensor measurements once loop closing is performed. In this paper, an active loop closing
detection and validation system for a fully autonomous vision-based mobile robot performing topological SLAM is presented. It integrates an appearance-based mapping and localization system with the path planner to achieve
an active loop closing system. This system does
not only detect loop closures but actively validates them by taking advantage of the tight
integration with the path planner. Experimental results conducted in a semi-outdoor environment validate the proposed system.
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Introduction

Literally, loop closing in the context of mobile robot navigation can be loosely defined as the act of closing the
loop by empowering the mobile robot with the ability
to recognize places that it is indeed revisiting in an explored area in its map after traversing the environment
for some time in such a manner that results in a loop-like
trajectory. For mobile robots without a priori information of the environment, traversing in a loop-like trajectory maximizes the area being explored and at the same
time directs it back to a previously explored location in
the map. In this manner, as the mobile robot returns
and performs loop closing, the accumulated errors in the
pose of the mobile robot and detected landmarks in the
environment, as a result of errors associated with sensor
measurements, can be partially rectified. This process
is advantageous for both the localization of the mobile

robot and in maintaining the global consistency of the
map. However, the problem of reliably detecting loop
closures is indeed difficult. Due to the vital importance
of this issue and its relevance in SLAM (Simultaneous
Localization and Mapping) systems, loop closure detection has gained a tremendous amount of attention in
recent years. Lately, the term loop closing is not only
used to describe the ability of the robot to perceive that
it is revisiting a location in its map after traversing in
a loop-like trajectory but has been used to describe the
ability of the robot to recognize that it has returned to
a previously explored location in general irrespective of
whether it is navigating in a loop-like trajectory.
We propose that a complete loop closing system
should be made up of three modules: (1) loop closure
detection, (2) loop closure validation and (3) system
restoration. Loop closure detection can be performed
in many ways depending on the type of sensors available on the mobile robot (i.e. producing range data,
visual data, etc). However, for a fully autonomous mobile robot, loop closure detection is more advantageous
in many applications if the mobile robot actively seeks
it. Once the mobile robot believes it is revisiting an explored location, it should then validate this loop closure
event regardless of whether a single or multi-hypotheses
framework is used. If validation fails, there should be
some means of reversing the decision of loop closure to
no loop closure in that particular time step, since modifications are made to the map and the mobile robot’s
pose when it commits to a detected loop closure. We
call this process system restoration.
This paper is an extension of the work described in
[Lui and Jarvis, 2010b]. The main focus of this paper
is to describe the strategy to achieve active loop closure detection, how to actively validate the detected loop
closure and finally, decide whether system restoration
should be performed for an autonomous mobile robot
performing topological SLAM. Nevertheless, the ideas
presented here can also be easily adapted to other systems building metric or hybrid maps. Having said that,

it is possible for systems to retain all information or to
maintain multiple hypotheses with the potential to retrospectively remove invalidated loop closures. For such
cases, some parts of the complete loop closing system
might not be applicable for such SLAM systems. For
completeness, a brief overview of the loop closure detection module and the entire system is provided.
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Hardware

Figure 1 shows the main research platform used in this
project. It is powered by a differential drive wheelchair
motor/gear set and is equipped with a Bumblebee stereovision camera, a Logitech web camera and a unique
omnidirectional stereovision system with a variable baseline. Omnidirectional images are produced using a
camera-mirror combination. A Canon Powershot S3 IS
camera is mounted and oriented in such a way that it
points vertically upwards, imaging the reflection on the
equiangular mirror designed by [Chahl and Srinivasan,
1997]. These camera-mirror systems are also known as
catadioptric vision systems and a pair of them are used
here for stereovision. In addition, these Canon cameras
are capable of producing still images with resolutions up
to 6MP and a live video stream at 30Hz with a resolution of 320 x 240. Lastly, the robot is equipped with two
laptops; a Dell XPS M1730 equipped with two Nvidia
Graphics Processing Units (GPU - 8800M GTX) and another entry-level laptop. The GPUs are primarily used
by the omnidirectional stereovision system.

Figure 1: Mobile Robot Platform: The Eye-Full Tower
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Related Work

Loop closure detection has recently gained tremendous
attention from the mobile robotics research community
in recent years. In the literature, there are many ways to
detect loop closures and they are largely dependent upon
the type of sensors available on the mobile robot. The
three main sensors used for mapping and localization are
laser rangefinders, sonar systems and cameras. Laser

rangefinders and sonar systems normally provide range
data, with those produced by laser rangefinders generally
being a lot denser as compared to sonar systems. Sonar
systems are capable of providing accurate locations of a
sparse set of corner and edge features but they are only
suitable for indoor applications (attenuation of ultrasonic signals in air is so severe that ranging much beyond
10m is unusual). Laser rangefinders, on the other hand,
are less restrictive and have been successfully applied to
outdoor applications. Nevertheless, loop closure detection is difficult when only range data is available, since
it relies on the physical structure of the environment in
order to distinguish one place from another. This eventually becomes an issue if the mobile robot is required
to traverse urban man-made environments where it is
likely that different places produce similar range data.
Of course, the gravity of this issue reduces as the effective measurable range of the laser rangefinder increases.
However, there is a limitation with respect to how much
this effective measurable range can be increased due to
health and safety concerns since laser rangefinders are
active sensors. Despite so, current state-of-the-art laser
scanners like the Riegl terrestrial scanners can range to
>800m and yet still being eye safe (although it is quite
costly as well). In addition, laser rangefinders emit active
energy which may result in possible interference and energy detection in military situations that may sometimes
be a disadvantage. Scan matching [Lu and Milios, 1997;
Diosi and Kleeman, 2005] is a popular technique for comparing laser range data and in a more recent work by
[Gränstrom et al., 2009], rotation invariant features are
extracted from the range data before scan matching is
performed in an attempt to improve the accuracy of loop
closure detection.
On the other hand, video cameras provide visual information that can be further processed to provide sparse
or dense range data. However, range data derived from
visual information, which satisfies the real time constraint, are not as accurate and consistent as compared
to laser range data. As such, visual loop closure detection techniques are normally appearance-based, matching the appearance model of previously seen locations
with the appearance model of the mobile robot’s current location. Appearance-based techniques are naturally suited to solving the kidnapped robot problem, perform multi-map merging and particularly the loop closure detection problem. In fact, the majority of recent
work in visual loop closure detection uses appearancebased techniques. For mobile robots without a priori
knowledge of the environment, the loop closure detection module has to differentiate between a new or previously seen location. For a previously seen location,
it has to determine which location in its map that is
being revisited. It is not until recently that a com-

plete probabilistic appearance-based loop closure detection framework was proposed [Angeli et al., 2008;
Cummins and Newman, 2008]. These works are based
on the bag-of-visual words paradigm which uses a combination of visual cues extracted from the image and
builds a visual dictionary. In addition, this approach
has been experimentally validated to be robust in a
large scale outdoor environment. Nevertheless, there
are other appearance-models such as the Fourier coefficients [Zhang and Kleeman, 2009], Haar wavelet coefficients [Ho and Jarvis, 2008], principal components
of an image [Kröse et al., 1999] and image histograms
[Ulrich and Nourbakhsh, 2000] which may be employed
as the appearance model. Unfortunately, these systems function more as image retrieval systems since
a priori knowledge in the form of a database of appearance models for respective locations in the environment is made available. Similarly, visual loop closure detection does suffer from perceptual aliasing and
severe lighting variations. This forms the motivation
for utilizing both structural and visual information in
the environment for reducing false positive detections
such as those described by [Ho and Newman, 2007;
Tungadi et al., 2010]. Besides, there is a biologically
inspired appearance-based SLAM system, known as RatSLAM [Milford and Wyeth, 2008], which has been shown
to work robustly at real-time speed generating a coherent map of a complex suburban road network.
As discussed previously, a loop closure detection system without active loop closing on an autonomous mobile robot is similar to trying to perform loop closing by
chance. This is due to the errors associated with sensor measurements which degrade the localization of the
mobile robot over time, affecting the reliability of the
system to direct itself back to possible loop closing locations. [Stachniss et al., 2004] and [Tungadi and Kleeman, 2009] have both incorporated active loop closing
into their hybrid map building systems (both topological and metric maps). However, the active loop closing
strategy proposed by [Stachniss et al., 2004] performs
loop closing only when the uncertainty in the mobile
robot’s pose becomes too large and detects loop closure
candidates if the shortest length between the current and
candidate node in the topological map is large whereas
the shortest length between these node locations in the
metric map is small. In this way, this is still not any
better than trying to perform loop closing by chance.
On the other hand, the strategy proposed by [Tungadi
and Kleeman, 2009] better fits into our definition of active loop closing since they apply the Voronoi Graph for
the generation of loop-paths and actively selects possible loop-paths for exploration. Finally, it detects loop
closure via laser scan matching.
Due to the ambiguities and inaccuracies of sensor mea-

surements and ambiguities present in the physical environment, it is difficult for a loop closure detection module to produce no false alarms without having to trade
off with more false negatives or delay in convergence.
This is where active loop closure validation comes into
play. An active loop closure validation module does not
only validate the loop closure event based on information collected from the past to present but also attempts
to proactively gather more evidence in the future if required. If sufficient new evidence leads the system to believe that the loop closure event is indeed a false alarm,
it should be able to reverse the effects of this decision
through a process we refer to as system restoration. Unfortunately, systems such as [Angeli et al., 2008; Cummins and Newman, 2008] validate a loop closure event
only based on the past and present information. Other
approaches such as those which maintain multiple hypotheses [Tomatis et al., 2002; Beevers and Huang, 2005;
Tully et al., 2009] are able to gather more evidence before committing to accepting a loop closure event but
are lacking in an active loop closure validation strategy. The problem with a multiple hypotheses framework
without an active loop closure validation strategy is the
the exponential increase in the total number of hypotheses it has to maintain as more loop closure events are
yet to be validated. The approach presented in this paper is a complete loop closing system which performs
active loop closing, maintains a single hypothesis and
validates it by proactively gathering more evidence in
the future if required and the decision for accepting the
loop closure event if it fails the validation. Experiments
are conducted on a fully autonomous mobile robot in a
semi-outdoor environment.
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System Overview

This is actually an extension to the work presented in
[Lui and Jarvis, 2010a; 2010b]. Nevertheless, a brief
overview of the core components of the system is provided below for completeness. For more information,
please refer to the abovementioned papers.

4.1

Visual Odometry

The visual odometry system developed for the mobile
robot can be classified as a direct image-based approach
which combines ground plane optical flow tracking and
an appearance-based panoramic visual compass technique. It assumes that the mobile robot is restricted
to pure rotation or straight line motion at any point in
time and provides a 3DoF motion estimate of the robot.
The real-time constraint is satisfied and motion is estimated by combining distance estimates calculated by
using a pseudo optical flow algorithm [Fernandez and
Price, 2004] with bearing estimates from the panoramic

visual compass [Labrosse, 2007; Scaramuzza and Siegwart, 2008] illustrated in Figure 2.

are registered with valid frontier headings that are yet
to be explored. A nodal propagation technique [Jarvis,
1992] is used to find the path back to the selected node.
Since the path planner is now tightly integrated with the
proposed loop closing system, this topic will be revisited
again later in this paper.

4.5
(a) Optical Flow

(b) Vis. Compass

Figure 2: Visual Odometry

4.2

Reactive Obstacle Avoidance

The disparity maps returned by the Bumblebee stereovision system are used to create a reactive obstacle avoidance system on the mobile robot. It determines whether
the mobile robot should be avoiding an obstacle should
it be getting too close to one and ignores any preplanned
paths based on the compressed 1D disparity map, where
each element of this 1D map is the maximum disparity
value of each column in the original 2D disparity map.

4.3

Omnidirectional Stereovision

The GPU-based omnidirectional stereovision system allows the mobile robot to perceive its surroundings. The
output is a 3D voxelated environment illustrated in Figure 3(a) which is eventually compressed into a 2D local
grid map where frontier headings [Yamauchi, 1997] are
extracted to provide the system with traversable directions.

The topological map built by this system relies on the
visual odometry information in order to establish the
spatial relationship between nodes in the map. The mobile robot has no a priori information of the environment
and each node in the evolving topological map contains
information of its global 2D location, global heading of
the omnidirectional image registered to the node and an
estimation variance (initialized with variance of previous
node plus 6% of distance travelled). The initial position
of the mobile robot is assumed to be at the origin of the
global coordinate system with its current heading initialized to 0o and a variance of 0. Each node in the map is
also associated with an appearance model of the location
and a global relaxation algorithm [Duckett et al., 2000]
is employed in order to maintain its global consistency.
Relative metric information is recovered when it commits to a detected loop closure via a RANSAC procedure
which determines the best transformation matrix. The
transformation matrix parameters are calculated using
a closed form solution to the least squares estimation of
two 3D point patterns [Umeyama, 1991] with the two 3D
point patterns generated using SURF correspondences
[Bay et al., 2008] and 3D information from the omnidirectional stereovision system. The relative orientation is
recovered using the difference between locations of SURF
correspondences to yield more reliable estimates.
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(a)

(b)

Figure 3: (a) 3D Voxelated Env. (b) 2D Local Grid Map

Path Planner

Based on the frontier headings extracted from the 2D local grid map (Figure 3(b)) and the location of the nodes
in the topological map, the path planner decides the
next course of action. Paths are planned using Distance
Transform [Jarvis, 1993] from the location of the mobile
robot to the selected frontier heading [Yamauchi, 1997]
in the 2D local grid map. If no frontier headings are
valid for exploration at the current location of the mobile robot, it searches for existing nodes in its map which

The Loop Closing System

The proposed loop closing system consists of three modules: loop closure detection, loop closure validation and
system recovery. In this section, each module is thoroughly described with the emphasis on how active loop
closing is achieved, validated and how to decide whether
system restoration is necessary.

5.1
4.4

Topological SLAM

Loop Closure Detection

Overview
The loop closure detection module uses image signatures
created by decomposing unwarped omnidirectional images using the standard Haar decomposition technique
as the appearance model for each node in the topological
map. The Haar wavelet has been experimentally validated in [Ho and Jarvis, 2008; Lui and Jarvis, 2010b] to
be robust for use in indoor, semi-outdoor and outdoor
environments. The system described in [Lui and Jarvis,
2010b] ranks the scores in ascending order and selects

the top S candidates which have a score less than the
threshold TS (a lower score represents a better match).
Each loop closure hypothesis is subjected to a number of
validations using information available at present, such
as the number of SURF correspondences, and a check
that the Euclidean distance between the location of the
matching candidates with the current location of the
mobile robot to be less than its current variance value
(measure of uncertainty in its position). Relative metric information between nodes is then recovered from
those qualifying candidates using the method described
in Section 4.5 and the final candidate is chosen by selecting the one with the minimum Euclidean distance. This
final candidate is only accepted as a valid loop closure
event provided that it has a Euclidean distance of less
than TD . We refer to this as the rank-based framework.
On the other hand, we have also demonstrated the
integration of the Haar wavelets in a probabilistic loop
closure detection framework in [Tungadi et al., 2010] for
a multi map merging system. This modified probabilistic framework is based on the work of [Angeli et al.,
2008] and its state transition model and likelihood voting scheme are refined such that it can be easily adapted
to systems requiring different convergence speeds and
allowing the developer to decide what is deemed as a
discriminative score (depending on the underlying appearance model being used and its image similarity metric). The system described in [Tungadi et al., 2010] has
been tuned specifically for it and can be easily adapted
for this work. If this probabilistic framework is used,
it returns a single candidate if loop closure is detected
and the same validations as described for the rank-based
framework are applied to this matching candidate.
Once the final candidate passes these validations
(based on past and present information), the system
commits itself to the loop closure event. In this case,
the system goes into the correction phase where the relative metric information between nodes recovered is essentially used to correct the mobile robot’s pose and the
global relaxation algorithm is iterated for 20 times in order to maintain the global consistency of the topological
map.
Active Loop Closing
Active loop closing is achieved through a tight integration with the path planner. There are two factors to consider; (1) loop size and (2) target loop closing location
selection. Loop size is affected by (a) the type of map
built by the system, (b) accuracy of the mobile robot’s
localization system, (c) the type of sensors used for loop
closure detection and of course, (d) physical restrictions
imposed by the structure of the environment.
For a metric mapping system which provides an option to select any loop size (where the size of the loop

is measured by the total distance required to complete
the loop), the loop size can be determined by balancing two factors; (i) maximizing the area being explored
and (ii) minimizing the uncertainty in the mobile robot’s
estimated pose for the navigation system to reliably direct the mobile robot to its intended target loop closing
location. At times, these two factors conflict with one
another depending on the effective range of the employed
sensor since the amount of overlap between sensor measurements in the outgoing and returning paths of the
loop should be minimized (assuming that this effective
range is where uncertainty in sensor measurements is
low). If the resulting loop size is too large, it directly
affects the ability of the mobile robot to find its target
loop closing location. However, whether the area being
explored is being maximized does not depend on the effective range of the sensor alone but also the structure
of the environment. As such, given the option to select
from a range of fixed loop sizes or the flexibility to pick
any loop size, a higher priority is given for increasing the
likelihood of the mobile robot to return to the intended
loop closing location. For the active loop closing system
described by [Tungadi and Kleeman, 2009], where the
Voronoi Graph is used, loop-paths are generated (implicitly addressing the problem of target loop closing location selection) and executed in such an order so that
shorter loop-paths are executed first, if available, before
attempting longer loop paths such that a more globally
consistent map is built. Loop-paths that are too short
are ignored and at times, when only long loop-paths are
available due to the structure of the environment, the
system has no choice but to attempt these loop-paths.
The definition of whether a loop-path is long or short is
largely dependent on the system.
On the other hand, topological mapping systems are
required to determine both the loop size and target loop
closure location selection. Similarly, loop size selection
is dependent upon whether the objective is to maximize
the area being explored or to reliably find the target loop
closing location. For appearance-based systems, the area
being explored is maximized when the loop size is chosen based on the minimum separation between images
where the employed appearance model can still function
reliably as a place recognition system. Assuming that
the minimum separation between images is small, the
loop size can also be kept small such that it increases the
likelihood of the mobile robot finding its target loop closing location. However, navigating in small loops drastically increases the total operation time unless a dense
topological map is desired. Nevertheless, this minimum
separation between images changes with respect to the
structure and texture available in the environment. Similar to metric mapping systems, our system selects a loop
size that is biased towards ensuring the reliability of the

mobile robot to find its target loop closing location. The
following describes the refined path planner, how the target loop closing node is selected and how it attempts to
find this target node.
There are three modes of operation in the refined path
planner: (1) active loop closing validation which will be
described later, (2) pure exploration and lastly, (3) the
active loop closing and exploration modes. The system is
always initialized to start in the pure exploration mode.
In this mode, the path planner selects any frontier heading extracted from the 2D local grid map as long as it is
unlikely to bring the mobile robot too close to an existing node in the evolving topological map. In addition, it
is a lazy algorithm in the sense that it is always biased
towards selecting a valid frontier heading which requires
the least amount of effort (i.e. the amount of pure rotational motion required such that it minimizes the change
in global heading). When the total distance travelled
by the mobile robot exceeds DI , which is measured via
the relative distance between each node inserted into the
topological map so far, the path planner switches into
active loop closing and exploration mode.
The objective of the active loop closing and exploration mode is to maximize the chances of exploring new
areas in the map while it attempts to direct the mobile
robot towards a target loop closing node. This target
node is selected based on the prospect of a more accurate relocalization of the mobile robot’s pose with respect to the target node’s global reference position and
orientation. Ideally, it tries to select the node with the
minimum positional variance. At the same time, it takes
into account whether the mobile robot is likely to reach
this target node based on the distance travelled so far
prior to detecting a loop closure event, DF , and a rough
estimate of how far the mobile robot is from this target
node based on the Euclidean distance.
Specific to this work, the average positional drift of
the visual odometry system used is reported as 5.64% of
the total distance travelled in a semi outdoor environment. Given that it is likely to detect loop closure if the
mobile robot is approximately 1.5m away from the actual location of the target node in the environment, the
total distance the mobile robot can travel prior to loop
closing, Dmax = 25m, given that the average drift is increased to 6%. DI is then set as 7m (0.25Dmax rounded
up to the nearest integer). The positional variances of
all nodes are then stored into a list, L, which is sorted in
i
ascending order and the Euclidean distance, DE
, from
the current location of the mobile robot to each node is
computed, where i is the index of the node in the list.
0
If DE
+ DF < Dmax , the selected target loop closing
node is the node in index 0 of the list, L. Else, a subset
of nodes, with positional variances less than half of the
mobile robot’s current positional variance from list L, is

stored into a new list H with its associated Euclidean
j
distances, DE
, where j is the index of the node in the
list H. Subsequently, if DF < Dmax , the first node in
list H (similarly sorted in ascending order according to
its positional variance value) which satisfies the condij
tion DF + DE
< Dmax is chosen or else H is sorted in
j
ascending order according to DE
and the first node in
index 0 is selected.
Once the target loop closing node is selected, the path
planner selects a frontier heading that avoids previously
explored locations in the map and at the same time directing it closer to this target node. Since the reactive
obstacle avoidance system might take over control of the
mobile robot when an obstacle is deemed too close to
the mobile robot, it has also been refined to intelligently
direct the mobile robot to move in a direction which is
more likely to bring it closer to the target node while
avoiding obstacles before the path planner resumes control of the system. DF is only reinitialized to 0 if a valid
loop closure event is found for the target loop closing
node or for any of of its immediate neighbours (neigbours
to the target loop closing node prior to committing to
the detected loop closure).

5.2

Loop Closure Validation

As described in Section 5.1, a number of validation tests
are applied to possible loop closure candidates using past
and present information. However, a complete loop closing system should proactively gather more evidence in
the future, to confirm and refute the earlier closure decision, if required. Our active loop closure validation
strategy can be illustrated using a simple example based
on the topological map in Figure 4.

Figure 4: Topological Map
Assume that at the current time, t, the mobile robot
is at node 15 in the topological map. It then decides
to travel in an arbitrary direction to a location which
creates an image that triggers the loop closure detection
module. The detected loop closure, LCt+1 , is matching
the current location of the mobile robot at time t + 1
to node 8 in the topological map. Assuming that the
mobile robot is indeed at node 8, sequences of paths
(i.e. 7-6-5, 7-3-4, 7-3-2, 9-7-6 and 9-7-3) can be generated. LCt+1 can thus be validated as true if any of

these sequences can be executed in order with the loop
closure detection module robustly matching the mobile
robot to these nodes in the anticipated order. Each sequence should have the same number of nodes with the
first node being an immediate neighbour of the node in
the loop closure event LCt+1 (node 8 in this example).
In addition, these immediate neigbours are limited to
those which are prior to committing to the loop closure
event. Increasing the number of nodes in each sequence
increases the validity of the process but it also increases
the total operation time.
For our system, a simplified version of this strategy
has been implemented instead (active loop closing validation mode in the path planner). Our system stops and
captures an image every time the visual odometry system finds the current location of the mobile robot to be
more than x meters away from the previous node in the
topological map. If the loop closure detection module
matches the current location of the mobile robot with
node 8 in the topological map at time t + 1, the path
planner directs the mobile robot to the most convenient
immediate neighbour of node 8 (prior to committing to
the loop closure) which requires the least change in its
global heading. (1) If the matching node returned by
the loop closure detection module is located within a
distance of 1.25x meters (based on its topological relationship), this validates the loop closure event LCt+1 .
On the other hand, (2) if a match is returned and does
not satisfy the specified condition, system restoration is
performed. Otherwise, (3) if no matches are found, the
path planner directs the mobile robot to the next most
convenient node. This process is iterated for n number of
times and the matching node has to lie within a distance
of 1.25nx given that n ∈ (1, 3) for LCt+1 to be validated.
If no matches are found when n = 3, system restoration
is also performed since it is less risky to assume that no
loop closure has occurred when it cannot be validated
due to the possible damage it can inflict onto the map.
Referring to (1), as the matching node (a loop closure event itself) validates the loop closure event LCt+1
(node 8 in this example), LCt+1 also validates the matching node making it unnecessary to further validate it.
The proposed algorithm is actually recursive at times
if (2) occurs since the system would have to validate
the matching node. To determine whether a detected
loop closure requires further validation, some measures
need to be in place to describe the degree of uncertainty
of the detected loop closure. For the rank-based framework, this can be measured via the number of SURF correspondences whereas for the probabilistic framework,
a likelihood ratio test (min. Bayes risk [Radke et al.,
2005]) can be conducted in order to gauge the degree of
risk involved when committing to a loop closure as compared to no loop closure. This in fact describes how the

active loop closing validation mode in the path planner
is triggered.

5.3

System Restoration

The purpose of having the system restoration module is
to enable the system to revert to a previous state of the
system which has committed to a detected loop closure
when the decision of loop closure is subsequently overturned. This module has strong associations with the
loop closure validation module and functions analogous
to system restorations available on operating systems.
A restoration point is created whenever the loop closure
validation module requires further evidence to validate
the detected loop closure event. This restoration point
contains all the information deemed necessary (i.e. state
of the map, probability distributions). Assuming that
a loop closure event which requires further validation is
detected at time t + 1, a restoration point, Rt , that contains all the necessary system information at time t is
created. If the loop closure event is invalidated at time
t + 3, the system is firstly restored using Rt . This is then
followed by forcing the state of the system at time t + 1
to change from loop closure detected status to no loop
closure status. Subsequent inputs to the system at time
t + 2 and t + 3 are then reprocessed by the system again
but this time having the state at time t + 1 being no
loop closure detected. As discussed previously in Section 5.2, this process becomes recursive at times if the
loop closure event is invalidated by another loop closure,
requiring the system to perform active loop closure validation for this new loop closure event only if additional
evidence is required.
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Results and Discussion

Experiments were conducted in a semi-outdoor environment (Figure 5). The mobile robot was fully autonomous
and stopped at intervals of 1m to capture digital still images from the omnidirectional stereovision system; performed exploration, active loop closing and loop closure
detection and built a topological map associated to a
database of image signatures. Active loop closing validation is triggered when required and system restoration is
performed if necessary. As the robot executes its planned
path, it performs real time visual odometry and turns on
the reactive obstacle avoidance system. The rank-based
framework (TD = 1m and TS = −200) is used instead
of the probabilistic framework since it is expected that
the former produces more false detections. Loop closure
validation is required when the total SURF correspondences range from 20-35. Nevertheless, it is not the main
focus of this paper to compare the performance of these
frameworks. Instead, these experiments illustrate the effectiveness of the proposed active loop closing strategy,
loop closure validation and system restoration modules.

Figure 5: Semi Outdoor Environment
In the first experiment1 (Figure 6), the loop closure
detection module detects a loop closure event at t = 2,
LCt=2 , which matches the current location of the mobile
robot to node 0 in the topological map. Based on the
total SURF correspondences, the system decides that
further evidence is required. Using the proposed active
loop closure validation strategy described in Section 5.2,
it tries to validate LCt=2 . However, LCt=2 was invalidated by a loop closure event at t = 5, LCt=5 , which
then triggers it to perform system restoration. Figure
6(e) shows the state of the map being restored to the
state at t = 1, which is the state before LCt=2 is detected. It then forces the state of the system to change
from loop closure to no loop closure detected at t = 2.
Finally, LCt=5 , which invalidates LCt=2 can be seen in
Figure 6(h). LCt=5 does not require further validation
and the mobile robot continues navigation in the pure
exploration mode and switches to the loop closing and
exploration mode. Subsequently, it detects loop closures
at t = 14 (not shown here) and t = 15. Nevertheless,
0
+ DF < Dmax is still true, it
since the condition DE
attempts to perform loop closing at node 0 and reaches
its target destination at t = 16.
In the second experiment2 , the mobile robot is clearly
illustrated to be switching from pure exploration mode
to loop closing and exploration mode in Figures 7(a) and
7(b) and detecting its first loop closure at t = 13. The
mobile robot detects multiple loop closures throughout
its entire course of navigation and a subset of these loop
closures is shown at t = 14 and t = 25. All loop closures detected either do not require further validation or
had been validated. As such, system restoration is not
required in this experiment.
Using the plan view of the experimental area created
using stitched laser scans from a Riegl LMS Z420i terrestrial laser scanner, the ground truth for each node can
be recovered by going through the omnidirectional images one by one and utilizing the grids on the floor to
localize the mobile robot in the environment. Each cell’s
dimension in Figure 8 is approximately 60 x 60 ± 5 cm
in each dimension. The trajectory with white dashed
lines is the ground truth trajectory. The ground truth
1
2

Vid1: http://www.youtube.com/watch?v=JKWDhsLfgJs
Vid2: http://www.youtube.com/watch?v=4u5cBLzqitY

(a) t = 1

(b) t = 2

(c) t = 3

(d) t = 4

(e) t = 5 (Recovery)

(f) Recovery

(g) Recovery

(h) Recovery

(i) t = 15

(j) t = 16

Figure 6: Experiment 1

(a) t = 5

(b) t = 6

(c) t = 12

(d) t = 13

(e) t = 14

(f) t = 24

validation and system recovery. Active loop closing enables the system to detect loop closures regularly in order to maintain a globally consistent map and recover
from errors in the mobile robot’s pose estimate accumulated over time. The proposed loop closure validation
module, which consists of an active loop closure validation strategy, has been demonstrated in the experiments
to be useful for validating uncertain loop closure events
since inaccurate loop closures can severely damage the
map. The system has also been shown to be capable of
producing a good topological representation of the actual trajectory travelled by mobile robot autonomously.
This can be further improved by revisiting nodes in the
map (since the relaxation algorithm determines the position of the node based on where its neighbours think
it is). Although the omnidirectional stereovision system can combine multiple stereo pairs together and is
equipped with an automatic baseline selection system,
the baseline is remained fix in these experiments and is
left as future work.
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(g) t = 25

(h) t = 32

Figure 7: Experiment 2
trajectory has three different nodes; green node representing its starting position, yellow node representing a
normal node whereas an orange node represents that a
valid loop closure event has taken place. The following are node pairs (node numbers based on the ground
truth trajectory) which raises a loop closure event for
Experiment 1: 5-3, 14-10, 15-11 and 16-1 and Experiment 2: 14-1, 15-2, 16-11, 19-11, 26-21, 27-18, 29-17,
30-11 and 32-12. The topological map built by the mobile robot (trajectory with black lines) is properly scaled
and superimposed onto the plan view of the laser maps
in Figure 8.

Conclusion

In this paper, we proposed that a complete loop closing
system for an autonomous mobile robot should consist
of three modules; loop closure detection, loop closure
validation and system restoration. Problems specific
to each module have been thoroughly discussed where
some of the ideas presented can be easily adapted for
other systems. Nevertheless, a specific solution for an
appearance-based topological mapping system has been
proposed, discussed and successfully validated by experiments conducted in a semi-outdoor environment.
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