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Abstract
This paper presents a method of detecting
and tracking people from a moving panoramic
camera, such as one mounted on a mobile
robot. People’s appearances in panoramic images are trained using the Adaboost algorithm
working on an extended set of Haar-like features. A multiple target tracker is presented
that is able to track people over time based
on the Haar detections, weed out the false
alarms and maintain tracks despite missed detections. The tracker is able to maintain track
IDs through crossing tracks without the requirement of depth information.
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Introduction

This paper tackles the problem of finding and tracking people from a mobile robot using vision alone. In
a surveillance role, the robot needs to spot intruders
during its patrol of an environment, follow them and
eventually catch up with them so that their identity can
be established. The need for tracking people is not limited to surveillance applications. Any robot that shares
an environment with people needs to be able to track
them during navigation so that it can plan collision-free
paths around them. Given the robot’s start and desired destination positions on a map of its environment,
the distance transform algorithm [Jarvis, 1993] can be
used to find the shortest path through it without colliding with static obstacles. To avoid dynamic obstacles
such as people, the robot needs to detect and track them
so that it can plan its motion using the predicted positions of the tracked people one time step in the future.
Robotic assistants in a nursing home need to be able to
find and track the movements of the elderly. A robotic
tour guide needs to track people who are lost or in need
of assistance. Robots at home need to be able to track
the movements of residents whose instructions it needs
to carry out, possibly while physically following them.

The paper presents a multi-target tracking algorithm
that operates on the output of the person detector and
can simultaneously track multiple persons. The people
tracker uses as its input, a Haar-Adaboost person detection algorithm. The tracker analyses detections over
successive frames and is able to weed out the false alarms
and maintains tracks despite missed detections. Detections are connected across frames using the optic flow
for 6 points distributed evenly within the bounding box
of the detection. The magnitude of error in the optic
flow for tracks following humans is experimentally determined to be an order of magnitude higher than the
error for tracks that have latched onto false alarms. This
optic flow error is used to delete erroneous tracks. This
optic flow error measure is inspired by the “residual optic flow” measure of the Video Surveillance and Monitoring (VSAM) System [Collins et al., 2000] involving
a network of stationary cameras. The VSAM “residual
optic flow” measure was calculated as a summation over
all pixels in a moving blob, the difference between the
optic flow for that pixel and the net displacement of the
blob between two frames. The measure was used to classify tracks of entities detected from stationary cameras
as either human or vehicular, depending on the residual
optic flow of the track. It was expected (and confirmed
experimentally) that rigid objects such as vehicles had
a much lower residual optic flow than non-rigid humans.
In experiments conducted (section 4), we show that our
tracker is able to maintain track IDs of crossing people
without the need for depth information.
The rest of the paper is divided as follows: Section 2
discusses prior research on this subject, section 3 talks
about the person detector used, section 4 details the
multi-target tracker, section 5 discusses results from experiments conducted and finally, section 6 concludes the
paper.
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Literature Review

One of the methods of tracking people from a mobile
robot is to track entities that are moving. This is a

non-trivial task because it is difficult to segment out the
motion of people when the robot itself is moving. Approaches [Jung and Sukhatme, Mar 2004] and [Schulz
et al., 2003] have tried to model and remove the egomotion of the robot using vision and laser, respectively.
After removing the ego-motion of the robot, any motion
that remains is considered to be that of humans in the
vicinity.
Work done by [Jung and Sukhatme, Mar 2004] involves using a single forward-looking camera to track
people from a moving platform in an outdoor environment. Successive frames are registered using sparse optical flow to remove the apparent movement of objects
in the scene due to the ego-motion of the robot. This is
followed by frame differencing to extract the motion in
the image caused only by moving targets, and particle
filtering to track these targets. We have experimented
with this approach and found that it works well for image sequences where the person to be followed occupies a
relatively small part of the image. Conversely for tracking in enclosed indoor environments, the robot is often
in close proximity to the person to be tracked, who occupies a large fraction of its field of view leading to the failure of this method . The other major drawback is that
target motion is best picked out when it is in a direction perpendicular to that of the robot, which is rarely
the case when a robot is following a person. [Gandhi
and Trivedi, 2005] have performed ego motion compensation for a panoramic camera mounted on a moving car.
Again, optic flow is used to estimate the parameters of
a model used to register successive frames.
[Schulz et al., 2003] achieve ego-motion compensation
in a top-down view of the environment centred around
the robot as seen from a laser range finder. Laser scanmatching is used to register successive range images,
which are then differenced to reveal the positions of moving objects. These objects are then tracked using particle
filters.
The drawback with detection using ego-motion compensation is that the targets need to be moving to be
detected, and the targets need not be people. So these
methods track moving entities, and not people specifically.
[Zhang and Kodagoda, 2005] try and rectify this
by identifying moving regions as people. Laser scanmatching is used to register successive frames and identify moving regions. Laser segments define an area
of interest in the image which is searched for human
templates by a hierarchical template matching strategy.
This approach requires the construction of an extensive database of human sillhouettes at different distances
from the camera. In addition, the target needs to be visible to the camera in its entirety.
[Morate, 2005] also uses a combination of laser and

vision to track people from a stationary robot. Laser leg
segments are detected by using a combination of laser
frame-differencing and convexity measurement (searching for arcs where the average angle subtended by arcextremities lie between two thresholds). This gives a
number of candidate leg segments which are checked
by panning the camera to them and looking for skincoloured segments. Skin-colour segmentation is not very
successful in environments with wooden floors and doors.
Also, in panoramic images, the resolution of the exposed
(skin) segments of the body is too low to be able to be
used as features unless the person to be tracked is really
close to the robot and is facing the robot.
[Chakravarty et al., 2006] have experimented with
tracking and following a human target from a mobile
robot using a combination of vision and laser range sensing. The target’s legs detected in the laser as convex
arcs are modelled by using colour information from a
forward looking camera. The legs are then tracked using
a one-dimensional particle filter giving bearing information of the target with respect to the robot. Intermittent
recognition & tracking is possible using the learned visual model. However the problem with this is that the
robot needs to be stationary when the model of the person’s legs is acquired.
[Arras et al., 2007] use the Adaboost algorithm to
learn the appearance of legs in laser range images. Adaboost is used to build a strong classifier from a series of
weak classifiers or features, given positive and negative
samples of the pattern to be detected. [Zivkovic and
Krose, 2007], in addition to using Adaboost to detect
legs in range data, also use the algorithm to learn the visual appearance of upper, lower and the full human body
in panoramic images. People are detected as a constellation of different body parts in both the panoramic image
and the laser range scan. The relative location of parts
in this constellation is expressed as a Gaussian distribution whose parameters are learnt by using Expectation
Maximization (EM) on a set of training images on which
the part detectors are applied. Then, given any new image, and a set of detections of body parts in different
locations of the image, a Bayesian inference algorithm is
used to give, with a certain probability the position of
the person in the image.
[Schulz et al., 2007] also use Haar-like features and
Adaboost to train a classifier to identify human beings in
panoramic images. However, in addition, the classifier is
appended with a final stage that consists of a multi-layer
feed-forward neural network with local adaptive features
(NNLRF). The NNLRF is trained to identify the false
alarms of the boosted classifier. It is also more timeconsuming, but because it is used in the final stage of the
classification process, only few subwindows in the image
are subjected to it. The authors claim that the adaptive

features of the NNLRF is superior to the performance
of non-adaptive Haar-like features. The composite of
the boosted classifier and the NNLRF, called the Hybrid
classifier is also compared with a chamfer measure based
template matching of sub-windows in the image with
templates in a hierarchical database and is found to be
superior in performance.
[Gavrila and Munder, 2007] from Daimler-Chrysler
Research demonstrate the PROTECTOR system, which
detects and tracks people out to a range of 10-25 m in a
30 degree cone in front of a car. The system fuses data
from a number of consecutive modules: (sparse) stereobased ROI generation, shape-based detection, texturebased classification and (dense) stereo-based verification
which operate on a forward-looking stereo camera-pair
mounted in a car driving in an urban environment. The
combination of modules is shown to be superior to each
individual module and stereo is shown to outperform a
single camera. Detected individuals are tracked using
alpha-beta filters.
[Chakravarty et al., 2007] present a solution for detecting people as anomalies that depends on a visual routefollowing algorithm. Panoramic images are captured at
regular intervals and committed to memory while the
robot is manually driven along a particular route. These
images are then used by the robot to repeat the route autonomously. People are detected as visual anomalies that
were not present during the training run. Routes are not
repeated exactly and small deviations along the route
lead to large differences in images between the training
and autonomous runs. Two stereo correspondence algorithms are used to mitigate this problem and their
performances are compared with manually segmented
ground truth. The drawback with this method is that
it only works along pre-trained routes. Lighting changes
between the time the training images were recorded and
the time of people detection also mess up the anomaly
detection.
To summarize, techiques for detecting people from a
moving robot can be divided into 4 approaches:
1) Ego motion compensation to detect motion (in either the camera or laser images) of entities other than
the apparent motion of those caused by the movement
of the robot.
2) Pattern recognition, which can further be subdivided into 2 categories: A single classifier that detects
the person as a whole, or one classifier per body part
and the detection of a person as a constellation of parts.
3) Shape-based detection.
4) Detect people as anomalies.
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Haar-Adaboost for Person Detection

The Adaboost algorithm [Viola and Jones, 2001] is used
to train a classifier that consists of a weighted linear

Figure 1: Extended set of Haar features used as simple
filters (Image source: OpenCV manual).

Figure 2: A series of classifiers strung together to get a
cascade architecture.
combination of filters. It is an iterative process, where
in each iteration, the algorithm chooses from a set of
filters (Figure 1), picks the threshold for each filter and
the weight for that filter. Responses to the filters are
calculated as the difference between the sum of the image pixels under the white rectangles and the sum of
the image pixels under the black rectangles, normalized
by the difference in areas under the white and black areas, respectively. We have used the Adaboost algorithm
provided with the OpenCV computer vision library [Intel, 2000] that uses a cascade of classifiers with Haar-like
features. As part of the training process, a series of classifiers are strung together in a cascade architecture (Figure 2) such that simpler detectors (with smaller number
of features and faster output) are put ahead of more
complex detectors. The detection process involves applying the classifier to each region of interest (ROI) in
the image. For a positive detection, the ROI has to pass
through the full sequence of classifiers. Most ROIs are
rejected by the first few stages of the classifier and only
very few ROIs undergo the whole sequence. This speeds
up the detection process.
The classifier is trained with 700 manually segmented
positive samples of people in unwrapped panoramic images (Figure 3) and 1000 negative samples, randomly positioned in unwrapped panoramic images with no people.
The training takes about 1/2 hour. The training images
are selected from a panoramic video sequence in an environment different to that of the final test environment of
the system. The trained detector works on unwrapped
panoramic images of size 720x140 and outputs bounding
boxes circumscribing people in the image. The detector
works for people upto 5.5 metres away from the robot.

Figure 3: Positive samples used to train the classifier.

Figure 4: These images show the output from the HaarAdaboost person classifier. Smaller detections (red)
within circumscribing person detections (green) are removed from the final output of the classifier.
Sometimes when a person is very close to the robot,
his/her limbs get classified in addition to the whole body.
To rectify this, human-classified bounding boxes with
any of their vertices inside bigger bounding boxes are
removed from the final output of the classifier. This is
illustrated in Figure 4. In addition to the false positives within true positives, there are other false positives
scattered around the image. [Schulz et al., 2007] have
used an additional neural network trained on the misclassifications of the Haar-Adaboost algorithm to pick
out these false alarms. In contrast, we use a mechanism
in the tracking algorithm, described in section 4 to mitigate these false alarms. In experiments conducted (section 5), we encounter on the order of 1000 false positives
per sequence, and show that our multi-target tracker is
able to track people despite this high number of false
alarms.
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Tracking Mechanism

The tracker comprises of a bank of alpha-beta-gamma
filters tracking multiple targets, with one filter per tar-

get. Alpha-beta-gamma filters are simplified Kalman
filters with a time-invariant gain. The coefficients alpha, beta and gamma are constant gain values for the
filter’s position, velocity and acceleration components.
The Haar detections, which are bounding boxes over
areas of the unwrapped panoramic image classified as
people are the inputs to the tracker. A new filter is initialized on each new Haar detection provided that its
bounding box does not coincide with an already existing
track. The filter state xbt at time t includes the bounding box parameters (x, y, width, height) along with their
first and second derivatives. In addition, each filter contains the location of a set of 6 evenly distributed points
within the bounding box of the track (see Figure 5) .
The location of these points are updated using the pyramidal Lucas-Kanade (LK) sparse optic flow function in
the OpenCV library. This function calculates the coordinates of the 6 points on the current panoramic image,
given their coordinates in the previous image. They are
used to validate the Haar measurement closest to the
track, when one is present, or update the track in the
case of a missed detection. The colour cbt = (R, G, B) of
a point in the centre of the top-third of the target bounding box is tracked using an exponential decay function.
The number of consecutive times a track has not been
associated is stored in a variable called the track unassociation count. A sequence of variables that stores the
error in the LK optic flow of the 6 points for the past N
updates is also stored. An additional boolean variable
marks whether the track is human or not. Because of
false positives in the Haar detector, a track is not immediately marked as human. It has been observed that
the error in the LK optic flow, which is the difference
between patches around the original and moved points,
is consistently greater for tracks following people when
compared to tracks that have latched onto false alarms.
This is to be expected, because for a human, there is
local flow for the limbs which move independently of the
body. A point on the torso might be dragged out by
a moving limb, increasing the error measure of the optic flow. This larger magnitude of optic flow error for
a human track is contrasted with a non-human track in
Figure 6. If the error in LK optic flow exceeds a predefined threshold for all of the previous N frames, then a
track is determined as belonging to a human and it is
marked as such. This mechanism is used to successully
remove tracks that have been initialized on false alarms.

4.1

Data Association

The 6 points in the bounding box are propagated using
the LK optic flow function and this is used to set up
a validation gate for the Haar-Adaboost measurements
in the new image. A detection is gated to a track if at

least 1 of the optic flow points from the track are within
the detection. If there is more than one detection that
is gated to the track, then the detection with the lowest
Euclidean distance to the track in terms of colour is assigned to the track. A measurement already associated
to a track is not allowed to be assigned to any other
track.

4.2

Figure 5: The 6 optic flow points for a track

Track Initialization

A new track is initialized on each new detection from
the Haar person detector if it does not coincide with
a currently operating track. The track is initialized as
non-human.

4.3

Track Continuation

Track continuation comprises of two steps: Predict and
Update.
Predict
The position, width and height along with their derivatives for each track are predicted using the following
alpha-beta-gamma equations.
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Update
For each track, given the latest panoramic image, the
position of the 6 points within the bounding box of the
previous state of the track are updated using LK optic
flow method. Given two images I and J and a point
u
b = [ux , uy ]T on the first image, the LK optic flow finds
a point vb = u
b + db = [ux + dx , uy + dx ]T on image J
such that the following error (in image patches around
the two points) is minimized:

Optic flow errors over 20 frames for human and non-human tracks
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Figure 6: Optic flow error for 2 tracks over 20 frames on
a logarithmic scale. The human track has a much higher
magnitude error than the non-human track. This error
is used to suppress tracks that have locked on to false
alarms.

(4)
where the image patch is of size (2ωx + 1) x (2ωy + 1).
After update, it is checked if atleast one of the points
are within the bounding box of a new observation from
the Haar person detector. If the colour of the track and
the observation are within a threshold Euclidean distance, the track is updated with this observation. Alphabeta-gamma equations are used to update the position,
width and height of the track upto their 2nd derivatives.
−
xt = x−
t + α(zt − xt )

β
(zt − x−
t )
T
γ
(zt − x−
ẍt = ẍ−
t )
t +
T2
ẋt = ẋ−
t +

(5)
(6)
(7)

The colour is updated using the following update function.
ct = αzt + (1 − α)ct−1
(8)
b in equation 4 is totalled for all
The optic flow error (d)
the six points and appended to the sequence storing the
last N errors. If the last N values in this sequence are all
above a predefined threshold, the track is marked as human. Otherwise the track is marked as non-human (See
Figure 6 for difference in optic flow between human and
non-human tracks). Sometimes filters that were previously tracking a person get hijacked by false alarms. For
this reason, this test has to be done continually for each
track. Every time a track is updated, its track unassociation count is reset to 0. Once a track has been
updated, the position of the 6 LK optic flow points are
reset to their original placement (with respect to each
other) within the new bounding box.

4.4

Track Deletion

A track is deleted if its track unassociation count exceeds
a predefined threshold. Tracks active for greater than
N frames that are still marked as non-human are also
deleted.

4.5

Crossing Tracks

A clustering algorithm is used to cluster tracks based
on their distance to each other. Tracks closer than a
threshold distance are grouped together. When a group
is formed, the constituent tracks are not updated based
on association with measurements (which are likely to
be occluded and therefore spurious). Instead, tracks are
propagated using their velocities and acceleration priors.
When constituent tracks of a group are separated by
greater than a second threshold distance (slightly higher
threshold than the one which is used to form groups),
the group is deleted and tracks are updated as before.
This is based on the assumption that people occlude each
other for brief periods of time, during which their motion
remains unchanged. This technique handles occlusion
quite well in the absence of depth information, provided
people do not stop and interact with each other.
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Figure 7: Mobile robot used for the experiments
used to test the tracker’s performance in disambiguating
crossing tracks.
Figures 8 to 11 illustrate the performance of the
tracker over time for the 4 experiments. Each person’s presence in the sequence is shown using a uniquely
coloured bar. Solid sections of the bar indicate that a
track has latched onto the person. For example, in figure
8 (experiment 1), the black bar for person 1 is solid between frames 44 and 50, and then again through frames
57-286, indicating the times that the tracker has successfully tracked this person. The last row, with a solid
yellow bar indicates false tracks; tracks that have latched

Experiments and Tracker
Performance Analysis

4 panoramic video sequences captured by the robot (Figure 7) moving through the lab while people walked
around it are used to test the performance of the tracking algorithm. The first 3 sequences are each 419 frames
long and involve 3 people. For these, the robot is programmed to move at a constant velocity of 70 mm/sec.
The last sequence, 338 frames long involves a stationary
robot with 2 people walking back and forth in front of it
and repeatedly crossing each other. This last sequence is

Figure 8: This image shows the performance of the
tracker tracking 3 people in experiment 1.

Parameter

Expt 1

Expt 2

Expt 3

Expt 4

Track Coverage (%)

78,53,59

88,82,42

79,57,31

91,76

# ID switches

0

0

0

0

# Track drops

11

10

3

4

# False Tracks

1

4

1

0

Figure 12: Tracker performance for the 4 experiments
Figure 9: This image shows the performance of the
tracker tracking 3 people in experiment 2.

Figure 10: This image shows the performance of the
tracker tracking 3 people in experiment 3.

Figure 11: This image shows the tracker successfully
tracking 2 people over 5 occlusion events in experiment
4.

onto false alarms. In this case, a tracker has latched onto
a false alarm only once, between frames 42 and 57.
Figure 9 involves crossing tracks and this is shown by
the coloured bars switching positions. For example, person 1 (black bar) and person 2 (red bar) cross each other
between frames 183 and 189 and their respective, filled
bars change positions, showing successful tracking during cross over. This indicates that the clustering of proximal tracks and their propagation using motion priors
during the cross-over event is working. Between frames
128 and 133, person 1 (black bar) and person 3 (blue
bar) cross each other, shown by the change in positions
in the two bars. However, only the black bar is solid at
the point of cross-over, indicating that only person 1 was
being tracked at this time. The tracker keeps locked onto
1
person 1 despite being occluded
by person 3, indicating
that the colour-based data association is doing its job.
There are a few times false tracks have been initialized
in this sequence, but they are all deleted within a few
frames (at frames 11, 174, 322 and 378).
Figure 11 shows the performance of the tracker for the
fouth sequence, comprising of 5 occlusion events during
frames 132-135, 173-177, 219-221, 258-261 and 302-306.
The tracker successfully disambiguates all 5 cross-overs.
Figure 12 lists the performance of the tracker for the
4 experiments in terms of the following parameters:
- Track Coverage (the percentage of frames that a person is followed by a track)
- Number of ID switches (the number of times that a
tracker following one person latches onto another person)
- Number of tracks dropped (the number of times a
track has been dropped)
- Number of false tracks (the number of times a track
has latched onto a false alarm)
Considering the fact that there are on the order of
1000 false positives given by the Haar person detector
per experiment, and only a total of 6 false tracks for the
4 experiments, the multi-target tracker performs quite
well in filtering out false alarms. However, it perhaps
overcompensates, leading to an average track coverage
figure of 67%. Tracks are dropped for 4 reasons:
a) A person passes behind obstacles.
b) The Haar detector drops a person for more than a

threshold number of frames.
c) A person turns though a large angle and the LKT
points of the tracker lose track.
d) A person passes through the “dead zone” of the
panoramic camera.
The dead zone of the sensor is between the 0 degree
and 360 degree mark and continuity between these two
areas has not been coded into the tracker, but can be
easily done in future.
Importantly, there are no ID switches between crossing
tracks and this shows that the tracker can disambiguate
occlusions between people without the need for depth
information.
Figure 13 displays the measurement and track images
for experiment 2 between frames 182-194. In the measurement image, the Haar person detections are shown
in green rectangles. In the tracking image associated
with each measurement image, each independent track
is shown using a uniquely coloured rectangle. At frame
183, 2 tracks come close to each other and are grouped,
illustrated by the white box that shows the extent of
the group. The group is maintained upto frame 191 and
we see that the crossing tracks have emerged with their
colours and IDs intact. It is also to be noted that the
third person (in the right of the images) is not tracked
until frame 186, after which he is tracked continuously.
Time-wise, the Haar-Adaboost person detection takes
120 ms per 720x140 panoramic image, and the tracker
takes 10-40 ms per frame when operating on a sequence
with 3 people in it. This gives a frame rate for the system
of about 6-7 frames per second.
Full
videos
of
all
four
experiments
are
available
at
the
website:
http://users.monash.edu/˜pcha25/ACRA08.html.
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Conclusion

A multi-person tracker has been presented that can track
people from a moving robot, using panoramic vision.
People are detected in panoramic images using the HaarAdaboost classifier trained on a set of person and nonperson images. The classifier is able to detect people out
to a range of 5.5 metres, 360 degrees around the robot.
However, it suffers from a large number of false alarms.
These false alarms are mitigated by the tracker which determines, for each track, a measure of optic flow error between detections in successive images. This measure has
been found to be an order of magnitude higher for human
tracks, as opposed to tracks that have latched onto false
alarms. Crossing tracks are successfully resolved without
using any depth information by a non-parametric clustering procedure which groups tracks approaching each
other and propagates the constituent tracks of the group
using their motion priors. Four experiments have been
conducted where people are tracked walking around the

moving robot. It has been found that the performance
of the tracker is very good in weeding out false tracks.
There were no track ID switches during the numerous
cross-over events and the track coverage was found to be
an average 67%.
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