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Abstract
This paper demonstrates a proof of concept for a
platform independent vision based localisation system that can be mounted on any mobile platform
and operates in real-time. The system is able to
globally localise given a pre-scanned 3D model of
the environment. This is a deliberate deviation from
the SLAM (Simultaneous Localisation and Mapping) approach because we are interested in global
localisation, which assumes a map is readily available. A panoramic mirror and a webcam is used
as the vision sensor. A particle filter is used for
localisation. Typically, the particle filter requires
odometry feedback from the mobile platform to
know where to move the particles. This dependency is relocated to visual odometry from the camera, which provides rotation and translation feedback, reinforcing the concept of a portable and platform independent localisation system. Currently,
our visual odometry does not provide metric values
for translation, but instead derives it by assuming
the platform moves at a some average speed. We
suggest some solutions to this problem in the discussion. Our system is analogous to a GPS device
but can operate in conditions where a GPS signal
is not available and can provides greater accuracy
than current consumer GPS.
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Introduction

Localisation is a fundamental task that is used in a wide range
of applications. Robots need it to perform autonomous navigation. Augmented reality applications involving a head up
display whereby a user navigates the real world with a virtual
world overlay requires localisation. Localisation has found
application in health care to assist people with visual impairment [Treuillet et al., 2007] and has been applied in a hospital environment to monitor and track people with disability
[Savogin et al., 2006]. Over the past decades there have been
many localisation solutions proposed, such as those utilising

passive beacon [Jarvis and Byrne, 1986], RFID [Hahnel et
al., 2004], Wi-Fi [Siddiqi et al., 2003], GPS, tactile [Erickson et al., 2008], laser [Fox et al., 2000], sonar [Leonard and
Durrant-Whyte, 1992] and vision [Wolf et al., 2002]. The
choice of solution largely depends on the application and any
constraints it has. We are interested in localisation solutions
for mobile platforms. Not all of the solutions mentioned can
be easily ported to any mobile platform without some considerable effort. The radio based systems tend to be portable
in terms of size and weight, but equipment cost and deployment can be prohibitive. Not only that, other issues have to
be addressed such as signal coverage. Laser, sonar and vision
are popular sensors used in robotics. They do not require any
modification of the environment to function and can provide
accurate localisation. Laser systems tend be bulky and expensive, while sonar has attenuation-limited range and is not
suitable outdoors. We find vision an attractive sensor because
it is relatively inexpensive, small, light weight, passive in operation and can operate both indoors and outdoors.
In this paper, we propose a portable vision based localisation system that uses a panoramic mirror and a webcam.
The system is able to perform global localisation given a prescanned 3D model of the environment using a Riegl LMS
Z420i laser range scanner. The environment is scanned at
many locations to build a complete dense map. From this
map, we sample images at various poses, spaced uniformly
across the map, by rendering what the panoramic mirror
would see at that pose. We then extract features based on
the Haar wavelet for each sampled image to build a compact
database of signatures. We use the KLD-particle filter to localise the platform.
We argue this approach, whilst not necessarily efficient,
is perfectly reasonable because it is only in rare situations
that the working environment is not well known, particularly
when associated with built environments for which there are
usually detailed plans. Building the 3D model is a once off
task, thus we can justify spending the time required to collect
and process the 3D scans. We chose to use a panoramic mirror because of its large field of view. This has the advantage
of capturing more information than a standard perspective

camera, which improves scene recognition. This also gives
it some robustness to unwanted occlusion, like people, because it only occupies a small percentage of the mirror’s field
of view.
We have demonstrated our vision based localisation system
previously in [Ho and Jarvis, 2007a]. What differentiates the
system presented in this paper is the dependency on the mobile platform’s odometry has now been relocated to the camera for visual odometry. Rotation and translation information is calculating using optical flow. This makes the vision
localisation system self contained and platform independent.
This is particularly useful for platforms that have no readily
available means of obtaining odometry information to pass to
the particle filter, such as a person. In our experiments, we
mounted the system on a walking frame designed for elderly
people and tracked the person as they moved freely. A drawback with our visual odometry implementation is the lack of
a metric information returned for translation. It only knows
whether the platform is moving forward or backward, but not
the exact amount it travels. For experiments, we assumed an
average walking speed of 1 m/s.
Our vision system may not be as compact as a GPS receiver but is a proof of concept of a portable vision based
localisation system. In fact, it is possible to reduce the size
and weight of the vision system by using a smaller panoramic
mirror if one wished to do so. In its current form we consider
it a reasonable size for most mechanical platforms that allows
an option for mounting an additional small payload.
The localisation unit consists of a Quickcam Pro 9000 webcam, panoramic mirror with a profile described in [Chahl,
1998]. The mirror has a vertical field of view of about 135
degrees when the camera is placed about 10cm away from
the tip of the mirror. The laptop used has an Intel Centrino
running at 1.8 GHz. The vision system is mounted on a walking frame as shown in Figure 1.
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3D Model Acquisition

The 3D model of the environment was created using a Riegl
LMS Z420i terrestrial laser scanner and a high resolution digital camera. This scanner has an effective range between 2800 metres, 360x80 degrees field of view. Colour information for each 3D point is obtained via a Nikon D100 camera
mounted on top. The environment of interest is scanned at
various locations to build a complete model. The dense point
clouds from collective scan are then registered together using in-house software based on the Trimmed Iterative Closest
Point (TrICP) algorithm [Chetverikov et al., 2002]. Each scan
is registered to the next nearest scan with one scan chosen
as the reference point. Our test environment was scanned at
19 different locations. The registered point clouds contained
over 134 million points occupying about 2.2GB of disk space.
The point cloud was post processed by representing as
much of the environment using planes and texture, which are
more memory efficient in representation. The plane fitting

Figure 1: Walking frame with vision system.
was carried out using RANSAC [Fischler and Bolles, 1981]
as described in [Ho and Jarvis, 2007b]. This reduced the
3D model to about 630MB (~71% compression over the raw
point cloud), 171MB allocated to texture and the rest being
points. Extracting planes also has the desirable property of
creating a continuous surface. This is particularly important
when creating panoramic images, as missing pixel data are
interpolated by the plane and texture.
From this new model we sample poses every 0.5 metres
(across a uniformly spaced grid) and 10 degrees of rotation to
create a large appearance map of all possible poses. This was
done by simulating the geometric properties of our panoramic
mirror in OpenGL using GLSL vertex/fragment shader, as detailed in [Ho and Jarvis, 2007a]. This equated to 150,732
possible poses, though we do not explicitly store all the pose

images, only the pose at 0 degree on disk. Figure 2 shows the
3D model of the engineering area, where we do testing, and
the underlying plane structure. The test environment measures about 50x50 metres.

did speed up particle convergence it was susceptible to colour
changes and sometimes localised incorrectly initially. When
it did work, there was no noticeable increase in accuracy thus
we saw no advantage over using the Y channel only when the
particle filter is in tracking mode. The database of 150,732
signatures totals to about 21MB using the Y wavelet signature.
A weighted sum of absolute difference is used to measure
the similarity between two signatures. The coefficients are
weighted according to the resolution they belong to, since the
wavelet encodes information at different resolutions. We use
a naive Bayes probability model, whereby we assume the coefficients at different resolutions to be independent. We found
this simple model to produce better results than assuming interdependence amongst the coefficient levels. For each resolution group, a probability of a match is calculated using a logistic/sigmoid function, where the sigmoid function is given
as
1
sigmoid (x) =
1 + e−x
Following the naive Bayes model, the final score is the
multiplication of all the probabilities at the different levels,
given as
score = ∏ sigmoid (bi + wi binsi )
i

Where band w are the bias and weights of the sigmoid function, bins is the accumulated number of binary matches and
the index i is the resolution level. There are 5 resolution levels for our 64x16 wavelet signature, 4x1, 8x2, 16x4, 32x8
and 64x16. The weights were trained using logistic regression using a set of ground truth images. For more detail on
our wavelet signature please refer to [Ho and Jarvis, 2008].
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Figure 2: 3D model of the engineering area. Top: planes only
(5562 planes). Bottom: textured planes and points.
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Feature extraction

We use a Haar wavelet feature extraction method based on Jacobs’ [Jacobs et al., 1995] use of wavelets for a content based
image retrieval system. The wavelet signature proposed by
Jacobs uses the largest N coefficients, where as we use the
first MxN block of low frequency coefficients. Algorithm 1
shows the process of creating the wavelet signature.
The signature can be efficiently stored as an array of bits.
Our signature is more memory efficient than the signature
proposed by Jacobs because the index of the coefficient do
not have to be stored, only the signs, because the data is stored
as a contiguous array. We only use the intensity channel (Y)
because we found that although adding the colours channel

Visual odometry

Visual odometry is a well researched area and can be traced
back to the early works by [Moravec, 1980]. Many new approaches to visual odometry have been proposed since. [Nister et al., 2004; 2006] used stereo vision to track point features in real-time. [Corke et al., 2004] used a single omnidirectional mirror for a planetary rover. [Maimone et al., 2007]
used a stereo vision visual odometry system on the famous
Mars rover. For this paper, we have chosen to simplify the
visual odometry on purpose to demonstrate a proof of concept by limiting the motions detected. An optical flow algorithm using OpenCV’s Lucas-Kanade tracker [Lucas and
Kanade, 1981] was used to determine motion. The panoramic
is aligned such that 0 degrees is at x=0 and partitioned into
two partitions as shown in Figure 3.
The displacement of the tracked points, along the x direction, is accumulated for both partitions and the median taken.
We’ll call the two accumulated variables LeftPart and RightPart. The optical flow, based on the sign of the median of
LeftPart and RightPart, has the following characteristics

Algorithm 1 Haar wavelet signature.

1. Unwrap panoramic image
(512x128).

2. Convert image to YIQ colour
space.

3. Perform a 2D Haar wavelet
transform on chosen colour
channels.

4. Quantise coefficients to binary
[0,1] (negative, positive values).

5. Keep the first 64x16 coefficients.

6. The signature are the quantised
coefficients, stored as an array of
binary values.

signature = [010100101 .... ]

Translation is calculated by
∆d = AV G_SPEED × ∆t
where ∆t is the time to process a single frame capture and
averages about 100 ms when the particle filter is in tracking
mode, resulting in a frame rate of 10 fps.
Figure 3: Partitioning of image for optical flow calculations.
LeftPart
−
+
+
-

RightPart
−
+
+

Motion
left rotation
right rotation
forward
backward

There is also the “no motion” state, not shown in the table
but is detected. The amount of rotation performed is related
by
∆x
× 360
∆θ =
image width
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Localisation

For localisation, we used an adaptive particle filter using
KLD-sampling by Fox [Fox, 2001]. The idea behind the
particle filter [Dellaert et al., 1999a; 1999b] is, rather than
maintain all possible belief about the robot’s state, the state
space being represented by a sample of particles. Each particle is a single hypothesis of the robot’s state. Each particle
is also assigned a weight that measures how well the hypothesis fits with actual sensor and odometry information. The
particle filter has two main phases, the prediction and update
phase. The prediction phase occurs when the robot has just
executed a motion control and updates the particles by applying the motion model. The update phase occurs when the

robot receives new sensor information. The particles’ weight
are updated based on the likelihood of the sensor reading at
that hypothesis. A new set of particles is then created by randomly resampling from the current set based on the particles’
weight. Particles with low weight will tend to die off while
those with high weight survive. This behaviour is analogous
to the biological evolutionary concept of survival of the fittest.
The adaptive particle filter is essentially the particle filter
with the resampling stage modified to vary the number of particles, depending on the distance between the true posterior
and sampled base approximation. If the particles have converged tightly around the true pose then less particles will
be used to keep track of the pose and vice-versa. The adaptive particle filter was chosen primarily for the speed increase
over the vanilla particle filter. The number of particles is determined by
s
(
)3
2
k−1
2
n=
1−
+
z1−σ
2ε
9 (k − 1)
9 (k − 1)
where ε is the Kullback-Leibler distance between two
probability distributions, z1−σ is the upper 1 − σ quantile of
the standard normal distribution, and k is the number of supporting bins. We found the following parameter values to
work well (obtained experimentally), ε = 0.1, z1−σ = 2.32,
nmin = 1000 and a bin size of 0.5m × 0.5m × 10◦ . nmin is the
minimum number of particles to use at all times. We also perturbed the particles after resampling by adding uniform random noise to spread it around the true pose. This increases robustness to localisation failure. Previously we used a uniform
random noise of ±2m for the position and ±10◦ for orientation, but have recently used an adaptive version. We noticed
that the particle filter can momentarily lose track for ambiguous scenes despite the added random noise. Our solution is
to use a variable uniform random noise for the position given
by
N = max (2, 2.5σx )
r = rand (−N, N)
x0 = x + r cos (θ )
y0 = y + r sin (θ )
where σx is the standard deviation in the x direction. Our
environment does not shown any bias in any particular direction, σx and σy tend to tbe similar. The lower bound of 2
in the max function ensures there are always particles spread
around the true pose. This simple adaptive noise, combined
with KLD-sampling, has the effect of adding more particles
around a larger radius where the tracking starts to fail. The
radius and number of particles increases as the tracking gets
worse until it has localised correctly. The worst case scenario
would be a complete global localisation from scratch with all
the particles uniformly distributed across the map.
The estimated pose is calculated by taking the weighted
mean
X̄ = ∑ Xi wi
i

where X is the pose vector [x, y, θ ]T and w the weight of the
particle.
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Experimental Results

A total of 4 experiments were conducted around the Engineering School area. The walking frame was placed at a random
location and the user moved freely while being localised in
real-time. 100,000 particles are initially distributed uniformly
across the map. The system localises every 0.5m of travel and
uses dead reckoning in between. Localisation results for all
4 experiments are shown in Figure 5 and 6. The red path is
the estimated path and the green is the actual path travelled.
Experiment 1 has an area where it has trouble localising and
loses track momentarily and is highlighted in Figure 5a at
the top. We noticed for this experiment it was a cloudy day
and ambient lighting in general was dim. This triggered the
automatic lights to turn on for that area, which changed the
appearance of the scene. A similar effect was experienced in
experiment 4 except the ambient lighting was slightly brighter
but the automatics still turned on. The ambient lighting was
well lit for experiments 2 and 3. Experiments 2 and 3 tend to
produce smoother localisation than the other two. This suggests the wavelet feature is sensitive to local lighting changes.
A comparison of the images at the area in question for all
4 experiments and the computer generated (CG) image from
the 3D map is shown in Figure 4. Experiment 1 visually looks
the most similar to the CG image, yet has the worst localisation results. Experiments 2 and 3 have significant saturation,
about 35% of the image’s area, on the left portion. Despite
this, they produce good localisation results even when the
original CG image from the 3D map is not saturated for that
portion. Experiment 4 has a combination of local lighting
changes and some saturation. The quality of the localisation
is somewhere between that of experiment 1 and experiment
2 and 3. This supports our findings in [Ho and Jarvis, 2008],
where we found the wavelet signature is robust to mild occlusion using random noise (up to 40-50%). If we think of
random noise as removing useful information from the scene
then this is analogous to image saturation.
Figure shows a sequence where the particle filter starts to
have trouble localising and reacts by increasing the search radius and number of particles. The reverse occurs when the
particle filter becomes confident of its localisation. This scenario occurs when the particle filter encounters a scene with
ambiguous matches.
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Discussion

The vision based localisation is capable of operating in realtime at 10fps on an Intel Centrino 1.8GHz, which is adequate
for an average speed of 1m/s. A breakdown of the processing
time for a single frame is given in Table 1. The time for updating the particle filter is given when it is in tracking mode,
where 1000 particles are used. The initial global localisation
of 100,000 particles takes about 2 seconds.

capturing image
unwrapping image
optical flow
updating particle filter

10ms
10ms
20ms
60ms

Table 1: Breakdown of processing time for a single frame.
The localisation accuracy on average is within 60cm of the
true position and 5 degrees for orientation. The accuracy of
vision based localisation is limited, amongst other factors, by
the minimum displacement required to resolve a change in
scene. One can imagine placing the system in the middle
of a football field. For the scene to change significantly to
localise might require a few metres of displacement. Some
parts of our test environment have localisation errors within
30cm, such as narrow pathway where only a couple centimetres of displacement is required to resolve a scene change.
The test environment is semi-outdoors and subjected to
varying lighting conditions. This causes the panoramic camera to experience saturation when there is a high contrast between a bright and dark area. Saturation can be seen as erasing information from the scene and degrades localisation. So
far we have not experienced extreme saturation because of the
roof. A small part of the environment has changed since we
last scanned, such as the introduction of a vending machine,
new billboard posters and a whiteboard. These new objects,
not part of the original scans, have not affected localisation
noticeably because they occupy only a small percentage of
the mirror’s field of view.
We also noticed the system is quite robust to the motion
blur exhibited by the camera. The wavelet signature is not
affected by motion blur because the signature itself ends up
blurring the image anyway, by averaging the image at different resolution levels. Though, we were rather surprise that
they optical flow still worked with motion blur present.
A weakness of the proposed system is the visual odometry.
There is nothing preventing the optical flow from tracking
dynamic objects, such as people. If there are more dynamic
tracked points than static then rotation information will be
incorrect, though we have yet to test this. As mentioned previously, the visual odometry does not return exact translation
distances but relies on assuming an average velocity. This assumption makes the system specific for a particular platform,
where as generality is preferred. We have already mentioned
some past solutions using stereo vision and omnidirectional
mirrors. A more straight forward solution would be to add a
second camera pointing towards the ground and use optical
flow, much like how an optical mouse works. If the camera
is at a known distance from the ground then metric information can be calculated. This assumes the distance between the
camera and the ground remains constant, which is reasonable
for a planar motion platform. This solution has the advantage
of being immune to tracking unwanted dynamic objects.
Our approach of using a 3D model to generate pose images

allows the possibility to extend localisation to higher degrees
of freedom. We have successfully experimented with localisation in 3D space by considering height. A lighting tripod
was used to control the height of the camera. Adding the
extra height dimension increased the database to a bit over
900,000 pose signatures. Results for these experiments will
be published in the near future.
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Conclusion

We have demonstrated a real-time vision based localisation
that is capable of localising a general mobile platform at
walking speed. The system is proof of concept that it can be
applied to any planar motion platform, with extensions to 3D
space being possible provided odometry is available. The localisation accuracy is better than consumer GPS and can operate indoors, where a GPS signal might not be available. A
true visual odometry solution still remains the missing piece
to make the system fully platform independent. Although we
have not reached this objective, we have shown that with a
simple assumption, such as an average walking speed, it is
good enough for a real world application.
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(a) image generated from the 3D map

(b) Experiment 1

(c) Experiment 2

(d) Experiment 3

(e) Experiment 4

Figure 4: Comparison of the images at the area where tracking was momentarily lost in experiment 1 for all the other 3
experiments and the CG image from the 3D map.
Figure 7: Example of handling potential localisation failure.

(a) Experiment 1

(b) Experiment 2

Figure 5: Localisation results for experiments 1 and 2. The red path is the estimated path and the green is the actual path
travelled. Top: Experiment 1 - started at 2:47 pm, path is approximately 255 metres long. Bottom: Experiment 2 - started at
12:47 pm, path is approximately 300 metres long.

Figure 6: Localisation results for experiments 3 and 4. The red path is the estimated path and the green is the actual path
travelled. Top: Experiment 3 - started at 1:00 pm, path is approximately 400 metres long. Bottom: Experiment 4 - started at
3:16 pm, path is approximately 400 metres long.

