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Abstract
While many robotic applications rely on visual
tracking, conventional single-cue algorithms typically fail outside limited tracking conditions. Fusion of multimodal visual cues with complementary failure modes allows tracking to continue despite losing individual cues. While previous applications have addressed multi-cue 2D featurebased tracking, this paper develops a fusion scheme
for 3D model-based tracking using a Kalman filter
framework. Our algorithm fuses colour, edge and
texture cues predicted from a textured CAD model
of the tracked object to recover the 3D pose. The
fusion framework allows additional cues to be integrated provided a suitable measurement function
exists. We also show how measurements from multiple cameras can be integrated without requiring
explicit correspondences between views. Experimental results demonstrate the increased robustness
achieved by fusing multiple cues.
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Figure 1: An upper-torso humanoid robot platform.

of distinctive colours, high contrast backgrounds or easily detected textures when tracking arbitrary objects in an unstructured domestic environment. As a result, individual cues only
provide robust tracking under limited conditions. This paper
will demonstrate how the integration of multimodal cues in a
model-based tracking framework provides long-term robustness, despite short-term failures of individual cues. Multi-cue
integration exploits the observation that cues typically exhibit
independent and complementary failure modes.
Multi-cue integration has been exploited extensively in
feature-based tracking applications, such as people tracking
[Spengler and Schiele, 2003; Darrell et al., 2000] and imagebased visual servoing [Kragic and Christensen, 2001]. In
these schemes, image plane features are tracked by finding
a consensus between cues such as colour, edges, shape, texture and motion using voting, fuzzy logic or Bayesian frameworks. Multi-cue tracking has also been performed by dynamically selecting one of a range of cues based on performance metrics and an order of preference [Toyama and
Hager, 1999; Darrell et al., 2000].
The integration techniques described above only address
the problem of tracking features on the image plane. In
this paper, we demonstrate how multi-cue integration can
be applied to 3D model-based tracking, which is required

Introduction

Visual tracking plays an important role in an increasing variety of robotic applications, such as mobile robot navigation
[Davison, 1988], machine learning [Bentivegna et al., 2002]
and visual servoing [Hutchinson et al., 1996]. Our research
aims to enable a humanoid robot (see Figure 1) to manipulate
a priori unknown objects in an unstructured office/domestic
environment. While many simple manipulation tasks may be
executed using a sense-then-move framework, object tracking
improves performance by addressing issues such as handling
dynamic scenes, detecting unstable grasps, and compensating
for camera motion and internal calibration errors.
Object tracking algorithms are typically based on the detection of a particular cue, most commonly colour [Bentivegna et al., 2002], edges [Marchand et al., 1999; Kragic
and Christensen, 2002; Tonko et al., 1997] or feature templates [Nickels and Hutchinson, 2001; Nelson and Khosla,
1995]. However, robots cannot rely on the regular presence
1

for robotic applications such as position-based visual servoing. In our model-based tracking algorithm, an explicit CAD
model specifies the geometry and surface texture of an object. Models are produced autonomously by the robot using
techniques developed in [Taylor and Kleeman, 2003]. During
tracking, the algorithm uses the model to predict multimodal
visual cues and associates these with actual image plane measurements. The 3D pose of the object is then updated to minimize the difference between predicted and measured features.
Measurement prediction and state updates are implemented in the familiar Kalman filter framework. The Kalman
filter has been previously applied to multimodal sensory fusion in applications such as mobile robot navigation [Kleeman, 1992], but in visual tracking algorithms is typically only
used to fuse state estimates and predict object trajectories. In
addition to integrating multiple cues, this paper will demonstrate how the Kalman filter provides a framework for fusing
measurements from multiple cameras without requiring explicit feature correspondences between views.
The following section gives an overview of the proposed
framework. Section 3 describes the Kalman filter used to integrate multimodal cues from multiple views, and Section 4
describes each cue in detail. Finally, Section 5 provides implementation details and experimental results to demonstrate
the increased robustness gained through fusion.
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Figure 2: Captured image, predicted pose and search box.

(a) edges

System Overview

(b) texture

Figure 3: Predicted appearance of features.

Model-based tracking aims to estimate the trajectory of an
object in a sequence of images from n cameras, given a 3D
model and an initial estimate of the pose. The pose of the
object in the kth frame is represented by a 6 dimensional vector p(k) = (X,Y, Z, φ , θ , ψ)> , where X, Y , and Z describe
position, and Euler angles φ , θ , and ψ give orientation.
The object is represented by a 3D polygonal approximation
consisting of triangular facets and associated textures. To
successfully achieve long-term robust tracking using multicue fusion, the selected cues should be redundant and complementary. Consequently, our tracking algorithm is based
on colour, edges and texture, which exhibit different failure
modes with respect to external perturbations from lighting
and background variations. Furthermore, partial pose tracking is possible provided any one of the cues is observable.
Tracking is divided into three sub-tasks: feature prediction, detection/association and state update. Feature prediction consists of estimating the expected visual cues from the
object model and predicted pose. As usual, the pose is predicted by evolving the state estimate from the previous frame
using the system dynamics model in the Kalman filter. Using
the familiar central projection model, the predicted object is
projected onto the image plane of each camera and rendered
with standard computer graphics techniques. Figure 2 shows
a typical frame from a tracking sequence with the predicted
object overlaid as a wireframe model. The projection defines
a bounding box (also shown in Figure 2) for detecting asso-

ciated measurements in the captured frame, which reduces
computational load and eliminates distracting clutter.
The computer renderings in Figure 3 show the expected
appearance of the object in the current frame, from which a
set of colour, edge and texture features are predicted. The
tracking algorithm uses these predictions to guide the detection of associated features in the captured image (Figure 2).
The prediction, detection and association algorithms for each
cue are detailed in Section 4. Finally, the associated measurements are used to estimate the current pose through the
standard Kalman filter model described in the next section.
While many tracking algorithms use a fixed set of features,
an important component of our approach is the dynamic selection of new tracking features in each frame. The possibility of association errors is reduced by only allowing predicted and detected cues to participate in the state update. In
this way, the tracking algorithm adapts naturally to the current viewing context. For example, when an object contains
no discriminating texture, tracking automatically relies more
heavily on colour and edge cues. Furthermore, when feature
detection and association errors occur, the offending features
do not persist for more than a single frame.
In the Kalman filter framework, cues are integrated through
measurement equations which predict the observed features
as a function of the filter state. The pose of the object is re2

covered by minimizing the weighted error between the predicted and measured features. Thus, any additional cue can
be integrated provided a suitable measurement equation exists. The same mechanism allows features to be fused from
multiple cameras by simply applying the measurement equations to each image plane. Unlike conventional n-view reconstruction, this approach eliminates the need to search for
correspondences as all features correspond implicitly through
the filter state. This allows the tracking algorithm to tolerate
camera failures; in fact, tracking will continue even if the object is obscured from all but one of the cameras.
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Figure 4: Result of colour filter applied to region of interest.

Kalman Filter Framework

The orientation component of the state vector must be handled carefully in the IEKF, as Euler angles are non-unique and
even degenerate for some orientations. These issues could
be addressed by representing the orientation as a normalized quaternion, which is always unique and non-degenerate.
However, this adds a redundant degree of freedom to the state
vector, and linear approximations in the IEKF necessitate frequent renormalization of the quaternion and corresponding
covariance terms. We thus adopt the alternative approach described in [Welch and Bishop, 1997]; the orientation of the
object is represented by an external quaternion, and the Euler
angles φ , θ and ψ in the state vector describe only incremental changes. At each state update, the IEKF estimates the
differential change in pose from the external quaternion. The
Euler angles are then integrated into the external quaternion
and reset to zero, ready for the next update.

Our tracking algorithm uses an Iterated Extended Kalman Filter (IEKF) to integrate visual cues and estimate the pose of the
object. A detailed treatment of the IEKF can be found in [BarShalom and Li, 1993]. The filter state is described by a 12 dimensional vector x(k) = (p(k), p0 (k))> , where p(k) and p0 (k)
are the pose and velocity of the object in the kth frame. The
filter also maintains an estimate of the state covariance matrix
P(k), which is useful for performance evaluation. Assuming the object exhibits reasonably smooth motion, the state
evolves according to a constant velocity dynamics model:
p̂(k + 1|k) = p(k) + p0 (k)∆t
p̂0 (k + 1|k) = p0 (k) + v(k)

(1)
(2)

where p̂(k + 1|k) and p̂0 (k + 1|k) are the predicted pose and
velocity, ∆t is the sample time between frames, and the state
transition noise v(k) consumes unmodelled dynamics.
Colour, edge and texture patch measurements extracted
from the n cameras are stored in a measurement vector
y(k + 1), which has variable dimension depending on the
number of detected features. For captured frame k + 1, a
measurement equation predicts the expected measurements
ŷ(k + 1) given the predicted state:
ŷ(k + 1) = h(x̂(k + 1|k)) + w(k + 1)

4
4.1

Feature Measurement
Colour

Colour tracking is implemented using a colour filter, which is
sufficient for simple scenes. Alternative colour tracking techniques provide greater robustness against lighting variations
and clutter [Agbinya and Rees, 1999; McKenna et al., 1997]
and may replace the colour filter in future work. The filter is
generated automatically from the texture information in the
object model by compiling an RGB colour histogram, calculated by partitioning RGB space into uniform cells (16 cells
along each axis) and counting the number of texture pixels
within the bounds of each cell. Outlier rejection is applied by
eliminating cells with the least pixels until no fewer than 85%
of the original pixels remain. The remaining non-empty cells
form the pass-band of the colour filter.
During tracking, the filter is applied to the region of interest
in the captured frame. Figure 4 shows the result for the tracking scenario in Figure 2, where white areas represent regions
of colour present in the object model. The colour cue measurement is recovered by applying binary connectivity to the
filter output and calculating the centroid of the largest blob.
Finally, the IEKF requires a measurement function to predict
the observed centroid from the filter state. For this purpose,
we approximate the location of the colour centroid as the pro-

(3)

where w(k + 1) represents the measurement noise. The measurement equations in h for each type of cue are described in
Section 4. The current state x̂(k + 1) is then estimated from a
weighted sum of the estimated state and observation error:
x̂(k + 1) = x̂(k + 1|k) + K(k + 1)[y(k + 1) − ŷ(k + 1)] (4)
where the filter gain K(k + 1) is a function of the state transition noise v(k), measurement noise w(k + 1), predicted state
covariance P(k + 1|k) and the measurement function. The
IEKF computes K(k + 1) by linearizing the measurement
function about an operating point, determined by iteration of
(3) and (4) to give the final estimated pose. Noise vectors
v(k) and w(k + 1) are estimated from empirical observation
in our current implementation, although we intend to estimate
these terms on-line from the expected system dynamics and
measurement process model in future work.
3

(a) Edge filter output.

(b) Jump boundary pixels.

(c) Detected edges.

Figure 5: Edge detection and matching.
| tan−1 (ny j /nx j ) − θi | < θth
0 ≤ (pi − a j )> (b j − a j ) ≤ |b j − a j |2

jection of the object’s centre of mass (calculated as the average position of vertices in the model). The bias introduced by
this simplification is readily overcome by other visual cues.

4.2

where n j = (nx j , ny j )> . Condition (7) requires the candidate
pixel to satisfy the line equation to within an error threshold
rth . Condition (8) enforces a maximum angular difference θth
between the orientation of the edge pixel and line segment.
Finally, (9) ensures that the pixel lies within the end points of
the edge. Ambiguous associations are resolved by assigning
candidates to the segment with minimal residual error in (7).
After edge pixel association, the jth predicted segment has
n j matched pixels from which feature measurements are calculated. For segments with sufficient matches (n j > nth ), two
measurements are generated: the average position m j of edge
pixels and the normal direction ñ j of a fitted line, using principal component analysis (PCA). The robustness of the measurements is improved by performing PCA twice and applying outlier rejection after the first iteration. Figure 5(c) shows
the mean position and orientation of observed edges for the
tracking example in Figure 2.
The observed normals ñ j are added directly to the measurement vector in the IEKF, and additional data is supplied
to indicate the associated model edges. The measurement
equation in the IEKF then predicts ñ j from the image plane
projection of the associated model edge for a given pose of
the object. Conversely, the observed means m j cannot be directly added to the measurement vector since they cannot be
predicted from the filter state. Instead, the measurement is
treated as the distance between m j and the associated edge,
which is implicitly zero. The measurement equation then calculates the distance between the observed means and projected model edges for the given pose, so that model edges
tend to coincide with m j for the optimal pose.

Edges

The predicted edges for the tracking scenario in Figure 2 are
shown in Figure 3(a). Only the jump boundaries outlining
the object are considered, since internal edges are easily confused with texture features. The jth predicted edge segment
in a given camera is represented by the end-points a j and b j ,
from which we also calculate the normal direction n j and the
perpendicular distance d j to the image plane origin. These
parameters are used to guide edge detection in the captured
frame. As usual, the first step in edge detection is to calculate
intensity gradients using a central difference approximation:
gx (x, y) = I(x + 1, y) − I(x − 1, y)
gy (x, y) = I(x, y + 1) − I(x, y − 1)

(5)
(6)

where I(x, y) is the intensity channel. An edge is detected at
pixel position pi = (xi , yi )> when gx > eth and gy > eth for the
difference threshold eth , and the orientation of the detected
edge is calculated as θi = tan−1 (gx /gy ). Figure 5(a) shows
the output of the edge detector for the region of interest in
Figure 2, with orientation indicated by grey level.
The output in Figure 5(a) contains numerous spurious measurements due to variations in texture and lighting. These
distracting features are eliminated by combining edge detection with the output from the colour filter (see Figure 4): only
edges near the boundary of the largest colour blob are considered as possible candidates for the desired jump boundaries.
Skeletonization is applied to reduce edge pixels to a minimal
set of candidates, and Figure 5(b) shows the result.
An association algorithm then attempts to match edge pixels with predicted line segments. The ith edge pixel, with
position pi and orientation θi , is associated the the jth line
segment when the following conditions are satisfied:
nTj pi + d j < rth

(8)
(9)

4.3

Texture

Texture tracking algorithms typically employ small greyscale
image templates as tracking features, which are matched to
the captured image using sum of squared difference (SSD)

(7)
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(a) Texture quality.

(b) Candidate features.

(c) Validated features.

(d) Matched features.

Figure 6: Texture feature selection and matching.

or correlation based measures. The templates are generally
view-based and therefore dependent on the pose of the object.
Most tracking algorithms address this issue by maintaining a
quality measure to determine when a template no longer represents the current appearance of a feature. Conversely, our
algorithm solves the problem of view dependence by selecting an entirely new set of texture features for each updated
pose. This approach is only made possible by optimizing the
feature selection calculations to operate in real time.
Figure 3(b) shows the predicted appearance of textures
for the object in Figure 2. Clearly, some regions constrain
the tracking problem better than others; areas with omnidirectional spatial frequency content such as corner and saltand-pepper textures are generally considered the most suitable. A widely accepted technique for locating such features
is the quality measure proposed by [Shi and Tomasi, 1994].
For each pixel in the rendered image, matrix Z is computed:
 2

gx
gx gy
Z=∑
(10)
gx gy g2y
W

feature is evaluated as:
εi (d) =

(12)

where Wi is the template window, J is the rendered image,
I is the captured frame, and M(d) compensates for the mean
intensity difference between predicted and measured features:
M(d) =

1
∑ [J(x) − I(x + d)]
m2 x∈W
i

(13)

The minimum SSD within a search window Di determines
the displacement di of the ith feature:
di = argmind∈Di ε(d)

(14)

Figure 6(b) shows the candidate features and measured displacement vectors (scaled for clarity) for the object tracked in
Figure 2. A number of measured displacements will typically
result from false matches, as the object model is only an approximation to the actual appearance. A two-stage validation
process is therefore applied before adding the results to the
measurement vector of the IEKF.
Let the initial candidate displacements be represented by
the set of image plane vectors C = {vi }. Assuming the pose
error is approximately translational in the image plane (a
common requirement for template-based tracking), the valid
displacements will be identical. The first validation step
therefore attempts to find the largest subset Ĉ ⊆ C containing approximately equal elements. For each candidate vector
vi , we first construct a set Si of similar candidates:

where gx and gy are spatial intensity gradients calculated from
(5)-(6), and W is the m × m template window surrounding the
pixel. Good texture features are identified as satisfying
min(λ1 , λ2 ) > λth

∑ [J(x) − I(x + d) − M(d)]2

x∈Wi

(11)

where λ1 and λ2 are the eigenvalues of Z. Figure 6(a) shows
the minimum eigenvalue at each pixel of the rendered image in Figure 3(b). While the object is outlined by a high
response to the quality measure, these areas usually straddle
a jump boundary and are not considered suitable for tracking. The feature selector therefore examines only the interior
of the object using a window-based search to identify local
maxima. An m × m template in the window surrounding each
local maxima is extracted from the rendered image, forming
a set of candidate texture features.
The templates are matched to the captured image using
SSD minimization to determine the offset di between the predicted and measured feature locations. The SSD for the ith

Si = {v j : ||v j − vi || < dth ; vi , v j ∈ C}

(15)

where dth determines the maximum allowed distance between
elements of Si . We then construct a set Mi of mutually supporting vectors for each candidate, such that vi ∈ S j and
v j ∈ Si for all vi , v j ∈ Mi . This can be calculated as the intersection:
\
Mi = {Si : vi ∈ S j }
(16)
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The largest mutually supporting set of measurements Ĉ =
argmax|Mi | are classified as valid.
A second validation test requires template matching to be
invertible for valid features. For each vector vi ∈ Ĉ, a feature
template is extracted from the measured position in the captured frame and matched to the rendered image by SSD minimization, giving a reverse displacement vector ri . Finally, the
valid measurements are the subset V ⊆ Ĉ given by
V = {vi : ||vi + ri || < rth }

Cue performance in box tracking sequence
20

Number of features

15

10

5

(17)
0

for an empirically determined error threshold rth . Figure 6(c)
gives the final set of validated features from the initial candidates in Figure 6(b), and Figure 6(d) shows the location of
matched features in the captured frame.
The observed template positions are added to the measurement vector of the IEKF, and a suitable function is then required to predict these measurements given the pose of the
object. A 3D model of the texture cues is constructed by
back-projecting a ray through the position of each template
in the rendered image onto the surface of the object. The
resulting set of 3D surface points correspond to the location
of texture cues in the frame of the object. The measurement
function in the IEKF then simply transforms these points to
the specified pose and projects them onto the image plane of
the associated camera.
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Figure 8: Experimental tracking performance of each cue.
7(c) and 7(d) the object is manipulated towards an area of low
contrast, with a corresponding drop in the number of detected
edges (between frames 200 and 300). However, colour and
texture features are unaffected and allow tracking to continue
despite a lack of edges. Finally, the object is flipped to reveal
its hidden surfaces in Figures 7(e) and 7(f). Since the textures
on these surfaces were obscured during model construction,
the number of detected texture features drops to zero. In this
case, tracking is maintained by the uninterrupted detection of
colour and edges. By maintaining track of the pose during the
entire sequence, these results demonstrate how fusing multimodal features provides robustness against tracking losses in
individual cues.

Experimental Results

The proposed tracking algorithm was implemented on the experimental humanoid platform shown in Figure 1. Stereo
cameras are mounted on a pan/tilt/verge robotic head and capture images at half PAL resolution (384 × 288 pixels) and
PAL framerate (25 Hz). Projective rectification and radial
distortion correction are applied to each frame prior to feature extraction, so the tracking system can assume rectilinear
stereo. Manual calibration was used to determine the extrinsic and intrinsic parameters of the stereo rig. Image processing and Kalman filter calculations are performed on a dual
2.2 GHz Intel Xeon. A number of optimizations were implemented to achieve real time (25 Hz) performance: stereo
fields are processed in parallel, and MMX/SSE code optimizations are used for parallel pixel operations.
Our algorithm was applied to the task of tracking the textured box shown in Figure 2, which was manually handled to
provide dynamics. The complete tracking sequence is shown
in Video 1, and Figure 7 reproduces selected frames from the
left camera. Each image shows the predicted region of interest, detected features and estimated pose overlaid as a wireframe model. Figure 8 shows the tracking performance of
individual cues, measured as the number of observed features
per frame (the plot shows every tenth frame for clarity).
Initially the model is manipulated through large pose variations as shown in Figures 7(a) and 7(b). Good contrast and
low clutter allow the tracking algorithm to detect a high number of features during this portion of the sequence. In Figures
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Conclusion and Future Work

We have presented a tracking algorithm that fuses colour,
edge and texture cues from stereo cameras in a Kalman filter framework to track the pose of a 3D model. Cues are
fused through the measurement function in the Kalman filter,
which relate the observed multimodal features to the pose of
the object. This framework is completely extensible; additional cameras and cues can be added to the tracking algorithm provided a suitable measurement function exists. Experimental results demonstrate that multiple cue fusion allows the tracking algorithm to overcome short-term losses in
individual cues due to changes in visual conditions that would
otherwise distract single-cue algorithms.
The obvious extension to this work is the addition of
modalities that have not been exploited, such as motion and
depth. The algorithm may also be refined in a number of other
areas. Calculation of the filter weight and state covariance requires estimates of the observation errors, which are currently
fixed values determined empirically. It may be possible to recover uncertainties as part of the measurement process, which
would provide better weighting of observations and more robust adaptation to actual tracking conditions.
Observations are restricted to a fixed window of interest
to reduce computational expense and eliminate background
6

(a) frame 0

(b) frame 100

(c) frame 180

(d) frame 250

(e) frame 350

(f) frame 500

Figure 7: Selected frames from box tracking sequence.
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clutter. However, the restricted window also hinders recovery after a tracking loss. Tracking performance could be
improved by varying the size of the tracking window with
the covariance of the pose, providing an automatically larger
search space when conditions degrade.
Finally, the current system model employs a constant velocity state update equation, which is sufficient for freemoving objects with smooth dynamics. However, our ultimately aim is to provide a robot with robust grasping and
manipulation skills. Once an object is grasped, the tracking
filter should employ a constrained dynamics model imposed
by the motion of the robot to improve tracking performance.
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