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Abstract

Robot navigation systems are typically engi-
neered to suit certain platforms, sensing suites
and environment types. In order to deploy a
robot in an environment where its existing nav-
igation system is insufficient, the system must
be modified manually, often at significant cost.
In this paper we address this problem, propos-
ing a system based on multimodal deep au-
toencoders that enables a robot to learn how
to navigate by observing a dataset of sensor in-
put and motor commands collected while being
teleoperated by a human. Low-level features
and cross modal correlations are learned and
used in initialising two different architectures
with three operating modes. During operation,
these systems exploit the learned correlations
in generating suitable control signals based only
on the sensor information. In simulation these
systems are shown to run indefinitely in sim-
ple environments, are capable of generalising to
more complex environments and found to be
robust to significant amounts of sensor noise.
The system has been deployed on a real robot
and operated in a simple corridor for over 30
minutes without collision.

1 Introduction
Imagine teaching a robot to perform a task without

the need for any explicit programming thus reducing
time and cost getting a robotic platform up and run-
ning for other applications. Currently, control of mo-
bile robotic platforms requires explicit programming and
typically involves a large amount of code to deal with a
variety of situations based on the robots current state
and that of its environment. Even for simple tasks,
creating the necessary software and algorithms can be
time-consuming. This paper develops a method of reac-
tive control for a robotic platform in a corridor following
task without the need for explicit programming.

Figure 1: Real-world test corridor showing starting poses.
This section of corridor was used for testing the systems de-
ployed on a Pioneer P3-DX robot. The five starting poses
are indicated.

Our goal is to train a control system that uses only
sensor information during operation to generate an ap-
propriate control signal. Further, the system should
be inherently robust to sensor noise or sensor failures
and outages as well as being capable of generalising to
more complex environments. This work is undertaken
as the first step towards developing a fully unsupervised
learning system for goal-oriented robotic control relying
purely on the raw information available from multiple
sensors.

We utilise multimodal deep autoencoders to learn a
subset of actions required for a simple corridor following
task from datasets of laser range scanner sensor data and
user controlled command signals obtained in simulation.
Additional context is provided by using sequences of the
data.

Restricted Boltzmann machines (RBMs) are employed
to learn low-level features in each of the modes sepa-
rately, as well as correlations between the sensor data
and actions. These are used to initialise two deep au-
toencoder architectures at which stage fine-tuning train-
ing is performed on a dataset containing the desired ac-
tion set. During operation only sensor data is available



and three different operating modes are investigated. By
relying on the previously learned correlations, these sys-
tems both reconstruct the sensor information and gen-
erate a command signal which is then provided to the
robot.

We extensively evaluate the systems to quantify their
generalisability to increasingly complex environments
containing corridor features not present in the training
datasets and robustness to various levels of sensor noise
which may occur in practice due to wall/obstacle sur-
face properties and distances and in use of lower quality
sensors. Finally, the trained systems are deployed on a
real robot in a simple corridor to determine performance
under real-world conditions as shown in Figure 1.

2 Background and Related Work

Deep autoencoders are utilised in this work as a gener-
ative model for the creation of a command signal based
on sequences of sensor information. Here we provide
background information RBMs, which are employed as
unsupervised feature learners for preinitialising deep au-
toencoders, and on the autoencoders themselves. A brief
discussion on related work regarding multimodal and
temporal machine learning is also presented.

2.1 Restricted Boltzmann Machines and
Deep Autoencoders

RBMs are unidirectional graphs of stochastic visible (v)
and hidden (h) variables which model the probability dis-
tribution over h, v. They are restricted in that there are
only connections between the visible and hidden layers,
not within. Typically RBMs contain both binary visi-
ble and hidden units however Gaussian-Bernoulli RBMs
(GRBMs) utilise Gaussian visible units which allows
for the input of real-valued data. The parameters are
learned through application of a contrastive divergence
algorithm due to the intractability of calculating the gra-
dient of the log-likelihood [Hinton, 2002].

Autoencoders are single layer networks which encode
an input into an alternate representation at the hidden
layer and at the output decode back to a reconstruction
of the input. The parameters between the encoder and
decoder layers are often tied and are learned through
backpropagation of the gradient of the reconstruction
error between the output and input.

An extension of autoencoders are deep autoencoders
[Hinton and Salakhutdinov, 2006] which perform the
same task through multiple hidden layers / represen-
tations. Deep autoencoders are typically initialised
through greedy layer-wise training using RBMs where
deeper layers are trained on the posterior of the previous
layer [Hinton and Salakhutdinov, 2006]. This allows that
the model is close to a solution when beginning a fine-
tune training stage reducing training time and avoiding

poor solutions typically experienced in training deep net-
works from random initialisation [Hinton and Salakhut-
dinov, 2006; Bengio et al., 2007].

2.2 Multimodal Learning
Multimodal deep neural networks, those accepting data
from multiple sources as input, have gained attention
in the last few years and have been implemented in a
variety of problems including classifiers and generative
networks [Ngiam et al., 2011; Srivastava and Salakhutdi-
nov, 2012; Kim et al., 2013; Huang and Kingsbury, 2013;
Rao et al., 2014]. The interest lies in taking advantage of
correlations between the modalities in order to improve
accuracy of predictions as well as their reasonable perfor-
mance when lacking one or more of the modes [Ngiam et
al., 2011]. Multimodal networks have been found to out-
perform networks which simply concatenate data due to
such networks tending to only learn “unimodal” features
with few relying on information from multiple modes
[Ngiam et al., 2011].

In 2011, multimodal deep autoencoders were pro-
posed as a means of learning low-level features and cross
modality correlations in video and audio data through
greedy layer-wise training utilising restricted Boltzmann
machines (RBMs) [Ngiam et al., 2011]. Subsequently,
the trained models were applied in the classification of
phonemes in cases where one of the modes of data is
missing [Ngiam et al., 2011]. An extension of this work
was applied to learning actions using vision, audio and
the joint positions of the arms of an Aldabaran Robotics
Nao robot [Noda et al., 2013]. Using a modified archi-
tecture, Noda et al. [2013] were able to demonstrate
sensory-motor integrated learning, cross-modal mem-
ory retrieval, robust behaviour recognition and sensory-
motor prediction based on acquired causality.

2.3 Sequence / Temporal Machine
Learning

A number of methods have been used to introduce tem-
poral information into deep neural networks. These
include concatenation of contiguous frames/samples
[Ngiam et al., 2011]; use of temporal derivatives [Ngiam
et al., 2011]; calculating optical flow [Taylor et al.,
2010]; early, late and slow fusion of two (or more)
frames/samples some stride apart [Karpathy et al.,
2014] and 3-dimensional convolution [Ji et al., 2013;
Baccouche et al., 2011]. Other learning architectures
deal specifically with sequences of information such as
Recurrent Neural Networks and Long Short Term Mem-
ory [Hochreiter and Schmidhuber, 1997].

While multimodal deep autoencoders have been
demonstrated for use in classification and generative
tasks and a derivative of the architecture has been used
for control of robotic arms, the method has yet to be
applied to the task of control of mobile robots.



3 Method/Approach
The broad approach is to learn to recon-

struct/generate sequences of velocity commands
and laser data from a dataset collected in simulation.
The trained models are then operated only in the
presence of live laser sensor information to generate
an appropriate command signal in a corridor following
task.

Following the training methods described by Ngiam et
al. [2011], two deep autoencoder architectures (Figure
2) are trained in a greedy layer-wise manner through
the use of unsupervised learning with RBMs (Figure 3a).
The first layer learns sparse representations of each of the
two input modes: laser scan sequences and command
sequences. In a similar manner, correlations between
the modes of the training dataset are learned by a third
RBM (Figure 3b) which is trained on the concatenated
posteriors of the first layer’s hidden nodes.

The parameters of these RBMs are used to initialise
the deep autoencoders and fine tuning performed on a
dataset obtained from a simple corridor environment.
During operation, the systems will be provided only sen-
sor data to generate control signals for a simple corridor
following task.

The code for all stages of the training and testing of
the systems presented in this paper is available as open
source on GitHub1. The system is dependent on a forked
version of the PyLearn2 machine learning library.

3.1 Deep Autoencoders Architectures
Two deep autoencoders architectures are investigated:
(a) a multimodal model and (b) a single mode model. In
both cases the autoencoders consist of sigmoid layers at
all levels except at the output which is a linear Gaussian
layer. Each is initialised with the parameters from the
pretrained RBMs as appropriate.

A. Multimodal Autoencoder

The multimodal autoencoder (MMAE) has branches for
each of the modes in both the encoder and decoder stages
utilising tied weights as indicated in Figure 2a.

B. Single Mode Autoencoder

The single mode autoencoder (SMAE), Figure 2b, only
allows for sensor data at the input. This model contains
tied weights only between the first and last layers for the
laser range mode, indicated as W1,1 and WT

1,1 in Figure
2b. The command mode parameters from the pretrained
RBMs are only used in the decoder stage of the autoen-
coder.

3.2 Unsupervised Feature Learning
Separate GRBMs (see Figure 3a) are trained for each of
the laser and command signal modes using the endless

1https://github.com/jamessergeant/MMDAEforControl

corridor dataset. These GRBMs comprise the first layer
of the deep belief network (DBN) shown in Figure 3b.

The visible layer of Gaussian units for each of these
GRBMs accepts a concatenated sequence of mode data.
The number of visible units for each of the GRBMs are
905 (181 laser range measurements per scan × sequence
length 5) and 10 (linear and rotational velocities per
command × sequence length 5) for the laser and com-
mand modes, respectively.

An overcomplete hidden layer of binary units was
implemented in conjunction with sparseness regula-
tion. Following the guidance of research on overcom-
plete sparse RBMs [Olshausen and Field, 1997; Doi et
al., 2005; Poultney et al., 2006; Boureau et al., 2008;
Ngiam et al., 2011] and with some experimentation, the
laser sensor RBM utilises a overcomplete factor of 1.5
(1358 hidden nodes) while the command RBM uses a
factor of 3 (30 hidden nodes).

The posteriors of the first layer’s hidden variables are
generated, concatenated into a 1388 dimension vector
and used as the dataset for training the deep hidden
layer Binary-Binary RBM shown in Figure 3b. This deep
hidden layer RBM also utilised an overcomplete factor
of 1.5 giving 2082 hidden units.

4 Experimental Setup

A number of experiments are performed in a range
of environments and conditions to evaluate the general-
isability of the systems to more complex scenarios and
their robustness to changes in sensor performance.

4.1 Datasets

Collection

Laser range/command signal datasets were collected us-
ing Robot Operating System (ROS), the ROS navigation
stack and the Stage 2D simulator for two simple straight
corridors: an endless corridor in which the robot is inca-
pable of seeing dead-ends during dataset collection and
a short corridor in which the robot’s laser scanner can
only detect the corridor ends as they are approached.
Each corridor has a width of 2m.

For the simulated differential drive robot, the com-
mand signal provided by the ROS navigation stack con-
sists of a linear and rotational velocity within ranges
of 0 to 0.45m/s and −1 to 1rad/s, respectively. The
laser range scanner was configured to emulate a SICK
LMS200 laser range scanner. No real-world dynamics
nor measurement noise were simulated.

For the endless corridor, random goals were provided
to the ROS navigation stack within a small area of the
centre of the corridor. This data is used in the unsuper-
vised feature learning during training of the individual
RBMs discussed in 4.2.

For the short corridor, random goals at alternating

https://github.com/jamessergeant/MMDAEforControl
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Figure 2: Deep autoencoder architectures. We fine-tune train (a) a multimodal autoencoder on a dataset containing laser
range scan measurement sequences and associated command control sequences provided by the ROS navigation stack. During
training, one or both of the modes may be present. Two operating modes are indicated: zeroed command input (ZCI) in
which only sensor information is supplied and previously generated command input (PGCI) in which the previously generated
command signals are passed back through the network. An additional (b) single mode (sensor-only) deep autoencoder is also
investigated. This architecture allows for only a single operating mode in which the sensor information is provided in an
attempt to both reconstruct the sensor information and generate an appropriate command sequence.
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Figure 3: Greedy layer-wise training. Two (a) sparse, overcomplete Gaussian-Bernoulli RBMs are trained on sequences of two
modes of data separately: laser range scans and command signals obtained from the ROS navigation stack. The posterior of
the hidden units of these two RBMs are then concatenated and used in training a (b) deep layer Binary-Binary RBM. This
effectively creates a DBN, the parameters of which can be used to initialise deep autoencoders.

ends of the corridor were provided to the ROS navigation
stack. In effect, this caused the robot to traverse the
length of the corridor, slow down and turn towards the
opposite end repeatedly. This dataset was generated in
such a way so as to only contain a small subset of possible
actions. The dataset is used in the fine-tuning stage
discussed in section 4.2.

Preprocessing

In order to facilitate training, each laser measurement is
synchronised with the current command being provided
by the ROS navigation stack.

Temporal information is introduced to provide the
models with additional context by reordering the
datasets into concatenated sequences of 5 frames of laser
range/command data. Throughout this paper the se-
quence length will be constant at 5 frames.

Approximately 17% of the data was withheld for val-
idation with the remainder used for training.

The laser scan training dataset was normalised by sub-
tracting the mean and dividing by the standard devia-
tion, both having been calculated across the entire laser
scan training dataset. The linear and rotational com-
mand signals were normalised in the same manner, in-
dependently of each other. In each of these cases, the
mean and standard deviation were recorded for later use
in visualising the reconstructions.

Finally, the training and validation sets were ran-
domised by swapping each example with another ran-
domly selected example.

4.2 Training Procedure

Through unsupervised feature learning using RBMs,
suitable parameters are learned to initialise the deep au-



Table 1: RBM training hyperparameters used in unsuper-
vised feature learning with the Persistent Contrastive Diver-
gence algorithm.

Parameter Value

Initial Learning Rate
0.001 - 0.0001 (with decay

to min. 0.00001)
Momentum 0.5

Initial Weights Between ±0.05 (uniform)
Batch Size 100

Markov Chains 100
Gibbs Steps 5

Weight Decay 0.0001
Sparsity Target 0.2

toencoders near a good solution. Fine-tune training is
performed on the autoencoders to achieve the task of re-
constructing/generating both modes of data when pro-
vided only the sensor information.

RBM Training for Unsupervised Feature
Learning

Table 1 lists the hyperparameters used during training
of the RBMs with the Persistent Contrastive Divergence
algorithm.

The contrastive divergence algorithm does not at-
tempt to optimise reconstruction error and it is not the
ideal measure for monitoring training progress [Hinton,
2010] however, for use in pretraining features for the ap-
plication of reconstruction, it was deemed as suitable
for training termination criteria based on held out vali-
dation examples. A small number of experiments were
conducted in monitoring the non-Gaussianity of param-
eters as suggested by Hinton [2010]. This was achieved
through the calculation of Excess Kurtosis [Dieleman
and Schrauwen, 2012]; it was found to plateau after a
similar number of epochs as that of the reconstruction
error. Overfitting was not monitored during training.

A “best” model was saved if it recorded a lower than
previous reconstruction error on held out data and these
are here-on referred to as the pretrained models. The
pretrained RBMs can be used to construct the DBN
shown in Figure 3b. This was performed only to as-
sess progress and no fine-tuning was performed at this
stage.

Autoencoder Training and Operation

Each of the autoencoders were fine-tuned on the short
corridor dataset. An initial learning rate of 0.001 (with
decay to min. 0.0001) and batch size 100 were used at
this stage of training.

Fine-tuning for the MMAE was performed with
dropout applied in two manners concurrently resulting
in an input feature having 33% chance of inclusion in a
given training example:

• on an entire mode with p = 0.66′ of inclusion, per-
formed by triplicating the dataset and zeroing a
mode at the input in each of the second and third
instances leaving the associated label data complete;

• on individual input features with p = 0.5 of inclu-
sion.

The MMAE can be subject to a variety of input pos-
sibilities. For this paper two operating modes will be
discussed: zero command input and previously gener-
ated command input. In both cases full sequence of the
5 previous laser scans is supplied during operation.

Zero Command Input Operating Mode: In this mode
(MMAE-ZCI), a zero vector of appropriate dimension
is supplied to the visible layer of the command signal
branch. The autoencoder only has the laser range data
available to generate the command signal sequence. This
is shown at the input of the model in Figure 2a. The final
command in the sequence is published to the robot.

Previously Generated Command Input Operating
Mode: In this mode (MMAE-PGCI), the four previously
generated command signals are fed as input with zeros
provided to the current command input. The autoen-
coder has both laser range and command signal infor-
mation to generate the current command. This is shown
at the input of the model in Figure 2a.

The SMAE model is trained to reconstruct both
modes given only the laser scan sequence as input. Fine-
tuning on the short straight dataset was performed with
dropout applied only to the individual input features
with p = 0.5 probability of inclusion.

During operation the SMAE reconstructs the laser
scan and generates the control signal sequences based
only on sensor input. The final command in the gener-
ated command sequence is published to the robot as the
current command.

4.3 Test Procedure
Environments

For the purposes of testing, a number of test environ-
ments were created. These include “simple” environ-
ments such as the original short straight corridor used
in collection of the fine-tuning dataset (2m×13m), a long
straight corridor (2m× 30m) and a curved corridor (2m
wide, 19m radius of curvature) as well as a “complex”
system of corridors; see Figure 4.

The complex environment (40m × 40m, Figure 4b)
contains a large number of features to which the mod-
els were not exposed during training including varying
widths of corridors, large open areas, right and left cor-
ners of varying angles, T- and Y-intersections, S-bends,
obstacles, and doorways. The time to collision testing
in this environment will be performed with the robot
starting with 10 different poses as indicated in Figure
4b.
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Figure 4: Test corridor environments. Four environments of
increasingly complexity have been created in order to perform
time to collision testing as a means for evaluating the gener-
alisation of the system. The (a) simple environments consist
of a short straight, long straight and curved corridors, each
of which have a 2m corridor width. The (b) complex envi-
ronment is used to evaluate system performance in situations
to which they were not exposed during training. Indicated
on the map are the 10 poses at which the robot is started
during testing.

Finally, the systems are to be tested on a real robot
in a corridor section measuring approximately 2.4m in
width and 7.5m in length without intersections or obsta-
cles, as shown in Figure 1.

Evaluation Metric

For the purposes of evaluating the different systems, time
to collision testing is to be performed in the test envi-
ronments and a success recorded when operating time
exceeds one minute without collision. Operation is to
be terminated at 10 minutes if no degradation in perfor-
mance is observed.

Evaluating Generalisability

With the system having been exposed to a simple dataset
during training containing limited environmental fea-
tures and actions, assessment of the generalisability to
increasingly complex environments is to be undertaken.
Time to collision testing is performed in each of the test
environments with the intent of assessing the systems’
ability to generate suitable actions based on new fea-
tures.

Evaluating Robustness

Previous training and testing of the systems have relied
on perfect, simulated laser range measurements. While
the SICK LMS200 laser range scanner on which the sim-
ulator was based typically achieves high accuracy mea-
surements in ideal environments (systematic and statis-
tical error in the order of millimeters [Sick AG, 2015]), a
number of factors may influence this including reflective
properties of wall/object surfaces, distance and outliers
such as artefacts at corners.

Laser Noise: In order to test the robustness of the sys-
tem to changing environments, various levels of Gaussian
noise (up to σ = 1.0m) were added to the laser range
measurements and time to collision testing performed.

Missing Laser Frames: By zeroing one or more of the
laser scan frames in the sensor sequence and repeating
the time to collision testing, sensitivity to loss of sensor
measurements is determined.

Real-world Testing

Each of the systems are deployed on a Pioneer P3-DX
equipped with a SICK LMS200 laser range sensor oper-
ating at 10Hz for time to collision testing in the real
world testing environment.

5 Results

The results of testing each of the systems in different
environments and under altered operating conditions are
presented and discussed with respect to the evaluation
metric of one minute collision-free operation.

5.1 Command Sequence Generation

In order to show the generative abilities of the autoen-
coders, the multimodal autoencoder in the zero com-
mand input operating mode (MMAE-ZCI) and the sin-
gle mode autoencoder (SMAE) were provided with laser
scan sequences from the short corridor validation set.
Figure 5 shows a number of examples the command se-
quences generated by the two models based on the pro-
vided laser sequence shown.

Clearly the correlations between the laser and com-
mand modes are being learned with suitable commands
being generated purely from the laser data. It is noted
that smoothing and latency are evident in the generated
sequences as compared to the ground truth.

As only the final command in the sequence to be pro-
vided to the robot in the proposed system, these have
been generated over 2 second intervals of the validation
dataset and shown against the ground truth in Figure
6. The time step marked 0 corresponds to the signal
generated in the sequences shown in Figure 5.

The resultant command sequences are shown to be
representative of those which were used in collection of
the data. It is noted that smoothing of the signals is
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(a) Provided laser sequences.
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(b) Generated command sequences.

Ground Truth Linear Velocity MMAE-ZCI Linear Velocity SMAE Linear Velocity

Ground Truth Rotational Velocity MMAE-ZCI Rotational Velocity SMAE Rotational Velocity

Figure 5: Command sequence generation. Each row shows (a) a sequence of laser range measurements from the validation
dataset which are provided to each of the MMAE and SMAE systems. Here the laser scans are displayed on a polar plot where
the robot is at the origin and 0 degrees indicates the direction in which the robot is facing. In the first instance the robot is
traversing the length of the corridor. The second shows the deceleration and turning action at the corridor end. Finally the
linear acceleration during rotation is shown as the length of the corridor is detected. (b) The generated command sequences
are displayed overlaying the dataset ground truth sequence. Both the MMAE and SMAE show an appropriate sequence of
generated commands to recreate the desired action with some smoothing noted.

apparent as well as a delay in the second case where a
step exists in the linear and rotational velocities.

5.2 Evaluating Generalisability

Simple Environments

In the simple test environments, the systems were found
to operate without collision for multiple tests performed
up to 12 hours at which time the tests were terminated.

Complex Environment

In order to compare the different systems, a time to col-
lision test has been performed with the robot starting
at 10 different poses in the complex map, see Figure
4b. A number of these poses were chosen to be inten-
tionally difficult. Each trial was capped at 10 minutes.
The results are shown in Table 2. The results indicate
that the performance of the models is dependent on the
starting pose with each of the models / operating modes
performing well in some cases and poorly in others.

A variety of undesirable actions were witnessed dur-
ing tests in the complex environment including turning
towards the closer wall of narrow dead-ends and a ten-
dency to avoid narrow corridors, preferring to remain in
open areas (Figure 4b). This latter behaviour ensured
that the system was never capable of fully exploring the
map.

Of particular difficulty for the systems were intersec-
tions: a large number of collisions in the trials were found

to occur at the vertex of the walls. The systems tended
to slow the robot and become “indecisive” as to which
direction to take before collision.

Contributing factors to these undesirable behaviours
may include the inability of the system to suitably repre-
sent the sensor information and/or lack of a suitable ac-
tion learned during training. Figure 7 shows the laser se-
quence reconstructions from the MMAE-ZCI and SMAE
as the robot is approaching a Y-intersection. While the
two corridors are evident there is significant error in the
reconstructions, giving credence to the first hypothesis.
The “indecisive” behaviour observed as the intersection
wall vertex is approached supports the second hypothe-
sis. Likely, it is a combination of both.

Each of the systems showed active avoidance of obsta-
cles in the bottom corridor of the map however in the
centre of the map all systems collided with an obstacle
at some stage. On multiple occasions the SMAE settled
to a repeating path among the centre obstacles.

More desirable actions were witnessed for other fea-
tures such as corners and doorways in which the systems
appear to actively avoid collisions while maintaining for-
ward momentum.

5.3 Evaluating Robustness
Laser Noise

In the short straight corridor, all systems were found
robust at expected real world levels of noise (up to



Table 2: Time to collision in the complex environment. The time to collision results of each of the systems beginning at the
10 different poses indicated. While each system performs differently in each case, the success cases indicate the SMAE system
to have greatest performance.

Position (x, y, θ) MMAE-ZCI (s) MMAE-PGCI (s) SMAE (s)

1 (0, 0, 45◦) 37 11 >600
2 (−18.5, 0, 0◦) 475 16 145
3 (16,−14, 180◦) 24 >600 310
4 (−3, 13, 180◦) 86 70 153
5 (15, 11, 135◦) 14 309 51
6 (−18.5, 0,−45◦) 16 16 143
7 (9, 2, 0◦) 10 7 45
8 (3, 18,−90◦) 57 36 41
9 (−11, 13.5, 0◦) 110 43 >600
10 (−3.5, 7.5, 90◦) 30 29 19

Successes 3 3 6
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Figure 6: Command signal sequence published to the robot.
With only the “current” command , here we see two sec-
ond sequences of the control signals actually provided to the
robot. In each of these cases time step 0 corresponds to
the“current” signal provided by the examples in Figure 5.
The smoothing effect is more evident here and an additional
delay is noted in the second example as compared to the
ground truth which contains step in both the linear and ro-
tational velocities.

σ = 0.1m) exceeding the 10 minute time limit while the
SMAE continued to exceed the time limit at extremely
unlikely levels of noise.

Time to collision testing was also repeated for in the
complex environment using the same starting positions
as listed in Table 2; the results are presented in Table 3.

The majority of tests appear unaffected by the intro-
duced noise even at σ = 1.0m and in fact all systems
appear to improve with the increasing noise based on
the number of success cases. In cases where the time to
collision was reduced the robot typically collided with a
wall where previously it had narrowly missed collision.

Figure 7: Y-intersection laser sensor sequence reconstruction.
Here the MMAE (dotted) and SMAE (dashed) are attempt-
ing to reconstruct the laser sensor sequence (solid black) in
a complex corridor environment to which they were not ex-
posed during training. Clearly there is a significant amount
of error in the reconstruction.

Table 4: Missing frames of sensor data. This table shows the
time to collision results in the short straight corridor when
one or three frames of sensor data are zeroed. All systems
perform poorly when the older frames are removed. Interest-
ingly, the systems appear unaffected when the current frame
is removed.

Missing
MMAE

SMAE
ZCI (s) PGCI (s)

Oldest frame 12 12 12
Oldest 3 frames 12 10 3
Middle frame 12 64 15
Middle 3 frames 12 34 17
Most recent frame >600 >600 >600
Most recent 3 frames 24 >600 11

Successes 1 3 1

Missing Laser Frames

Table 4 shows the results of time to collision testing when
various sensor measurement frames are missing.

The loss of even a single frame of sensor data in the
sequence shows the system to become unstable. The
MMAE-PGCI appears to show some advantage in some
of the cases tested; this is considered due to the ad-
ditional information the system has about the missing
frames provided by the previous commands. Adding
dropout of individual frames during training may prove
beneficial in overcoming this in future work.



Table 3: Time to collision with noisy sensor data in the complex environment. The addition of sensor noise is shown to have
little effect on the performance of the systems. In a number of cases the time to collision is extended and the number of
success cases has improved over that of the perfect sensor results in Table 2.

Position
MMAE-ZCI (s) MMAE-PGCI (s) SMAE (s)

σ σ σ

0.01m 0.1m 0.5m 1.0m 0.01m 0.1m 0.5m 1.0m 0.01m 0.1m 0.5m 1.0m

1 55 78 56 41 25 25 11 11 >600 >600 >600 >600
2 475 475 475 16 16 594 16 17 144 144 144 276
3 24 24 22 17 267 267 267 249 309 309 309 184
4 86 86 63 88 70 70 70 70 153 153 152 153
5 14 14 294 292 572 >600 285 389 51 51 53 127
6 470 17 16 16 16 15 16 15 143 143 144 144
7 9 9 9 8 7 7 7 9 45 45 48 44
8 55 64 68 68 36 66 48 70 41 41 41 41
9 33 110 32 306 43 43 69 44 >600 >600 >600 62
10 30 30 107 107 29 29 30 29 18 18 18 18

Successes 3 5 5 5 3 5 4 4 6 6 6 7

Table 5: Time to collision testing on the Pioneer P3-DX. For
each system and each starting position, two trials were per-
formed up to 10 minutes. Two cases (marked with asterisks)
were allowed to continue beyond this time limit. That start-
ing at position 5 collided with a wall at 23 minutes while the
position 4 case was stopped at 30 minutes after no degrada-
tion in performance was observed.

Position
MMAE

SMAE (s)
ZCI (s) PGCI (s)

1 2 1 2 1 2

1 593 66 4 6 63 18
2 361 37 66 223 28 90
3 18 248 296 248 41 53
4 383 >600 >600 >600* 43 82
5 52 118 >600 >600* 15 64

Successes 7 8 4

5.4 Real-world Experiments

Time to collision details are reported in Table 5. Over a
number of tests and starting in a variety of poses (indi-
cated in Figure 1), the systems displayed the desired cor-
ridor following and end-of-corridor deceleration/turning
behaviours however transitioning to real world condi-
tions resulted in reduced performance in terms of avoid-
ing wall collisions.

Two tests were allowed to continue beyond the 10
minute limit for the MMAE-PGCI system. One of these
was stopped at 30 minutes when no degradation in per-
formance was noted. The other collided with the wall
after 23 minutes.

For all systems and in all tests, the robot was found
to zig-zag along the length of the corridor in contrast
to the simulated environments where the path was typ-
ically free of oscillation. It appears as if the system is
overshooting the desired path and this may be explained
by the introduction of real-world dynamics, which were

not emulated in the simulator during collection of the
dataset.

6 Discussion and Conclusion

Based on the results of each of the test scenarios, the
SMAE system was found to be the best of the models
in the simulated environments. This robustness is con-
sidered likely due to the system operating under very
similar conditions in which it was trained i.e. during
operation the system had all available input data (ex-
cluding the missing frame testing) whereas the other
systems were lacking some information at all times.
This result reflects that of Ngiam et al. [2011] where
their video-only autoencoder outperformed the bimodal
(video-audio) autoencoder given only video input.

The relatively poor performance of the SMAE system
on the robot platform may be explained by the lack of
real-world dynamics emulated in the simulated environ-
ments in which the training datasets were collected. It
is proposed that additional fine-tuning of the autoen-
coders using data captured on the robot platform would
help overcome this. Use of this reconstruction in com-
parison to the information provided at the input may
be helpful as a measure of confidence of the generated
control signal in future work.

There are a number of limitations of the systems
demonstrated including no current capability of goal
based navigation, reliance on a supervised learning stage
during fine tuning of the autoencoders and undesirable
behaviour evidenced in complex environments. However,
this work clearly demonstrates an important first step
in the ability to learn and take advantage of correlations
between different modes of data for robotic control.

Extensions to this work will involve utilising datasets
of increasing complexity in terms of environment features
and larger sets of actions, introduction of goal-based nav-



igation, taking advantage of additional sensors, applica-
tion to other robot types and investigation of RNNs and
Long Short Term Memory networks.

Multimodal deep autoencoders have been demon-
strated to be capable of learning correlations between
modes in a dataset allowing for the generation of a con-
trol signal based on raw sensor information for a dif-
ferential drive robot in a simple corridor. These systems
were found to generalise in increasingly complex environ-
ments and robust to high levels of sensor noise. Deployed
on a real robot, despite some difference of performance
considered due to introduction of real-world dynamics,
one system was capable of operating for over 30 minutes
without collision. This work was undertaken as the first
step towards an end-to-end learning method for robotic
control.
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CE140100016).
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