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Abstract

Feature learning on dense 3D data has proven
to be a highly successful alternative to man-
ual hand crafting of features. The data pro-
duced by outdoor 3D scanning devices is typi-
cally unsuitable for feature learning approaches
due to its variable density. We introduce a
method for formatting segmented regions of
Velodyne scans into regularly sampled depth
images. This reformatting allows us to leverage
existing feature learning techniques and apply
them to Velodyne data. Experiments are per-
formed on a set of 588 object scans labelled into
14 categories. Features are learnt on the raw
Velodyne range images and evaluated on the
proposed interpolated depth images. Classifi-
cation performance produced by learnt features
compare favourably against classifiers based on
pre-defined 3D features such as the Spin Images
or other more recent alternatives.

1 Introduction

Object recognition using outdoor 3D point cloud data
has become an important problem in robotic percep-
tion. Dense 3D range sensing of environments is particu-
larly useful as it provides highly accurate measurements
of the surrounding scene and is invariant to illumina-
tion changes. Most recent approaches to object recog-
nition with depth data have utilised the Kinect RGB-D
sensor [4, 14, 23] which provides relatively dense and
clean data, but is limited to indoor applications. These
approaches typically utilise hand-crafted features such
as Spin Images [12], the Fast point feature histogram
(FPFH) feature [22], amongst others. However, recent
research has shown that feature learning and deep learn-
ing are able to construct powerful representations while
avoiding the need for a-priori feature design.
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Feature learning techniques have been applied to dense
3D data, and in particular to 3D Kinect data. This paper
builds on these recent developments and proposes strate-
gies to apply feature learning methods to non-uniformly
sampled 3D scans. More specifically, the approach was
developed for scans produced by outdoor 3D scanners
deployed on mobile platforms (e.g. 3D Velodyne LIDAR
on a ground vehicle) which produce a point cloud density
typically much lower than other static scanning systems,
such as in [1], or scans produced by the Kinect sensor.

This paper introduces and evaluates an approach to
formatting patches of 3D range images into regular im-
age grids for feature learning. We perform single layer
feature learning with k-means and Sparse Autoencoders.
Classification performance is evaluated on a set of 588
object scans acquired with a Velodyne sensor and la-
belled into 14 classes 1 The approach out-performs clas-
sification based on pre-defined features such as the Spin
Image [12] and the recently introduced Line Image [20].
To authors’ knowledge, this study is the first to propose
feature learning strategies for outdoor 3D scans.

2 Related Work

Existing approaches to the classification of RGB-D or
plain depth data, exploit a range of approaches to fea-
ture representation, from hand crafted to learnt features.
This section provides a review of the existing approaches.

2.1 3D Features

3D features seek to provide a consistent local represen-
tation by being invariant to: (1) relative position and
orientation (eg. as the sensor or object moves), (2) point
density, and (3) occlusion. We review below a number of
features encoding these invariants in order to show that
in all cases, the underlying modelling is pre-defined as
opposed to being learnt from data.

1Dataset and instructions are available from
http://www.acfr.usyd.edu.au/
papers/SydneyUrbanObjectsDataset.shtml.
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(a) 3D Gaussians (b) 2D projection plane (c) Line extrusion
(d) Interpolating point pro-
jection

Figure 1: PCA interpolation process

Position Invariance

Invariance in position can be achieved by searching all
positions or subsets of strategically chosen positions.
The latter case corresponds to computing features at well
localised keypoints, which massively reduces the search
associated with feature matching. Several 3D keypoint
algorithms exist[8, 24]. These attempt to identify salient
regions in the point cloud which can then be more easily
re-identified. Saliency is often encoded via corner detec-
tion on local gradients.

Orientation Invariance

Invariance in orientation can be achieved through an
alignment process. Features such as spin images [12],
shape contexts [9] and others divide the space into bins,
which must be aligned to compensate for changes in ori-
entation. Surface normals are often used, but leave the
spin orientation free. The spin image deals with this by
collapsing this dimension, binning points radially about
the surface normal. Others [5] [24] align the free spin ori-
entation to the “downwards” direction, which is in par-
ticular relevant in urban environments, given the typical
extrusion of urban objects.

Density Invariance

Invariance in density can to some extent be achieved
by spatial histogramming. The point density in a given
region may vary significantly with viewpoint. Features
that spatially bin points assume an even sampling with
resolution above the chosen bin size, requiring points to
be evenly interpolated beforehand [12]. Statistical fea-
tures such as those in [15] can give invalid results when
computed on neighbourhoods that are not representative
of the local geometry, for instance, at the border of oc-
clusions. In the case of range images, this problem can
be mitigated by exploiting the natural graph topology
of a range image [18] to select appropriate samples, as
demonstrated in the Line Image feature [20]. While the
above features each create a representation of the data
that is invariant to a predefined aspect of the data, a
number of approaches combine these measures in order

to construct more powerful representations. An efficient
match kernel is used in [3] to combine a set of kernels
that compare size, Spin Images, gradients and Local Bi-
nary Patterns calculated on RGB-D images.

Another approach to combining multiple features with
efficient match kernels is proposed in [14]. Instance Dis-
tance Learning is used to integrate features from multiple
views of an object. They show that by finding the opti-
mal distance function per object, superior classification
performance is achieved.

2.2 Feature Learning

Feature learning is an alternative to manual handcrafting
of invariant properties. Provided an appropriate training
set, it has the potential of being applicable to all types
of 3D data, from sparse to dense and with various de-
grees of variations in the three properties listed above.
An approach to learning multiple layers of features is
Hierarchical Matching Pursuit (HMP) introduced in [4].
Each layer of HMP consists of feature dictionaries learnt
with K-SVD [21] applied to input patches. The first layer
takes as input patches containing RGB, depth, grayscale
intensity and surface normals. Feature encoding is ob-
tained with Orthogonal Matching Pursuit [19] performed
on image patches from a regular grid. The feature vec-
tors are pooled with spatial pyramid max pooling [26] to
generate patch level features. The second layer of HMP
then takes contrast normalised versions of these patch
features as input. The output of this system is then
a spatial max pooling over both the first layer output
and the second layer HMP output. They find that the
features learnt on Kinect data outperform the RGB-D
kernel descriptors of [3], the Sparse Distance Learning
approach of [14] and the combination of: SIFT, Tex-
tons, Color Histograms, Spin Images and 3D bounding
boxes [13]. The approach in [23] constructs two convolu-
tional neural networks to extract low level features from
RGB and Depth channels of Kinect data, respectively.
After pooling the convolutionally encoded images, they
pass the output feature vector to a hierarchy of recur-
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sive neural networks to learn higher level features. They
find their system has a higher accuracy than the depth
kernel descriptors of [3] but slightly worse performance
than HMP[4], which also includes manual features from
surface normals. While these recent feature learning sys-
tems achieve state-of-the-art performance on a number
of classification tasks, their application to outdoor multi-
modal data has received little attention.

2.3 Contributions

To the authors’ knowledge, this work is the first to de-
velop feature learning for outdoor 3D scans. To en-
able this learning, a method for interpolating patches
of Velodyne scans into 2D depth images is proposed.
Feature learning techniques are then shown to compare
favourably against existing 3D descriptors on a classifi-
cation task.

3 Depth representation for
Classification

Architectures for feature learning and classification typ-
ically require regularly sampled images as input. To ap-
ply these techniques to non-uniformly sampled object
scans, a re-sampling process is introduced; it is illus-
trated in Figure 1. Given the variations in point den-
sity, this re-sampling process needs to be adaptive. An
outline of our algorithm is presented in Algorithm 1, Ta-
ble 1 provides additional details. The sampling process
described here builds on the mechanism of [20] which
represents local regions as Gaussians. These regions are
then projected onto an image plane and interpolated to
form a regular grid of depth values. Depth values are
normalized to the range [0.5, 1] and free space is set to
0, (lines 17 and 13 of Algorithm 1, respectively).

More specifically, an implicit surface model is first cre-
ated from 3D Gaussian functions, thereby allowing non-
planar surfaces such as poles and trees to be modelled. It
is built by applying principle component analysis (PCA)
on spherical regions of radius r about each point on the
object scan. This corresponds to line 1-3 in Algorithm 1
and is illustrated as a set of ellipsoids in Figure 1a, each
representing a Gaussian function.

A plane is then positioned at the centroid of the ob-
ject scan, such that its surface normal is the ray con-
necting the centre of the camera to the centre of mass of
the object (Algorithm 1 line 6), as shown in Figure 1b.
This plane forms the image plane and per-pixel depth
values are obtained by extruding a 3D line from each
pixel out into the Gaussian surface model (Algorithm 1
line 8) as shown in Figure 1c. If the maximum value of
a Gaussian function along a line exceeds the threshold
t, surface interpolation is considered successful, and the
surface depth is stored. Conversely, when the value indi-
cated by the Gaussian function is below t a depth value

Table 1: Variables used in Algorithm 1

P An input point cloud.
t Threshold for depth interpolation.

Ray A ray normal to the Image plane, passing
through a point cloud.

p A point on the line L.
RPCA PCA is computed on a spherical region of points

at this radii.

is set to zero. The approach is thus able to jointly inter-
polate a scan surface and detect empty space, occlusions
or regions with insufficient samples [20].

Input : PointCloud, ImageResolution, RPCA, t
Output: NormalizedDepthImage

1for P ∈ PointCloud do
2neighbours = Sphere( P , RPCA)
3µP ,ΣP ,ΛP = PCA(neighbours)
4end

5ImageP lane =
6SamplingPlane(PointCloud)

7for i, j ∈ ImageP lane do
8Ray = NormVector(i,j)
9p = arg maxpN (p;µ,Σ,Λ) s.t. p ∈ Ray

10if N (p;Pµ,Σ,Λ) > t then
11DepthImage[i, j] = p
12else
13DepthImage[i, j] = 0
14end
15end

16NormalizedDepthImage =
17NormalizeImage(DepthImage)

18return NormalizedDepthImage

Algorithm 1: Point Projection

An example of a depth image resulting from the algo-
rithm is shown in Figure 1d. By applying Algorithm 1
to non-uniformly sampled 3D scans, it becomes possible
to leverage existing feature learning techniques. These
feature learning techniques are discussed in the next sec-
tion.

4 Feature Learning

This section describes the feature learning architecture
deployed here and details aspects specific to using Velo-
dyne data as input. The general architecture of [6] is
followed and a single layer of features is learnt. Depth
images are encoded convolutionally using various encod-
ing strategies. Max pooling is then performed over quad-
rants of the encoded image and its output concatenated
into a new feature vector. This pooled feature vector is
finally used as input to a linear SVM.

4.1 Patch extraction for learning

Unlike the depth data provided by the Kinect, Velodyne
range images contain large portions of non-returns. This
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(a) Range Image

(b) Range Image non-returns

Figure 2: Example Range Image data

raises the issue of how to handle non-returns in patches
while learning. Empirically, there are three main sources
of non-returns: the first is from any surface at an ob-
tuse angle with respect to the incoming LIDAR beam,
the second is any glass surface, and the third are object
edges. Edges and contours of objects are expected to
contain strong queues for classification since they con-
tribute to tracing out the silhouette of an object in the
depth image. An example of non-returns are shown as
the black regions in Figure 2. Thus, rather than exclud-
ing all extracted patches containing non-returns, the por-
tion of non-return is limited to 20% in any given patch,
and patches not complying with this minimum are dis-
carded.

4.2 Learning

We use two approaches to learning feature representa-
tions from depth patches. The first is k-means on PCA
whitened [10] patches. The second uses a Sparse Au-
toencoder. Details on training Sparse Autoencoders can
be found in [16, 17]. Examples of learnt dictionaries for
both approaches are shown in Figure 3. These are fur-
ther discussed in Sec. 6.2.

4.3 Encoding Methods

The learnt dictionaries are used to encode the responses
of input data. Three encoding methods are tested. Each
performs a mapping from the input space x ∈ RM to
the output space c ∈ RK where K is the number of
dictionary elements and M is the length of an input
patch flattened into a vector. Hence the encoding pro-
cess is performing the mapping f : RM → RK . For ex-
ample encoding an 8 − by − 8 input patch involves flat-
tening the patch into vector of length 64, encoding this
with a dictionary of 200 elements produces a code vector
of length 200. Patch-wise encoding is performed using
Locality-constrained Linear Coding (LLC) [25], Triangle
k-means [6] and, natural encoding. The Natural Encod-
ing of an algorithm is the encoding typically used during
learning. Each of these methods is now reviewed.

Locality-constrained Linear Coding [25]

Locality-constrained Linear Coding (LLC), seeks to en-
code inputs using sets of dictionary elements that are
similar, instead of elements that would simply produce
the smallest reconstruction error. The full objective of
the LLC encoding is:

min
c

N∑
i=1

‖xi −Dci‖2 + λ‖ai � ci‖2 (1)

s.t. 1>c = 1, ∀i

Here ai is a locality adaptor ai = exp
(
dist(xi,D)

σ

)
, D

is the feature dictionary (or feature vector) and � is el-
ement wise multiplication. λ is the locality regularizer
and ci the encoding of a patch xi. [25] produce an ap-
proximate solution to (1), which is the coding method
used here. It proceeds as follows: given a set of fea-
tures D computed from our unsupervised feature learn-
ing method, find the k-nearest neighbours to xi, denote
this set as Di, then solve:

min
ĉ

N∑
i=1

‖xi −Diĉi‖2 (2)

s.t. 1>ĉ = 1, ∀i

The LLC code ĉ is then expanded back into c, with the
points in the vector corresponding to unselected dictio-
nary elements set as zero. For more details see [25] and
[27].

Triangle Encoding [6]

Triangle coding acts in a similar manner to LLC by sup-
pressing code elements that are further than the aver-
age distance from the input. This coding method is ex-
tremely simple and hence fast to compute. The coding
procedure is as follows:

si = ‖DT − xi‖22
uk = mean{si}
ci = max{0, uk − si} (3)
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(8,8) (12,12)

(16,16) (20,20)

(a) k-means Filters

(8,8) (12,12)

(16,16) (20,20)

(b) Sparse Autoencoder Filters

Figure 3: Filters Learnt from Range Image data. The numbers in the brackets represent window size.

Here si is a vector containing the distance from each dic-
tionary elements to the input vector xi, uk is the average
distance from xi to each dictionary element. The code
ci is then the output with distances above the mean set
to zero.

Natural Encoding

The natural encoding is only used in the Sparse Autoen-
coder to produce the output code. The code is simply
given by:

ci = (1 + exp(−Dxi + b))
−1

(4)

4.4 Filter Convolution and Classification

We process input depth images convolutionally by sam-
pling w − by − w patches centred at pixels locations
from the image. Each flattened input patch is then en-
coded with one of the encoding methods discussed in Sec-
tion 4.3. The size of the encoded patch always matches
the size of the dictionary elements. This convolution
process produces output images with K channels. The
output is then pooled by taking the maximum of each
code vector in four equal size quadrants of the image.
This produces an output of size 4× 4×K which is flat-
tened into a vector before being passed to a linear SVM.

5 Benchmarks

Feature learning for 3D classification is evaluated against
pre-defined 3D features. The comparison results are de-
tailed in Sec. 6.2. A number of 3D features for classifi-
cation were tested in [20]. The two features used here
and described below were chosen since, as shown in [20],
these were shown to be representative in terms of classi-
fication performance of a larger pool of 3D features.

5.1 The Line Image Feature

The line image feature was introduced in [20]. It is illus-
trated in Figure 4, and consists of a set of parallel lines
‘probing’ a 3D region of interest, to form a 2.5D local
representation of the surface, with additional occupancy
information. For a specific region in space, the line im-
age feature f is represented by two equally sized vectors
d and s:

f = (d, s) (5)

d = (d1, d2, . . . , dn), di ∈ R (depth of each line)

s = (s1, s2, . . . , sn), si ∈ {intercept, occlusion, empty}

for a feature containing n lines. Computing the distance
between two features f1, f2 results in a RMSE type met-
ric between d1 and d2, excluding entries corresponding
to occlusions (which are known with the status s vec-
tor of each Line Image), while also assigning a stronger
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Empty

Unknown

Intercepts
surface

Occluding trunk

CarLine status

Intercept depth

Figure 4: An illustration of the line image feature computed
on the corner of a car, which has been partly occluded by
a trunk. The status of each line, and the depth of surface
intercept, is shown on the left. The point cloud is colored by
surface normals for visualization.

weight to features with less occlusions. The details of
the metric are provided in [20].

Line Image features were computed at oriented key-
points on each object (key-point extraction is described
in [20]), and classified with k-NN [2]; several values of
k were tested and k was set to 3. Since several features
are computed per object, each object is classified by com-
bining the class votes from each descriptor. Note that,
while objects are processed as individual segments re-
moved from the original scene, the surrounding scene is
still used to obtain the ray tracing information encoded
in the feature.

Figure 5: Examples of depth images obtained from the inter-
polation of object scans (i.e. following the process described
in Algorithm 1)

5.2 The Spin Image Feature

The Spin Image feature was introduced in [12]. It cap-
tures the local 3D shape at a given point on a surface

by evaluating point counts in toric shaped bins, axis-
aligned with the normal at the point; as illustrated in
Figure 6. A Spin Image is built by first creating a 3D
surface mesh, in which each point is a vertex. Matching
two objects requires computing descriptors at each ver-
tex of each mesh and comparing each vertex in one mesh
to each vertex in the other. In our implementation, the
surface mesh is obtained by exploiting the natural grid
topology of the range image, as in [18]. In addition, to
speed up the process, the description is computed only
at the same key-point locations as used for the Line Im-
age method. Classification is based on k-NN, as in [11];
several values of k were tested and k was set to 3. Sim-
ilar to the Line Image method, an object class label is
inferred by combining descriptor class votes. This clas-
sification method was found to be the best performing
classifier for this feature type and is the one we use here.

The original design of the Spin Image [12] makes
the following requirements in terms of point density
(from [12]): “uniform sampling of surfaces is a require-
ment for the spin images of two corresponding points on
different instances [. . . ] of the same object to be similar”.
Due to the polar scanning pattern of the Velodyne, the
sampling density of the surface decreases with range. In
our dataset, the sampling density is approximately con-
stant on (the scanned face of) individual objects, since
most of the objects have a depth limited to a few me-
ters. Given these assumptions, the Spin Image feature
is applied to the object dataset described in Sec. 6.1.

Figure 6: An illustration of the Spin Image feature. For a
given point, the spin image, the colored grid in this figure,
is built by rotating the grid around the surface normal at
the point; the surface normal is indicated by a black arrow.
As the rotation is performed, points falling into each image
pixel are counted. Pixel intensities are then mapped to point
counts; on the figure, pixel intensities are mapped to colour
(blue corresponds to higher point counts). The point cloud
shown here is from a 3D model (as opposed to an object scan)
for clarity of the illustration.
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Table 2: Class performance summary for a set of encodings and best performing classifiers

Class Label

Encoding Scale 4wd wall bus car person pillar pole lights sign tree truck trunk ute van Global

Line Image - kNN
1.0 0.00 0.36 0.00 0.74 0.91 0.59 0.51 0.18 0.57 0.70 0.00 0.51 0.00 0.19 0.560
2.0 0.00 0.56 0.40 0.74 0.86 0.68 0.25 0.33 0.55 0.63 0.00 0.44 0.11 0.37 0.572
4.0 0.00 0.67 0.11 0.67 0.83 0.67 0.08 0.30 0.18 0.05 0.24 0.40 0.00 0.39 0.472

Spin Image - kNN
1.0 0.00 0.49 0.29 0.75 0.90 0.32 0.39 0.08 0.77 0.24 0.00 0.58 0.00 0.60 0.571
2.0 0.00 0.66 0.64 0.73 0.91 0.51 0.21 0.44 0.78 0.21 0.20 0.62 0.11 0.64 0.627
4.0 0.00 0.69 0.54 0.75 0.92 0.46 0.21 0.70 0.71 0.37 0.32 0.53 0.22 0.69 0.654

Sparse AE - SVM
0.3 0.14 0.37 0.16 0.70 0.95 0.65 0.28 0.48 0.60 0.69 0.11 0.45 0.11 0.39 0.604
0.4 0.21 0.47 0.09 0.72 0.95 0.69 0.42 0.53 0.58 0.59 0.18 0.48 0.20 0.38 0.621
0.5 0.07 0.29 0.10 0.72 0.95 0.71 0.49 0.51 0.62 0.68 0.09 0.42 0.10 0.39 0.611

Triangle - SVM
0.3 0.23 0.56 0.35 0.75 0.97 0.42 0.58 0.53 0.70 0.74 0.00 0.44 0.41 0.46 0.660
0.4 0.24 0.59 0.37 0.81 0.96 0.57 0.64 0.57 0.62 0.68 0.31 0.40 0.30 0.50 0.671
0.5 0.29 0.61 0.33 0.83 0.96 0.59 0.60 0.62 0.63 0.69 0.18 0.41 0.08 0.39 0.665

LLC - SVM
0.3 0.21 0.56 0.42 0.75 0.96 0.42 0.57 0.58 0.68 0.76 0.00 0.46 0.42 0.48 0.666
0.4 0.31 0.48 0.40 0.72 0.97 0.46 0.60 0.53 0.63 0.75 0.09 0.53 0.20 0.31 0.649
0.5 0.18 0.60 0.31 0.76 0.96 0.68 0.53 0.64 0.62 0.71 0.08 0.50 0.33 0.29 0.661

6 Experiments

6.1 Dataset and Experimental Setup

The dataset used here was generated from several se-
quences of Velodyne scans by applying the segmenta-
tion techniques developed in [7]. When necessary, the
segmentation was manually corrected and the result-
ing segments hand labelled into the 14 following classes
(the number of instances in each class being indicated
in parenthesis): four wheel drive (21), wall (20), bus
(16), car (88), person (152), pillar (20), pole (21), traffic
lights (47), traffic sign(51), tree (34), truck (12), trunk
(55), ute (16), van (35); total number of labelled objects:
588.

The unsupervised training of k-means and the Sparse
Autoencoders is performed on 200,000 range image
patches which are randomly selected from a city scene
transect of Velodyne data. Each patch is filtered to en-
sure no patch contains more than 40% of ground (ground
is identified with the segmentation method in [7]) or 20%
of non-returns. This filtering is necessary since urban
scenes contain large portions of road and non-returns
which would otherwise bias the learning.

All the object scans were projected into 2D depth im-
ages according to the process described in Sec. 3. Exam-
ple point clouds of the objects in the dataset are shown
in Figure 7. Sample images of the depth map inter-
polation performed on a person and car are shown in
Figure 5. The dataset was divided into four subsets and
all the results reported in this section were generated us-
ing four-fold cross-validation: training on three sub-sets,
testing on the remaining one, this being repeated four
times so that each object scan is tested.

6.2 Results

The results of the various combinations of feature learn-
ing and encoding are presented in Tables 3, 4 and 5. Due
to the class imbalance in the dataset, the classification

Figure 7: Examples of labelled point clouds. Labels clock-
wise from the top: car, person, tree, lights, sign, pole, pillar,
wall, truck, bus, 4wd

performance is evaluated using the f1 score. The results
in each table are the f1 scores, with best performing com-
binations highlighted in bold. The column Filter, refers
to the number of dictionary elements used in that set,
Image refers to the size of the interpolated depth image
(e.g. 30× 30), PCA indicates the radius r of the spher-
ical Gaussian use to select points to perform local PCA
on and Patch indicates the size of the dictionary element
used.

Table 3: k-means - LLC

Patch Shape

Filter Image PCA (8,8) (12,12) (16,16) (20,20)

200

30
0.3 0.634 0.629 0.632 0.624
0.4 0.618 0.633 0.647 0.627
0.5 0.615 0.603 0.630 0.639

50
0.3 0.666 0.633 0.657 0.624
0.4 0.629 0.626 0.646 0.642
0.5 0.637 0.612 0.622 0.620

800

30
0.3 0.661 0.627 0.614 0.621
0.4 0.642 0.633 0.636 0.626
0.5 0.661 0.641 0.643 0.630

50
0.3 0.644 0.642 0.655 0.640
0.4 0.645 0.630 0.649 0.647
0.5 0.655 0.621 0.659 0.624
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The feature dictionaries learnt by k-means and Sparse
Autoencoders are shown in Figure 3a and Figure 3b.
There is a definite qualitative difference in the depth fea-
tures learnt here and the depth features learnt on RGB-D
data. A high portion of the features learnt here contain
sharp simple discontinuity features. These components
are not present when the same learning algorithms are
performed on the depth channel of Kinect data [23, 4].
The primary difference in depth data between theses sen-
sor modalities is the level of possible discontinuity. As
Kinect data is typically taken indoors, the possible mag-
nitude of depth discontinuity is much smaller than that
of the outdoor Velodyne sensor. Additional differences
include the level of non-returns, along with pixel-level
artifacts introduced into the range image which occur
due to the process of binning the raw data.

Table 4: k-means - Triangle Coding

Patch Shape

Filter Image PCA (8,8) (12,12) (16,16) (20,20)

200

30
0.3 0.641 0.620 0.642 0.649
0.4 0.596 0.629 0.647 0.644
0.5 0.617 0.610 0.643 0.635

50
0.3 0.660 0.585 0.650 0.639
0.4 0.633 0.629 0.620 0.641
0.5 0.639 0.601 0.629 0.635

800

30
0.3 0.603 0.628 0.644 0.656
0.4 0.607 0.647 0.671 0.660
0.5 0.615 0.640 0.665 0.644

50
0.3 0.605 0.591 0.650 0.623
0.4 0.617 0.621 0.651 0.640
0.5 0.617 0.623 0.631 0.605

Table 5: Sparse Autoencoder - Natural Coding

Patch Shape

Filter Image PCA (8,8) (12,12) (16,16) (20,20)

200

30
0.3 0.525 0.579 0.602 0.603
0.4 0.516 0.604 0.619 0.621
0.5 0.514 0.588 0.610 0.603

50
0.3 0.438 0.535 0.570 0.601
0.4 0.464 0.553 0.581 0.613
0.5 0.456 0.530 0.591 0.600

800

30
0.3 0.510 0.579 0.597 0.598
0.4 0.512 0.604 0.613 0.615
0.5 0.498 0.591 0.590 0.595

50
0.3 0.426 0.527 0.587 0.604
0.4 0.457 0.541 0.604 0.607
0.5 0.454 0.530 0.593 0.611

In terms of classification performance, the smaller
scale patches perform better for the Locality-constrained
linear codes, while the larger patches perform better for
Triangle coding. The Sparse Autoencoder exhibits sig-
nificantly better classification performance also for larger
patches, together with smaller depth image sizes. We
present the comparison of the best performing parame-
ters for each feature type in Table 2. The best recorded

f1 scores are generated by k-means dictionary methods.
Triangular coding achieves the best f1 score of 0.671, the
best performing manual feature is the Spin Image at a
radius of 4m with an f1 score of 0.654.

We find in Table 2 that objects with slowly varying
large scale structure benefit from a larger PCA radius
(the ’wall’ and ’car’ classes in particular). Very flat
objects are relatively unaffected by the PCA interpo-
lation radius, while objects with sharper features are
better represented with smaller PCA radii. This trend
of matching the feature scale with an appropriate PCA
radius is also present in other classes, with the ’4wd’,
’bus’ and ’truck’ classes all having highest performance
in the mid range PCA radius. This suggests an avenue
for future work to investigate mixing features of different
scales in order to capture these multi-scale properties.
Thus, this experimental analysis shows that the defini-
tion of features for the classification of outdoor 3D scans
can be automated and learnt from data as opposed to
requiring a-priori hand-crafting of invariant representa-
tions. In addition, the results show that this automation
leads to improved performance.

7 Conclusion

We have demonstrated that unsupervised feature learn-
ing approaches are able to extract powerful feature
representations from raw Velodyne range image data.
By introducing a method of interpolating Velodyne
point clouds into regularly sampled depth images, we
have shown that existing feature learning and encod-
ing methodologies are transferable to data sampled with
outdoor 3D range scanning devices. Our experiments
show that these learnt features outperform specialised
3D point cloud features.
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