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Abstract 

This paper presents a fast corner fixation algorithm 
for log-polar cameras. The algorithm uses the log-Hough 
transform to fixate on the dominant corner in the image by 
aligning the optical axis with the corner. The algorithm 
has been implemented in a real-time closed-loop control 
system, which exhibits stable behaviour as the tracking 
error minimises towards the image centre. This system 
demonstrates an important benefit of utilising the log-
polar sensor with log-Hough line detection that there is an 
automatic bias to corners closer to fovea. This removes 
the need for searching explicitly through all detected 
corner positions in order to locate the one closest to an 
arbitrary point. In addition, since the log-polar sensor has 
a large field of view for a given number of pixels 
compared to Cartesian space-invariant cameras, it 
removes the need to use a tracking window to increase 
performance, while still supporting high resolution at the 
fovea. 

1. Introduction 

Fixation is a specialisation of visual tracking and is the 
task of keeping the gaze direction on the same target point 
over time [Ahrns and Neumann, 1998]. It is part of the 
active vision paradigm, where the observer, manipulates 
visual parameters to obtain extra information about the 
environment. This ability to fixate simplifies many higher-
level vision problems, such as docking [Barnes and 
Sandini 2000]. Tracking itself is a fundamental operation 
in robotic vision to facilitate control [Jeon, et al.,  2001] . 
It also facilitates image understanding by recovering 
motion [Shi and Tomasi 1994] and through recognition of 
object [Wang, et al., 1995] and shape [Deguchi and 
Yonaiyama, 2000]. Many solutions exist for space 
invariant cameras. However, these usually utilise a sub-
sampling window to cut down on pixel count [Lee, et al., 
1999] and thus reduce image processing time, (e.g., [Reid 
and Murray, 1996], [Shi and Tomasi 1994] and [Wang, et 
al., 1995]).  

A log-polar camera reduces logarithmically in 

resolution towards periphery, thus naturally reduces pixel 
count. A few binocular tracking systems have been 
implemented using this mapping to replace the sub-
sampling window technique [Oshiro, et al., 1996] and 
[Peters and Bishay, 1996].  The focus is on binocular 
fixation rather than fixation per se. Template-based 
algorithms have been devised for the log-polar domain. 
Bernardino and Santos-Victor [Bernardino and Santos-
Victor, 1999] formulated a template-based binocular 
fixation algorithm using the visual servoing framework. 
Ahrns and Neumann [Ahrns and Neumann, 1998] 
proposed a view-based fixation control algorithm using 
monocular vision, which involves comparison against a 
reference view to obtain a similarity measure. These 
template-based algorithms are general in nature, but this 
generality comes at a computational cost. 

In the case where a corner is visible, such as 
manufactured objects, corner-based methods should be 
exploited for the speed increases that are possible through 
specialised algorithms. Corner-based fixation also can be 
used to establish a precise correspondence between a 
fixated target and a corresponding object model, and thus 
facilitate knowledge-based interaction. However, 
Cartesian-based corner tracking methods are not directly 
applicable to log-polar domain, thus a new approach is 
needed to combine the advantages of log-polar fixation 
with gains from specialised corner tracking algorithm. In 
this research, we focus on corners as the fixation target 
because they are commonly encountered in indoor robot 
navigation, such as structural corners in corridors and 
manufactured objects. 

A widely used definition of a corner for detection 
relates to curvature or intensity discontinuity of edges. 
There is a class of well-established detectors that uses a 
local measurement of cornerness, generally based on 
curvature or gradient. These detectors differ in the way 
they classify and find highly probable corner points. For 
an evaluation of classical corner detectors: Beaudet, 
Dreschler and Nagel, and Kitchen and Rosenfeld, see 
[Deriche and Giraudon, 1990]. Some more recent corner 
detectors take advantage of development in other fields of 
research, such as neural networks, curvature scale space 
and the wavelet transform. For example, [Basak and 
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Mahata, 2000] apply a neural network to propagate 
neighbourhood information about a cornerness measure. 
Curvature scale space and the wavelet transform enable 
multi-scale approaches to improve localisation, such as 
[Mokhtarian and Soumela, 1998] and [Pedersini, et al., 
2000] respectively. Other innovations in corner detection 
include the use of surface curvature measurement to 
interpolate sub-pixel differentiation [Wang and Brady, 
1994] and methods based on a morphological closing 
operator [Laganiere, 1998] and iterated Gabor filtering 
[Quddus and Fahmy, 1998]. 

Theoretically, since characteristics of a corner, such as 
curvature discontinuity, are generally preserved in log-
polar transformation, they can be adapted to work in log-
polar space as well. This would work for most cases of 
corners at arbitrary points in the image. However, the 
corner is lost in the singularity at the centre of the image. 
Given that the aim of corner fixation is for the corner to be 
in the image centre, this renders corner detection unusable 
in a significant subset of cases. 

A different approach to corner detection is thus 
required to facilitate fixation in the log-polar domain. In 
this paper, the approach emphasises structural support of 
corners by defining a corner as the intersection of two 
straight lines. The basic requirement of fixation is to fixate 
moving objects. If the objects are moving away from the 
robot, the projection of the edges will change in scale, thus 
stable fixation requires edges with significant spatial 
extent. Corners that are only a few pixels can quickly 
disappear. This definition of a corner gives rise to a simple 
and fast detection algorithm using the Hough transform. 
 

   
(a) (b) (c) 

Figure 1. Log-polar camera image of a corner at an 
arbitrary position. (a) Cartesian remapped image, (b) log-
polar image, (c) edge map of the log-polar image. 

   
(a) (b) (c) 

Figure 2. Log-polar camera image of a corner at the 
centre. (a) Cartesian remapped image,  
(b) log-polar image, (c) edge map of the log-polar image. 

A novel algorithm to detect, track and fixate corners in 
log-polar space is presented in this paper. A space-variant 
camera can capture the same field of view as a 
conventional camera at lower pixel count, eliminating the 
need for windowing. A log-polar camera achieves this by 
having the maximum spatial resolution at centre (fovea) 
and logarithmically reducing towards the periphery. 
Although this does not support tracking at high resolution 

across the sensor, it supports high-resolution fixation. 
The contributions of this paper are two-fold: a highly 

effective algorithm for monocular fixation; and a 
demonstration of the advantages of using the log-polar 
camera for fixation. Specifically, increased field-of-view 
while maintaining foveal resolution and a natural bias 
towards corners closer to centre. This natural bias aligns 
with the goal of fixation, which is to keep the corner at 
image centre yielding stable behaviour. A closed-loop 
control system based on the proposed fixation algorithm 
has been implemented and experimentally verified to be 
stable and sufficient for real-time performance. 

2. Background 

2.1. The log-polar  mapping 

The log-polar sensor imitates the mapping from the 
retina to visual cortex of primates [Schwartz, 1977]. In the 
retinal plane (Figure 3a), a point can be represented by 
Cartesian coordinates (x, y) or polar coordinates (r, q), 
which are related by: 

x = r cosq, y = r sinq  (1) 

The mapping between a polar plane (r, q) (retinal plane) 
and a Cartesian plane (x, h) (log-polar cortical plane, 
Figure 3b), can be written: 

0

log
r
r

a=x ,   (2) 

qh q= ,    (3) 

where r0 is the radius of the inner-most circle and 1/q is 
the minimum angular resolution of the log-polar layout. A 
CMOS implementation has been realised [Questa and 
Sandini, 1996] and is used in this research. 
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 (a) (b) 
Figure 3. An annulus in the image plane (a) maps to a 
vertical strip in the log-polar plane (b). 

2.2. Architecture 

Figure 4 illustrates system architecture adopted. The 
control hardware consists of Giotto log-polar camera as 
input and a pan-tilt motor control board as output running 
a proportional, integral and derivative (PID) controller. 
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The tracker software module connects these two pieces of 
hardware and implements the proposed corner fixation 
algorithm. The software architecture of the tracker is 
shown in Figure 5. 
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Figure 4. Control structure of the corner tracker. 
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Figure 5. The log-Hough tracker software schematics. 

3. Theory 

The Hough transform [Hough, 1959] finds straight-
lines from edge pixels in a Cartesian image. However the 
log-polar sensor transforms straight-lines, thus modelling 
based on straight lines is inadequate. In this research, a 
Cartesian line model is transformed to log-polar space to 
overcome this limitation. 

3.1. The log-Hough transform 

Weiman’s derivation [Weiman, 1990] of the log-
Hough transform begins with the following straight-line 
equation in polar coordinates: 

( )fq
r

-
=

sin
r , 0 < q -  f  < p,  (4) 

where f  is the slope of the line (Figure 6). He then applies 
log-polar transform of (2) and (3) to (7): 

( )( )fhrx --= sinloglog
aa

  (5) 

To utilise the transform on real cameras, the Hough 
voting equation needs to account for the singularity of the 
logarithm of zero and the finite discrete representation of 
digital imagery. However, Weiman did not present such a 
derivation and only provided a proof of concept by 

analogy. In this section, we present a full derivation of the 
log-Hough voting equation for real digital images. 

Firstly, we follow the convention defined in Figure 6 
to avoid confusion of nomenclature. We use (r, q) to 
represent the polar coordinates. Hence, the standard 
Hough line parameterisation [Duda and Hart, 1972] can be 
written as: 

wwr sincos yx += ,   (6) 

Now, we use w to define the line equation in polar 
coordinates instead of f : 

( )wq
r

-
=

cos
r , 0 < q -  w < p,  (7) 
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Figure 6. Cartesian polar coordinate system. 

where w is the angle, from x-axis, of the perpendicular 
line passing through the origin. The Hough voting process 
increments an accumulator of all possible line parameters 
for a given candidate pixel. The voting equation 
effectively is the inverse of the line equation (7): 

�
�

�
�
�

�±=
r
r

hw acos .   (8) 

This is a polar voting equation, allowing iteration through 
r  to obtain all solutions for a given candidate pixel (r, w). 
It is also possible, but less elegant in implementation, to 
make r  the subject in (8) and iterate through w instead: 

( ) ( )whrhwr -×=-×= cos,cos rr . (9) 

However, we must map r into a finite log-polar space. 
xmax and xmin are simply the bounds of the x dimension of 
log-polar space. rmin is r0 the radius of the inner-most 
circle of sensing element and rmax is the radius of the 
maximum circle of sensing elements. Thus, we have: 
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This can be substituted into (8) to obtain the log-Hough 
voting equation. 

3.2. Intersection of two lines 

The output of the log-Hough transform is a list of 
recognised lines defined by two parameters r i and wi: 
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The corner for any line pair lies at their intersection. 
For non-parallel lines (w1 ¹  w2), an intersection can be 
obtained in polar coordinates from the standard equations: 
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However, Equation (13) only gives the magnitude of q, to 
obtain the sign of q requires substitution into the line 
Equations (11) to check for consistency and obtain r. 

3.3. Control 

The intersection solution from the previous section 
provides the target corner position. The algorithm converts 
this point to relative pan-tilt coordinate and dispatches a 
positional command to the motor control sub-system. As a 
whole, the proposed fixation algorithm forms a closed-
loop visual feedback control structure. 

Figure 7. Illustration of foveal voting bias. Note that the 
high-resolution fovea is partially shown. 

3.4. Foveal voting bias 

The high-resolution fovea naturally gives rise to a 
higher pixel count when a corner is close to the centre 
(Figure 7). This inherent bias fits well with the log-Hough 
transform process. Without further introducing artificial 
bias, the line detection process is going to find the line 
with more votes first. Effectively, the votes from the log-
Hough transform serve as a confidence measure. In the 
majority of cases, the two most dominant lines correspond 
to the corner closest to the centre.  Thus, to find the 
centre-most corner with edge support, we only need to 
consider a few edges with the largest Hough vote count. 

 
The automatic bias for corners closer to fovea is one 

important benefit of the log-polar sensor with log-Hough 
line detection. This removes the need for explicit search 
through all detected corners to locate the one closest to an 
arbitrary point. Further, since the log-polar sensor has a 
large field of view for a given number of pixels compared 
to Cartesian space-invariant cameras, it thus removes the 
need to use a tracking window to increase performance. 
 

4. Implementation 

Control calculation: The intersections of all pairs of 
lines for the n lines with the 
highest vote count are solved 
using the method described 
above. If multiple 
intersections exist, the 
algorithm simply picks the 
one with the smallest radial 
component (r) as the 
estimated fixation point. 
This does not guarantee 
correct corner will always be 
found, but in most cases is 
sufficient to implement 
stable fixation. Results and 
analysis in section 5.2 further explore these stability issues 
in multi-corner environment. 

Hough quantisation: The Hough space dimension of 
60 (r ) ´  100 (w) has been found experimentally to be a 
good compromise between computation expense in voting 
and quantisation error. Larger Hough space translates to a 
bigger vote map, but this will result in finer resolution. 
This Hough space dimension translates to a minimum 
resolvable line orientation (w) of 3.6°. The minimum 
radial resolution varies from 0.12 pixels near centre to 
11.1 pixels (of a comparable space invariant sensor) at 
periphery due to the logarithmic effect. 

Hough peak finding and non-maximum suppression: 
Locating one global peak is trivially implemented using 
linear search. However, since image space is discrete, 
quantisation errors cause the pixels neighbouring a peak to 
also have high number of votes. Figure 9 shows these 
false peaks overwhelming other lower but significant local 
peaks. To overcome this problem, non-maximum 
suppression is applied around the current global peak. We 
clear a number of rows (q) in both directions. For most 
common situations, we cleared four rows or ±14.4°. This 
assumes all individual lines in an image differ in 
orientation by at least 14.4°, which is made to improve 
tracking performance for a single dominant corner. 
Alternatively, we could have limited the range of 
suppression along r  also, but widely separated parallel 
lines will not have a corner. 

 

  
(a) Cartesian image domain (b) Log-polar image domain 

 
Figure 8. Complete assembled 
corner fixation system 
mounted on Pioneer 1 robot. 
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(a) (b) (c) (d) 

Figure 9. False peaks around a true peak in Hough space 
causes detection of erroneous lines around edges. (a) 
Cartesian remapped image, (b) log-polar image, (c) edge map 
image and (d) Hough vote map. 

5. Results and analysis 

Extensive experiments have been conducted to 
evaluate the performance of the fixation algorithm.  We 
conducted a series of trial with simple clean corners, such 
as Figure 1, to evaluate the quantitative accuracy of corner 
localisation.  We also tested different corner angles and 
more complex scenarios of multiple and short corners to 
ensure stable fixation. Lastly, the real-time fixation 
performance was verified. 

All trials were conducted with the Giotto camera and 
custom pan tilt platform mounted on a Pioneer robot as 
shown in Figure 8. Current non-optimised performance 
with an Intel Pentium III 600MHz is around 20 frames per 
second, which is adequate for real-time fixation. Video of 
the system demonstrating its closed-loop performance is 
available with this submission. 

5.1. Quantitative Ver ification 

In order to evaluate the precise error in estimation, we 
disabled the control system. The first trial examined 
stability with respect to distance from the centre of the 
image.  A simple clean corner of 90 degrees, such as in 
Figure 1, was moved to the left of the image across 39 
trials.  Figure 11 plots the position estimation error against 
radial distance. The error shown is the visual angular 
distance between a hand selected corner point and the 
point selected by the system. Visual angle from camera 
calibration gives a clearer result than the pixel count, 
which is non-linear. This reducing estimation error trend 
appears to be approximately logarithmic, which 
corresponds to camera sampling resolution.  Results for 
moving right were comparable. Thus, for the majority of 
cases, an accurate estimate of corner position is obtained 
when a single clean corner is present. 

To verify performance with different corner shapes 
and different directions of motion away from the image 
centre, we used 14 different corner sizes ranging from 15 
to 340 degrees.  Each corner was moved to four standard 
positions between the fovea and 15 degrees from the 
centre of the image, at four 90 degree intervals circling the 
centre, with some trials the points were on the x and y 
axis, while others were not. The direction that the lines of 
the corner extended from the corner was also varied. 

Figure 10 shows the average error at each of the four 
positions, averaged across all trials.  These results further 
support the stability and verified the orientation invariance 
of this fixation algorithm. 

5.1.1 Corner  angular  dimension limit 
Within the above trial, we tested nine different corner 

angles over the range of 15° to 165°.  For this range of 
corner sizes we found that the error estimates were at an 
acceptable level for fixation.  Outside these ranges 
between 0° to 15° and 165° to 180°, corners were not 
stably tracked, see Figure 12. This corresponds to the 
minimum line orientation error incurred by non-maximal 
suppression. Note that the range from 180° to 360° is 
symmetric to this and shows similar performance.  Under 
low illumination, there was also instability close to 
minimum corner angle. We attribute this to blurring 
around the densely packed sensing element in the fovea. 
 

Average error versus radial distance 
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Figure 10. Average estimation errors versus radial distance 
from the centre point. 

 Estimation error versus radial distance (Move left series) 
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Figure 11. Estimation errors versus radial distance in move 
left series (more data points). Note that four outliers, three of 
approximately 10 and one at 14.5 degrees are not shown in 
the plot for formatting clarity, but are included in the trendline 
calculation. 
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5.2. Special cases: multiple and shor t corners 

Many cases of fixating a corner in multiple corner 
scenes were evaluated. In the majority of cases where a 
significant corner exists in the image frame (Figure 13, 
16), the fixation algorithm correctly detects the two major 
supporting lines and thus obtains the correct intersection 
and fixation point. However, in some ambiguous 
situations such as Figure 15, the intersection closest to the 
centre of two significant edges is not actually a corner. 
This will not be a stable solution and will generally 
disappear given motion of the platform towards the non-
existent corner.  

Nevertheless, there exist degenerate cases, such as 
Figure 15, where the centre-most intersection does not 
identify the correct corner to fixate. These degenerate 
cases can cause instability by saccading to the fictitious 
corner point. Subsequent oscillations may occur if this 
degenerate condition is prolonged. However, with the 
camera being an active observer, such prolonged 
erroneous states are rarely encountered. Figure 15(c) 
shows a case where incorrect fixation may be prolonged. 
This case could be corrected by additional processing to 
check for edge pixels close to the intersection. 

 

    
(a) (b) (c) (d) 

Figure 13. Images of multi-corner scene – a dominant 
corner exists and is recognised correctly. 

   
(a) (b) (c) 

Figure 14. Images of multi-corner scene – multi-
intersection cases: (a), (b) are determinate cases due to 
proximity to the centre of one corner, whereas for (c) either 
corner may be selected. 

   
(a) (b) (c) 

Figure 15. Images of a multi-corner scene – degenerate 
cases: (a) and (b) will disappear as soon as the camera 
moves, however for (c) the incorrect fixation may be stable. 

 
Figure 16. Cartesian remapped images of short corners 
trial, demonstrating the correct recognition of centre-most 
corners. 

For short corners, the algorithm maps all pixels of the 
edges that make up a corner, thus corners with adequate 
spatial extent are fixated stably (Figure 16). 

5.3. Indoor  scene 

In addition to these controlled cases, we also verified 
the system performing in a closed-loop in two indoor 
scenes. The system fixated on a corner of a door window 
and corner of a room under robot motion. For both these 
scenes the fixation was run over a period of several 
minutes and despite occasional poor estimates, it exhibited 
stable fixation (running at around 20 fps). 

Figure 17 shows images taken at random intervals 
during this trial, displaying the estimated lines and 
corners. It can be seen that for the first sequence (Figure 
17(a)), one fifth of the images show that the corner was 
not accurately detected. However, this did not prevent 
stable fixation. Figure 17(b) shows a difficult case for 
corner fixation where one of the edges is wide, due to self-
shadowing in low illumination conditions. Again, fixation 
was stable, even though a quarter of the cases verified 
were in error. For both these trials the incorrectly detected 
corners are due to dominance of near parallel lines.  This 
could be improved by tuning the algorithm, such as 
broadening non-maximal suppression. However, the 
absence of such tuning demonstrates robustness of the 
algorithm. 

 

 
Figure 12. At the accuracy limit of log-Hough transform, 
the 190°°°°-corner target causes platform to oscillate around 
the centre. Images shown in rows, with time progressing 
from left to right, log-polar images and remapped images 
with matched edges superimposed. 
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6. Conclusion 

This paper presented a new log-polar corner fixation 
algorithm. In the course of developing the fixation 
algorithm, we fully derived the finite Hough transform 
voting equation in log-polar domain. A full hardware and 
software closed-loop system was developed to implement 
the algorithm. Experimental verification has shown that 
the system is stable and has demonstrated real-time 
performance. This confirms the advantages of the log-

polar sensor for fixation. The two major advantages are: 
large field of view for a given pixel count; and, a natural 
bias towards corners closest to the centre. The first benefit 
results in tracking performance gains without the use of 
sub-window sampling techniques, while the second 
benefit eliminates the need to explicitly find all corners in 
an image in order to locate the centre-most one. Thus, the 
log-polar sensor is highly suitable for fixation tasks where 
the focus of attention is at the high-resolution image 
centre. 

  
(a) 

 

 

(b)  
Figure 17. Cartesian remapped images of indoor scene trial, demonstrating the performance of line and corner recognition. 
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